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Abstract

A fundamental task in quantum information is to approximate a pure quantum state in
terms of sparse states or, for a bipartite system, states of bounded Schmidt rank. The optimal
deterministic approximation in each case is straightforward, and maximizes the fidelity: keep
the largest entries or singular values. On the other hand, random mixtures of sparse states can
achieve quadratically improved trace distances, and yield nontrivial bounds on other distance
measures like the robustness.

In this work, we give efficient algorithms for finding mixtures of sparse states that optimally
approximate a given pure state in either trace distance or robustness. These algorithms also
yield descriptions of efficiently samplable ensembles of sparse, or less-entangled, states that
correspond to these optimal mixed approximations. This can be used for the truncation step of
algorithms for matrix product states, improving their accuracy while using no extra memory
and no asymptotic increase in runtime, and we demonstrate this improvement numerically.

Our proofs rely on tools from convex optimization and zero-sum games, as well as rigorous
gurarantees for computing and sampling from maximum-entropy distributions. In particular, a
key step in our construction is conditional Poisson sampling, which is the well-studied problem
of drawing fixed-size subsets from a population with known inclusion probabilities. We give
improved algorithms for carrying out this sampling, which may be of independent interest.
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Editorial note: This is arxiv v3 of our paper. It is posted for the benefit of the QIP PC to meet
the arxiv requirement for QIP 2027. We anticipate further updates soon to incorporate the fact that
a proof has recently been posted of Conjecture 8.10. As a preview of those changes, we anticipate
further runtime improvements to the algorithms in Section 8.

1 Introduction

This paper is motivated by a deceptively simple question: given a target unit vector, how well can
we approximate it with a sparse, but potentially random, unit vector? We say a vector is k-sparse
if it has at most k£ nonzero entries in the standard basis. Given a d-dimensional target vector v
and a sparsity parameter k < d, it is clear that keeping just the k entries of v with the largest
absolute values gives the best approximation among all deterministic choices for the k-sparse vector.
Similarly, it is well known that the optimal low-rank approximation to a matrix, as measured by
any unitarily invariant norm, is obtained by truncating (keeping just a few of) its singular values.
Another instance of this type of problem arises when simulating quantum many-body systems
using tensor networks, where multipartite states are represented using states that have low Schmidt
rank with respect to several partitions of the subsystems. In each case—vectors, matrices, and
tensors—we refer to the problem of finding a sparse approximations as truncation.

We focus on the setting of quantum information, although truncation has far-reaching applications
in other areas of computer science as well. Here, a unit vector v corresponds to a pure quantum state
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Figure 1: With d = 35, £ = 15, and darker cells representing larger values: (a) Quantum
state given by a random unit vector v € R? with positive entries sorted in decreasing order. (b)
Approximation obtained by keeping the first & entries of v and normalizing, which yields v1.. (¢)
Optimal approximation o* of vv ', with respect to trace distance, by a convex combination of states
given by k-sparse unit vectors.

p = vul, where v is interpreted as a column vector!. The quantum setting suggests a few important
features of this problem. First, observables are quadratic in v (or linear in p) and appoximation
error is defined primarily in terms of deviations of these observables from their true values. This
can be measured using the standard trace distance if we meaure additive error, or the less common
robustness if we consider multiplicative error. Second, there are many natural physical settings in
which superposition or entanglement are expensive resources, but randomness is cheap. Thus it
is natural to define the truncation task as approximating p with a mixture of k-sparse states, or
analogously a mixture of states with Schmidt rank at most k.

The main result of our paper is that when we define truncation in this way, the simple answer of
taking the top k entries of v is no longer optimal: Even when we are approximating pure states,
the optimal truncation for either trace distance or robustness will generally be a mixed state. As
one might expect, finding these optimal mixed truncations is more complicated than simply sorting
the vector and keeping the top k entries; nevertheless, we show it can be done efficiently (see
Theorem 1.1).

A key application of our result is the truncation of matrix product states (MPSs). Traditionally
this is done by running a series of singular value decompositions (SVDs) and keeping the top k
singular values at each step. Our randomized method improves the accuracy obtained in each of
these truncations as measured by, say, the trace distance, at the cost of some overhead. However, as
we show in Section 8.3, the asymptotic runtime is no worse than that of the SVD on its own. We
remark that this question is really about classical optimization and computation; the input v is
given as a classical description of the quantum state and the algorithms are classical.

1.1 Simple example

To make the benefits of mixed approximations concrete, we will describe a simple but instructive
example. Let v = (v/1 —2¢,/€,1/€)" and suppose we want to approximate this by a 2-sparse
state. The best approximation in fidelity is given by either w; oc (v/1— 2¢,1/,0)" or wy

We eschew bra-ket notation in this paper, partly to emphasize that our quantum results apply more generally to
any normalized complex vectors.



(VT =2¢,0,+/¢)", both giving a fidelity F'(v,w;) = v/T — ¢, and hence a trace distance of T'(v,w;) =
Ve. If we look at the density matrix

1—2¢ Vel —2e) /e(1—2¢)
v = e(1 —2¢) € €
e(1—2¢) €

(1)

then we see that when truncating to one of the w;, the dominant error in trace distance comes from
the off-diagonal terms on the order of \/e. We can mitigate this by taking a uniform mixture of
states w1 ~ (v/1 — 2¢,2v/€,0)" and @y ~ (v/1 — 2¢,0,2,/2)". This way, we see that the mixed state

. ) ) 1-2  /e(1-2e) /e(1—2¢)
e(1 — 2¢) 0 2e

only differs from v in trace distance to order ¢ instead of /. Intuitively, the scarce resource here
is the superposition between the 1st entry and the 2nd and 3rd entries, and we can boost this by
increasing the amplitude of the 2nd and 3rd entries. This introduces inaccuracies of order € along
the diagonals while fixing the error of order /. The tradeoff between these two sources of error is
also visible in the larger example illustrated in Figure 1.

The approximation in Eq. (2) turns out to achieve the optimal robustness of 2e, meaning
vo! < (14 2¢)o. In Section 5 we will see more generally how to construct this sort of robustness-
optimal ensemble.

1.2 Overview of results

Efficient algorithms. We study the task of optimally approximating a pure state by a mixture
of k-sparse states. This is both a computational and a mathematical problem. It is important
that our target states be pure since the more general question of approximating mixed states with
mixtures of k-sparse states — or even determining whether a given mixed state can be decomposed
into k-sparse states — is NP-hard. These, and other hardness results, are discussed in Section 3.

Our main result is a collection of efficient algorithms that can find these randomized approxima-
tions when the state is pure. As we explain in further detail below, the runtime is dominated by the
time required to find the right parametrization of a certain Gibbs distribution.

Theorem 1.1 (Informal). Given a pure state v € C? and a sparsity bound k < d, there is an
efficient algorithm to find a description of the optimal randomized approrimation to v in terms of
either trace distance T or robustness R. This description includes:

1. the optimal value of T or R;
2. the corresponding density matrixz (with some additional polynomial-time overhead); and
3. a procedure to sample k-sparse pure states from this distribution in time O(d).

The same results hold when approzimating a pure bipartite state v € CH @ C% by a mizture of
states with Schmidt rank at most k, the relevant task for MPS truncation.

These algorithms are given in Sections 4 and 5, building on sampling algorithms described in
Section 8. Specifically, the trace distance version of this statement follows from Theorems 4.1, 4.8,
and 4.9. For the robustness, the optimal value computation appears in prior work [Regl7, JLP'18],



and we add to this by giving an efficient method to describe and sample from the optimal solution
in Theorems 5.1 and 5.2.

We now describe the form of our approximating ensembles. We find that for both trace distance
and robustness, the approximating sparse states involve keeping some of the top entries of v and
sampling from some or all of the remaining entries. Concretely, assume without loss of generality
that in the standard basis

d

v = Zviei, (3)

i=1

where e; are the standard basis vectors, the entries v; are nonnegative and ordered non-increasingly.
Then the optimal approximation to v samples a subset S with probability p(S) and takes a state
vg, corresponding to a density matrix

p = p(S)w(S)w(s)! (4)
S

Here,

N B .
w(S) = a;vzez + 7‘—1—1%62 (5)

keep top k—r—1 uniform superposition
on S

where o and 8 are some appropriately chosen values, and r < k — 1 an index that depends on v.
The set S is sampled from the indices that are not kept deterministically {k —r,k —r+1,...,d}.
For the trace distance approximation, S is sampled from a subset {k —r,k —r+1,...,¢} for ¢ < d,
so some indices are truncated deterministically. The probability distribution on subsets S of size
r 4+ 1 needs to be such that the marginals ¢; = Pr(i € §) and Q;; = Pr(i,j € S) satisfy certain
constraints. The precise values of «, 8 and the distribution p depend on whether one targets an
optimal approximation for trace distance or robustness. Let us give a complete description for the
robustness; a precise specification for the optimal approximation for the trace distance can be found
in Theorem 4.8 and Eq. (69). For the robustness, let r be the unique index such that (recall we
assumed v; > 0 and non-increasing)

d
Vg—p_1 > :’:rl > Vp_p where Sp—y 1= Z v; (6)
i=k—r
and let
k—r—1 ) Sifr

Then Ry, is the optimal robustness approximation. The states in Eq. (5) are written as

1 4 Sk—r
U)(S) = \/ﬁ (Z V;i€; + m Z 6i> (8)

i=1 €S

and the probability distribution over subsets needs to be such that the marginals satisfy ¢; =
vi(r +1)/sk—r and Q5 < gig;-



The type of sampling we need is known as conditional Poisson sampling in the survey sampling
literature. We also refer to it as importance sampling of sets in this work and discuss the task in
more detail in Section 8. After defining the problem mathematically, there are several algorithmic
questions; primarily inference, or determining the distribution parameters given the marginals,
and sampling given the distribution parameters. Since we would like our randomized truncation
algorithms to be of use for numerical linear algebra tasks, such as MPS calculations, we give new
and faster algorithms for inference, sampling and other tasks, which may be of independent interest.

Quantifying the advantage of randomized truncation. While our results give efficient
algorithms for finding the optimal approximations in trace distance and robustness, we would also
like to have an intuitive explanation of when these improve significantly over the deterministic
truncation. As we explain in Section 2, the best possible improvement in terms of the accuracy is
quadratic. To get a sense of when the quadratic improvement in trace distance is or is not possible,
we discuss a range of representative examples in Section 6. This turns out to depend on the decay
rate of the sorted entries of the target vector, and specifically on the relation between the ¢ and /o
norms of its tails.

We also note that, while the improvement in trace distance is at most quadratic, in order to
facilitate a comparison along the lines of recent work in randomized compiling (see Section 1.3),
which aims to reduce gate count, one may wish to determine the advantage of randomized truncation
in terms of the relevant resource being conserved; namely, the sparsity parameter k. This advantage
depends on the functional form of k with /e, the best deterministic trace distance, and T', the best
randomized trace distance, through k(1/¢)/k(T'), and may in principle be super-quadratic.

Numerics and application to MPS. An important motivation for our work is the application
to randomized methods for simulating quantum systems, which we explore numerically in Section 7.
In particular, MPS are a widely used class of states where our randomized truncation schemes serve
as a drop-in replacement for the usual deterministic approach to reducing bond dimension. Code for
our paper is available at https://github.com/angusjlowe/rtrunc. It includes a package for computing
optimal approximations for pure states as well as code to reproduce the plots in this paper.

1.3 Related work

Randomized approximations to classical and quantum objects have appeared in several different
contexts.

Randomized compiling. A related question to the one we study in this work is how well
unitary operators can be approximated by mixtures of unitaries. Here, the power of randomness is
somewhat greater for channels than for states, which we discuss further in Section 1.4. Prior work by
Campbell [Cam17] and Hastings [Has16] first showed (nonconstructively) that mixing unitaries can
quadratically reduce diamond-norm error under general conditions. This led to randomized product
formulas for Hamiltonian simulation [COS19, Cam19, OWC20, HW23], rotations [Low21, KMB24],
and Quantum Signal Processing [MR25]. The general question of approximating the set of all
unitaries by convex combinations of an allowed set of unitaries was studied by Akibue, Kato and
Tani [AKT24b], who found that mixing quadratically improves the worst-case error, i.e., given an
\/e-net of unitaries, taking convex combinations yields an O(g)-net in diamond norm.

Probabilistic state synthesis. Randomized approximations to states have also been considered
previously in [AKT22, AKT24a]. Given a set of allowed pure states in the random mixture, these
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works show a quadratic improvement in accuracy for the problem of worst-case approximation (i.e. the
hardest possible target state v) as well as when certain symmetry conditions are met. Their setting
does not substantially overlap with ours since we consider approximations for arbitrary pure states,
which in general do not obey their symmetry conditions. Indeed, in Section 6, we give examples
where the quadratic accuracy improvement of [AKT24a] does not apply. Refs. [AKT22, AKT24a|
also provide algorithms based on semidefinite programming for finding the optimal randomized
approximation, whose runtime scales polynomially in the number of allowed states in the mixture.
In our setting, this number is at least exponential in the sparsity parameter k. See Section 3 for
further discussion on this point. Although this prior work does not resolve our problem, their
findings of widespread quadratic advantage serve as inspiration for pursuing efficient algorithms
applicable to our setting. Finally, we note that simultaneous work [WZYZ25] studies the application
of a randomized approach to state preparation on quantum devices, and considers a similar set of
examples to those appearing in Section 6.

Resource theory of coherence. The idea of a “resource theory” is to define a set of “free” states
and/or operations, and then to use this to define distances from these objects which quantify some
resource of interest [CG19]. The original example of this was to study entanglement as a resource
when local operations and classical communication (LOCC) is free [BBPS96]. A natural way to
quantify a resource is the robustness (related to the max-relative entropy) of a given state p with
respect to the free states [VT99, LBT19]. The resource theory that directly relates to our work is
that of “k-incoherence” (also known as “k-coherence”), which treats mixtures of k-sparse states as
free, and quantifies the distance of a given state from this set; see [SAP17] for a review of this topic.
The k = 1 case was studied in [CGJ"16], using both the trace distance and robustness as resource
measures. The k > 1 case was analyzed in detail in [Regl7, JLPT18]. Among other results, these
works show that for pure states, different notions of robustness are equal to each other and can
be expressed in terms of a norm called the k-support norm (see Definition 2.9). Our result on the
robustness in Section 5 can be seen as a constructive version of the upper bound on the robustness
given in Theorem 1 of [JLP'18].

The k-support norm. Both the optimal fidelity and the optimal robustness can be understood
in terms of two norms which are dual to one another: the top-k norm, and the k-support norm.
These are defined in [AFS12] and reviewed in our paper in Section 2. In [AFS12| these norms were
used to develop convex relaxations for the task of finding sparse solutions to regression problems.
They also gave an expression for the proximal operator for the k-support norm [AFS12, Section 4]
which is similar to our trace distance optimization in Section 4. Gauge norms are also studied in
optimization settings [CRPW12] where the goal of finding a simple model can be formalized through
constraints on sparsity or rank, or more generally, being a linear combination of a small number of
atoms.

Tensor network Monte Carlo. An important application of truncation, both deterministic and
randomized, is to reduce the bond dimension in matrix product states and tensor networks. An
immediate application of our work is to approximate a tensor by a lower-rank tensor, as we will
discuss in more detail in Section 7. Ferris [Fer15] has proposed a tensor truncation scheme with
some similarities to ours, and this idea has also been studied more recently in [Tod24]. We defer the
detailed comparison of our work with [Fer15] to Section 7. As a brief summary of the comparison,
our methods provably minimize robustness or trace distance for bipartite states, while Ferris’ method
samples indices using a heuristic which is not based on the solution to an optimization problem.



Randomized SVD. Truncating pure entangled states can be thought of as finding a low-rank
approximation to a matrix, which is a basic task in numerical linear algebra. The standard method
to solve this problem is to compute the singular value decomposition (SVD) and keep only the top
singular values. This is precisely the deterministic truncation scheme that we generally compare our
methods against. In defining error for randomized methods, there are two main possibilities: we can
evaluate the error either before or after the random choices are made. Existing algorithms evaluate
the error after the random choices are made. If the original matrix is M and the random low-rank
approximation is M, then they evaluate something like E[dist()M, M)] for some distance measure.
In this framework, randomized algorithms are, by definition, no more accurate than deterministic
algorithms, although they may improve the efficiency. This is the setting typically considered for
randomized SVDs; see [KT24] for a review.

Our framework corresponds instead to evaluating the error before the random choices are made.
Suppose that dist(M, M) = sup,, p(M — M) where ¢ ranges over some set of linear functionals.
Norms such as operator norm or Schatten norms fall into this framework. Our approach then
consists of choosing a distribution to minimize

sup E[o(M — M)]. (9)
o M
This setting is more realistic if ¢ represents a test that is unknown in advance, but is not chosen
adversarially based on our choice of approximation M. As a result of our framework, it is possible
to be more accurate (in terms of bias) than the low-rank deterministic approximation found using
the SVD. We believe this is likely to have applications beyond quantum information.

1.4 Proof techniques and intuition

Our work shows that in order to approximate a pure state, given a library of simpler pure states,
the best accuracy comes from introducing randomness. This may at first seem counterintuitive, but
there are a few reasons why we might expect this to be the case.

One explanation comes from zero-sum games. The optimal trace distance approximation can be
viewed as such a game where, given a target pure state v, we seek the value of

min max tr(M(va —a)). (10)

o€l 0=XM X1
Here, Z;, is the set of mixtures of k-sparse states. This has the form of a zero-sum game, with the o
player trying to minimize the distinguishability and the M player trying to maximize it. A common
feature of equilibria is that the optimal strategies are mixed. In game terms, the o player often
does better with a mixed strategy because they may then perform simultaneously well against many
possible responses by the M player. This picture also tells us that a fixed M obviates the need for
a mixed strategy by the o player. This happens when the goal is to minimize an observable such as
the energy of a system, or when maximizing the fidelity with a fixed state. In these cases, optimal
pure strategies exist, while optimal mixed strategies may or may not also exist.

This principle also explains why randomness helps with approximating unitaries. The diamond
norm involves a maximization over both the final distinguishing measurement and the choice of
input state. The choice of final measurement is similar to the state case that we consider in
this paper, and leads to analogous up-to-quadratic improvements. The maximum over initial
states can lead to more dramatic, dimension-dependent, improvements. For example, the d-
dimensional unitaries U; = I — 2ez~e;r are each far from the identity but the average channel
E(p) = Eiga UZ-pUZ.T is O(1/d) close to the identity. Similar ideas are used in gDRIFT and multiqubit
Toffoli gates [Cam19, CHKT21, GKZ25].



Figure 2: Tlustration of the geometric intuition underlying cases where randomized truncation

offers a significant improvement in approximating a pure state vv ' .

As we saw in the state case, the advantage from randomness comes from achieving good
performance against many different tests simultaneously. Thus if we fix both the input state and
the final observable, then again deterministic approximation can achieve the optimal error.

Another way to understand the quadratic improvement in trace distance comes from the geometry
of the state space, an idea which is due to [AKT22, AKT24b, AKT24a]. This is illustrated in
Figure 2, where the best pure approximations to v are wy, ws, each at distance /¢, but a convex
combination of these states has distance O(g).

Finally, our results illustrate the value of conditional Poisson sampling, the main idea for
which we now sketch. Suppose v1,...,vq and z1,..., 24 are positive reals with ), v; = V and
the goal is to estimate s = Z?Zl v;z;. A natural unbiased estimator, familiar from Monte Carlo
algorithms, is obtained by sampling ¢ with probability v;/V and outputting §; := V;. This
procedure can alternatively be viewed as constructing a randomized 1-sparse approximation to
a vector v = (v1,...,vq). Namely, if (e; : j = 1,...,d) are the standard basis vectors and i is
drawn randomly with probability v;/V then the vector-valued random variable Ve; is an unbiased
estimator of v.

If we wish to now generalize to a k-sparse approximation then we need to sample a random
subset of the indices S = {i1,...,ix} C [d]. As before, we can choose to impose that this k-sparse
estimator be unbiased for the target vector v. This means that if i € S with probability ¢; € (0, 1]
then the random vector ought to be of the form

w(s) =3 Ye,. (11)
ies 1

Since |S| = k and the ¢; represent marginal probabilities, we must have Z?Zl q; = k. The task at
hand — say, minimizing the variance of some function of this random vector — informs the desired
values of the marginal probabilities ¢1, ..., qq4-

For the randomized approximations in robustness and trace distance, we do not explicitly enforce
that the k-sparse states be unbiased in the sense described above, but rather are of the form in
Eq. (5), where we keep some terms deterministically, and sample from the other indices. This can
be seen as a refinement of the approximation by importance sampling of sets in Eq. (11).

Conditional Poisson sampling, which is needed to compute and sample from the optimal ensemble,
is a nontrivial algorithmic challenge. Algorithms for this task are known from the literature on
maximum entropy sampling. We draw on this past work and improve upon it as well in Section 8,
which may be of independent interest.



1.5 Open questions

We give a comprehensive analysis of the computational problem of finding optimal randomized
approximations of pure quantum states by k-sparse states or states with Schmidt rank k. However,
there are various interesting questions for future work.

Application to tensor networks. We propose tensor network truncation as a natural application
of randomized truncation. How useful this is in practice, and for which applications precisely, will
require detailed numerical study, which we leave to follow-up work.

Computing the sampling weights. We give a provable runtime bound for finding @ in Theo-
rem 8.6 but we conjecture that this can be improved significantly. One plausible conjecture which
would imply this is Conjecture 8.10. These algorithms are discussed in more detail in Section 8.3

Applications beyond quantum states. We focus on the case where the vector we try to
approximate is a quantum state. A natural follow-up direction is to investigate applications beyond
this interpretation. This may require generalizing to approximations in norms besides the (Schatten)
1-norm, such as the operator norm or general p-norms. Moreover, it may not be natural to impose
a normalization condition on the approximating vectors, which changes the optimization problem.

Relation to Hamiltonian simulation. As described in Section 1.3, there are several randomized
Hamiltonian simulation methods that can be viewed as solving a related problem. Namely, given a
Hamiltonian H = 25:1 v;h;, can we approximate e "/ with a random mixture of exp(—i Y, w;h;)
for a collection of k-sparse vectors w? The qDRIFT algorithm can be viewed as doing this for
1-sparse w. Applied to a starting state |1)), and assuming h? o I, this means approximating e"HIt )
with a mixture of superpositions of [¢) and h; |[¢)). Applying our robustness-optimal scheme with
k = 2, and neglecting higher-order terms, turns out to yield precisely gDRIFT. Improving this
to higher values of k£ is a compelling open problem. One of the key difficulties is that gDRIFT
addresses only first-order and second-order error while modern Hamiltonian simulation methods
generally control higher-order errors as well. An exploration of methods for partially randomized
Hamiltonian simulation is initiated in recent work [GWST25].

1.6 Notation

For a positive integer d, we write [d] = {1,2,...,d}. The standard basis of C? is denoted by
{e; :i € [d]}. For any operator X on C? we let XT denote the Hermitian conjugate. We adopt the
physics convention where the Hermitian inner product (-,-) is linear in the second argument, so
that (u,v) = ufv for any u,v € C?. We write v = 2?21 vie;, where v; denotes the coordinate of v
in the standard basis. We let |ng| denote the ith largest element (in nonincreasing order) of the
sequence (|v;] : j € [d]), and define vt := Z?Zl |Uj|ei. For v € C% and 1 < j < d, set

d
sV o= Juyl. (12)
i=j

The set of linear operators on C? is denoted £(C?), and the set of density matrices on C? (positive
semidefinite with unit trace) is denoted D(C?). We use v,w,... for vectors in C% (which also
represent pure states), and p,o,... for density matrices in D(Cd). Matrix norms are Schatten
p-norms throughout. Given v € C? and A C [d], we let v4 denote the vector obtained by keeping

10



coordinates v; for i € A and setting the rest to zero. If A is a contiguous block A; ; = {i,i+1,...,j},
we also write v;.j = v, ;. For p € Z>( we denote the £, norm of v by [|v[|,,, and [|v[|y is the number
of nonzero coordinates of v in the standard basis. Finally, for a set S and scalar a, the rescaled set
is aS = {as : s € S}, and for a point g we write g+ .5 = {g + s : s € S}. Other notation will be
introduced as needed.

2 Quantifying coherence and entanglement

Diagonal density matrices represent classical states and can be viewed as mixtures of 1-sparse pure
states: the standard basis vectors. By considering mixtures of k-sparse states, we can generate
increasingly non-classical states, as measured by the resource theory of coherence.

Definition 2.1 (k-sparse mixture, Z;). A pure state v € C? is k-sparse if ||v]|, < k. A mixed
state p € D(CY) is a k-sparse mizture if p = Zj pjuju;- for some k-sparse pure states u; € C? and
probabilities p; > 0, > p; = 12. We denote the set of all k-sparse mixtures by Z;(C?), or simply Zj,
when the Hilbert space is evident.

The notation Zj, is in reference to previous work which refers to this as the set of “incoherent”
states [JLPT18]. Although this definition is basis dependent, it is closely related to other basis-
independent objects. For example, another familiar resource in quantum information is bipartite
entanglement, which can be measured by the Schmidt rank. A bipartite state v € C* ® C® has a
Schmidt decomposition given by

V=Y N @y, (13)
i=1

for some positive integer » < min{a, b}, orthonormal bases {z;} € C* and {y;} € C’, and Schmidt
coefficients \; > 0, > A2 = 1.

Definition 2.2 (Schmidt number k, S;). A pure state v has Schmidt rank k if it has k nonzero
Schmidt coefficients. A mixed state p € D(C*® C®) has Schmidt number at most k if p = Zj pjuju;
for some pure states u; € C* ® C? with Schmidt rank at most k and p a probability distribution.
We denote the set of mixed states with Schmidt number at most k by S,(C%,C%) or Sy when the
Hilbert spaces are evident.

The Schmidt number for density matrices was originally introduced and studied in [TH00]. We
next briefly recall standard quantum distance measures; see e.g. [NC12, Ch. 5]. The fidelity between

states p,0 is F(p,0) = |l\/pv/oll,- If 0 = vol is pure, then F(p, o) = \/{v, pv), and if p = ww'
is also pure we have F(vvl,ww') = |(v,w)|. The trace distance is T(p,0) = i||p — o||;. When
convenient, we abbreviate F(v,w) := F(vvf, ww') and similarly for T. We also use F (v, p) and
T'(v, p) for comparisons between a mixed state p and a pure state given as a unit vector v. For two
pure states v, w these are related by F(v,w)? + T(v,w)? = 1. More generally, the Fuchs-van de

Graaf inequalities relate F' and T by

1-F<T<+V1-F2 (14)

If one of the two states is pure, the lower bound can be improved, and we have

1-F2<T<+1-F2 (15)

2In more conventional quantum notation we write p = 3 5 Pi Jus ).
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We are interested in the maximum fidelity (or minimum trace distance) achievable by approximating
a state with one that has limited coherence or entanglement. The lower bound in Eq. (15) implies
that, for pure states, we cannot hope to attain more than a quadratic advantage using a mixed
approximation. Here and throughout, we let d,a,b € Z~( such that a,b < d.

Definition 2.3 (Fidelity with Z; or Sy). For p € D(CY), let Fi(p) := maxyez, F(p,o). For
p € D(C* @ CY), let F,f:E) (p) = maxses, F(p,0).

As in the case of F(-,-), if v is a unit vector corresponding to a pure state we abbreviate F},(vol)
by Fj(v) and similarly for FIEE)() These measures are straightforward to compute for pure states.

Lemma 2.4. Ifv € C% is pure then for any positive integer k < d it holds that Fy(v)? = Zle |v.i|2.

7
Similarly, if v € C*®C? is a bipartite state with a Schmidt decomposition of the form in Eq. (13),

we have the following.

Lemma 2.5. If v is of the form given in Eq. (13) then for any positive integer k < r it holds that
B w7 = S X
k - i=1""

Proof. By definition, Fl,gE)(v)2 = maxyes, (v,0v). The function o — (v,ov) is linear and the
set Sp is convex so it suffices to consider a maximization over the extreme points of S;. Thus,
F, lgE) (v)? = max,, | (¢, v)|? where the maximization is over pure states on C% ® C® having Schmidt
rank at most k. The optimal solution to this problem is attained by the state proportional to
keeping the top k Schmidt coefficients, by Eckart-Young Theorem [EY36, Mir60]. O

These facts agree with the intuition that if we want to maximize the overlap with a k-sparse
state, we should keep the k largest coordinates. We can also phrase this in terms of an appropriate
norm, whose appearance in the context of truncation is natural.

Definition 2.6 (Top-k norm). For v € R% and 1 < k < d, the top-k norm is

k
/
ol = ()" (16)
=1

With this terminology, Lemmas 2.4 and 2.5 state that Fj(v) = |v[[;, and, if v is bipartite,

F,gE) (v) = [[All ) where A is a vector of Schmidt coefficients. The story is more interesting for
optimal trace-distance approximations.

Definition 2.7 (Trace distance with Z; or Sg). For p € D(CY), let Tx(p) = minyez, T(p, o). For
p € D(C & C), let T\ (p) == minyes, T(p, o).
Finally, we recall the robustness of coherence and entanglement [VT99, JLP*18], which can be

thought of as measuring a multiplicative approximation error by states in Z; or Sk.

Definition 2.8 (Robustness with Z;, or S;). For p € D(CY),

. P+80' d
Ri(p) mln{s_O. T+s €Ty, 0 € D(C ),} (17)
For p € D(C* @ CY),
(£) —ms > - ptso a b
R, (p): mlD{S_O. s €Sk, 0 € D(C ®(C)}. (18)
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The robustness gives a bound on the trace distance through

Ri(p)

Ti(p) < % Re(p)
which follows by taking the trace distance between p and the optimum in Eq. (17). There is
an alternative notion of the robustness which arises when one restricts the feasible set in the
minimization in Definition 2.8 to density matrices o which are themselves in 7y, or S;. However, in
[JLPT18] (building on [AFS12, Regl7]) it was proven that for pure states, these notions coincide.
Moreover, in this case the robustness can be computed using the dual norm to the top-k norm. We
now define this norm, and collect some of its relevant properties. Below, we write (“]?) for the family
of k-element subsets of a finite set A.

(19)

Definition 2.9 (k-support norm). The k-support norm is the dual of the top-k norm. An equivalent
definition is

[0l gy 3= min {37 )l =3 w(s) } (20)
se() se({f)

for any v € R% and 1 < k < d. Here we minimize over collections of vectors {w(S)}s such that the
support of each w(S) is contained in S.

This norm was introduced in the context of sparse prediction problems in [AFS12]. See also
[Regl7] and [Bha97, Ch. 4] for additional background. That [|-[|,, and -] ., are dual to one
another follows from the observation that the k-support norm is a gauge function for the set

Cy = conV{ weR:: HwHo =k, Hsz <1 }7 (21)

This implies C}, is the unit ball for the k-support norm, and the top-k norm is indeed the maximum
inner product with a vector from this set. For k¥ = 1 and k£ = d one recovers the ¢; and /5
norms, respectively. Egs. (20) and (21) do not suggest an efficient algorithm for computing [|v]| .-
However, there is a closed-form expression for |[v[|(, ) which can be computed in O(dlogd) time.

Lemma 2.10 ([AFS12, Prop. 2.1]). For every v € RY,

2 kzrl + (sh )2
_ 2 —r
HvH(k,*) - gl |U7,| + r+1 (22)
where r € {0,1,...,k — 1} is the unique® index satisfying
' Sk '
okl > e (23)

with the convention |v§| := +00 , and where sY is the partial sum defined in FEq. (12).
0 J
The following optimization view underlies Lemma 2.10. For v € R%, the optimal value for

max. (v,x)— %Hxll?k) (24)
st. zeR?

is equal to %Hv”?k »)- This is a standard fact about dual norms, stated explicitly in Lemma A.8.
(See Section A.2 for a brief overview of the convex analysis relevant in this work.) Lemma 2.10 is
then an easy consequence of the following.

3The uniqueness of the choice of r satisfying the condition in Eq. (23) is stated as Lemma 3.1 in [MF85].
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Lemma 2.11. Let v € R% and let ¢ be the smallest index with vj =0 (set { = d+1 if none).
Assume € > k + 1. A vector x is optimal for the mazimization in Eq. (24) if and only if, with r as
i Lemma 2.10,

1

vy, j=1...,k—r—1,
0 J
X, = SU (25)
J kr =k, 00— 1.

r+1

The proof is essentially shown in the proof of Proposition 2.1 in [AFS12]. We give the full
argument in Appendix B.

For pure states, the robustness is directly related to the k-support norm. This was proven in
[Regl7] (see also [JLPT18]) and our construction in Section 5 also yields a simple alternate proof.

Theorem 2.12 (R, for pure states [Regl7]). If v € R? is a pure state,
Ry(v) = [[v]| {0y — 1. (26)

Also, if v € C* ® C® has a vector of Schmidt coefficients A, RI(CE) (v) = H)\ka*) — 1.

For our applications we will usually want to calculate ||-| (k,+) Precisely. But an O(1)-approximation
is possible using the 1- and 2-norms. From [AFS12] we have that for a unit vector v,

vl vl
< v <2 , 27
VE © ol < vk 27)

which in particular gives Ry (v) > H”kH —

= 2o

—

Sorting entries. A useful symmetry is that the distance measures we use, as well as our notions
of sparsity, are invariant under permutation and phases. Specifically, for the three distance measures
introduced in this section and, for any v € C¢,

Fi(v) = Fi(v"), Ti(v) = Te(v), and Ri(v) = Re(v"). (28)

Thus in all computations, we can assume without loss of generality that the entries are real,
nonnegative, and ordered. Obtaining the optimal solutions for the optimization problems defining
each of these quantities is then a straightforward matter of tracking the phases and ordering of
entries in the original vector v, and we neglect this detail throughout this work for the sake of
clarity.

3 Computational hardness for mixed states

How hard is it to compute approximations by sparse states or states with small Schmidt numbers?
For an arbitrary state p € D(C?) the problem is computationally intractable. In fact, we will see
that even weak membership of Z;, and Sy is NP-hard*. As a consequence, computing F(p), F]gE)(p),
Tk(p), and TlgE)(p) is NP-hard in general.

For entanglement, weak membership of &; is precisely the separability problem, which is known
to be NP-complete [Gur03, Gha08]. In contrast, checking 1-sparsity is trivial: p € Z; if and only if
p is diagonal in the standard basis. However, for larger k, the problem again becomes NP-hard.

“Weak membership of a convex set S is the task of deciding whether p is in the e-interior or e-exterior of S in
Euclidean distance. Weak linear optimization is the task of approximately solving maxscs tr[Mo] up to additive error
€. These terms are defined in detail in [GLS12].
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Proposition 3.1. Given p € D(C?) and k, the problem of weak membership of p in Ty is NP-
complete.

Proof. By Carathéodory’s theorem, any element in Z;, can be written as a mixture of at most d? + 1
k-sparse states. This shows the existence of an efficiently verifiable witness for weak membership, so
the problem is in NP. To prove hardness, we use the fact that weak membership, weak separation,
and weak linear optimization are polynomial-time equivalent for convex sets [GLS12]. Thus it
suffices to consider weak linear optimization over 7y, i.e.

ms = maxtr[Mo]. (29)
o€y,

The maximum is achieved at an extreme point of Z;, namely a pure k-sparse state. Equivalently,

. = M 30
™ = gy Vsl (30)
IS|=

where Mg is the k x k principal submatrix of M indexed by S.

We consider the case where M = Ag is the adjacency matrix of a graph G on d vertices. Then
each Mg is the adjacency matrix Ap of the induced subgraph H = G[S]. For any k-vertex graph
H, we have ||Ag| ., <k — 1, with equality if and only if H is the complete graph Kj. Moreover
Proposition 1.3.10 of [CRS10] implies that if H is not complete then [|Ag|| ., is bounded away from
k —1 by an inverse polynomial in k. Thus the k-Clique problem reduces to weak linear optimization
over Zj, proving NP-hardness. ]

We emphasize that this hardness requires k£ to be a variable. If & is fixed then Zj, can be expressed
as a semidefinite program of size d°*) since any o € T, can be expressed as a mixture of states in
D(C?) for S ranging over all subsets of [d] of size k. Here C° means the |S|-dimensional subspace of
states with support contained in S. The hardness results shows that this SDP is essentially optimal
if finding k-cliques in d-vertex graphs takes time d*(*). This latter conjecture is implied by the
Exponential Time Hypothesis and other plausible complexity-theory conjectures [ABW15].

For pure states, membership in 7; and Sy is easy to decide: in the first case by support size, in
the second by Schmidt rank. We have already seen that for pure v, the fidelities Fj(v) and F, IEE) (v)

are easy to compute. In Section 4 we will show that the trace distances Tj(v) and Tk(:E) (v) can also
be computed efficiently, although these algorithms are considerably more complicated than those
for the fidelity.

Our algorithms for Ty (v) and Ry (v) thus rely crucially on v being a pure state and involve details
of the properties of trace distance and robustness. For a general distance measure on quantum states
D(p, ), one can define D(v,Z;) := min,ez, D(vvl, o). We do not have a general reduction from
D(v,T}) to the pairwise distances D(p, o), nor do we know examples where the pairwise distances
are easy but calculating D(v,Zy) is hard.

4 Approximations in trace distance

In this section we give efficient algorithms to compute the optimal randomized truncation to a pure
state with respect to trace distance. More specifically, given a target unit vector v € C¢, our first
algorithm, given in Section 4.1, computes the value

1
T (v) == gélzn ot —al|, = gélzn o nax tr(M(vUJr — 0)). (31)
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It also returns a description of a measurement M* = mm! with m € C? such that (¢*, M*) is a
saddle point, for some o* € 7. A second algorithm, given in Section 4.3, then returns a description
of the optimal solution o*, either explicitly in the standard basis or in the form of an ensemble of
k-sparse pure states {(p;, v;)}; where the distribution p can be efficiently sampled.

4.1 Computing the trace distance and optimal measurement
The main result of this section is:

Theorem 4.1. Let k,d € Zwq such that k < d and v € C* be a unit vector. There is an algorithm
(Algorithm 1) running in time O(dk+dlogd) that computes Ty (v) as well as a measurement operator
M* such that (c*, M*) is a saddle point of the minimaz in Eq. (31), for some o* € Tj.

Our proof of Theorem 4.1 will proceed by first showing that the optimal M can be taken to
be of the form mm/, i.e. a rank-1 measurement. Then we derive the structure of m, proving that
it consists of two pieces that are proportional to the entries of v with a flat region in the middle
(when sorted). At this point, there is only a single parameter and it can be found by solving a cubic
equation. Then in Section 4.3 we will use this to find an optimal approximating ensemble of k-sparse
states. The three regions in m correspond to three regions in our random k-sparse approximation
w: the first region is proportional to the entries of v, the second region is uniform over a set (from
which we will later importance sample), and the third region is zero.

The fact that M can be taken without loss of generality to be rank-one is due to the following
lemma.

Lemma 4.2. For any d € Z~g, density matriz o € D(Cd), and unit vector v € C%, the optimum in
maxo< <1 tr(M(vvJr — J)) s attained by a rank-one projection operator.

Proof. By Fact A.10, which is a standard consequence of Weyl’s Inequality, the largest eigenvalue
of the matrix vol — o lies in the interval [0, 1], while the second largest eigenvalue lies in [—1,0]. If
o = vu' then the optimal value of the maximization is zero, and M = mm/! is an optimal solution
for any unit vector m € C%. Otherwise, voT — o has just a single positive eigenvalue, and an optimal
solution is given by the rank-one projector onto this eigenspace. O

We also have the following related lemma.

Lemma 4.3. For any d € Zq, density matriz o € D(C?), and unit vector v € C%, it holds that

o ax tr (M(U’UT - a)) = pg;z(iéd) tr (p(va — a)). (32)
Moreover, if o # vu', then the optimum for the mazimization in the right-hand side of Eq. (32) is
rank-one and unique.

Proof. The > direction of Eq. (32) holds because D(C?%) c {M € C¥?:0 < M < 1}. For the <
direction, the left-hand side of Eq. (32) is maximized by a rank-one solution, due to Lemma 4.2, and
this is also a feasible solution for the maximization on the right-hand side. This proves Eq. (32).

The uniqueness part of the claim follows from the fact that, as shown in the proof of Lemma 4.2,
if o # vo' then the matrix A := vo’ — ¢ has a single positive eigenvalue A;(A) > 0 which is the
optimal value for the maximization. Indeed, let P be the orthogonal projection onto this eigenspace,
and set Q := 1 — P. Then for any p € D(C?%) we have

tr(pA) = tr(pPA) + tr(pQA) < tr(pPA) = A (A) tr(pP) (33)
and the right-hand side of the above is strictly less than Aj(A) unless p = P. O
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The proof of the next lemma uses the above results as well as some of the facts in Section A.1,
following a similar reasoning to the proof of Lemma 3 in [AKT24a].

Lemma 4.4. Let k,d € Z~q such that k < d and v € RY be a unit vector such that vy > vy > -+ >
vg > 0. Then Ty (v) is equal to

max  (m,v)? — [lm|7,
st. meR? (34)

lmly = 1.

Moreover, the minimazx problem defining Ty (v) in Eq. (31) has a saddle point (c*, M*) for some
o* € T, and M* = m*(m*)" where m* is the optimal solution to the maximization in Eq. (34).

Proof. 1f k = d then Ty (v) = 0 and the objective function in Eq. (34) is just m ~ (m, v)? — 1, which
clearly has an optimal value of zero. Also, the statement about saddle points is trivial in this case.
Hence, from now on we assume k < d. Let M denote the set of Hermitian matrices M € C%*¢ such
that 0 < M <1 and M the subset of such matrices which are rank-one projection operators. We
have

max min tr (M(’UUT - O')) = min max tr (M(UvT - 0)) (35)
MeM O'EIk O’EIk MeM

= min ma tr( ool — ) 36

mip max, p( o) (36)

= ma m'ntr( f_ ), 37

Dnax, min p(vv’ — o) (37)

where in the first and third lines we used Sion’s Minimax Theorem (Theorem A.1), and in the
second line we used Lemma 4.3. By Lemma A.3 there exists a saddle point (%, p*) € T, x D(C?)
for the minimax in Eq. (36) such that

tr(p*(mﬁ - 0*)) = max tr(p(va - a*)). (38)
peD(C?)

Appealing once again to Lemma 4.3, the maximum in Eq. (38) is uniquely attained by a rank-one

projection operator because k < d, which implies o* # vof. Hence, p* € M; and the right-hand

side of Eq. (37) is equal to

max min tr <M(mfr — a)) = max {\(m, v)|? — max (m, am>} (39)
MeM; o€y, meRd: Hmszl o€Ly,

k
= max {r<m,v>\2—21mﬂ2}, (40)
=1

meRd: [|ml,=1

where the second line follows from Lemma 2.4. This proves the first part of the claim.

For the second part, it suffices to show that (o*, p*) is also a saddle point for the minimax in
Eq. (35). But this is clear by comparing the left-hand side of Eq. (39) with that of Eq. (35), which
we have shown to be equal. Explicitly, we have

p* € arg max min tr (M(va = 0')) and ¢* € argmin max tr (]\4(1)1)T = a)) (41)
MeMm €Lk o€, MeM
where the second inclusion follows from Lemma 4.2. O
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The optimization in Eq. (34) bears some resemblance to the computation of the proximal
operator for the k-support norm, as studied in [AFS12], and can be solved in a similar way. To
begin executing this strategy, we require the following fact.

Lemma 4.5. A point m € R? is an optimal solution for the optimization problem in Eq. (34) with
k < d if and only if there exists a A > 0 such that

HuH%k*) + HmH?k) = 2(u,m) where u:= (v,m)v— Am. (42)

Proof. We make use of basic facts from convex analysis, given in Section A.2. The optimization
problem in Eq. (34) is equivalent to minimizing f(m) over all m € Q, where f(m) := —1(m,v)? +
%Hm||(2k) and Q := {m € R%: |m||, < 1}. Relaxing the norm constraint here is valid by homogeneity
of the objective function in Eq. (34), along with the fact that the optimal value is greater than zero
when k < d. By Lemma A.7 the point m is an optimal solution if and only if 0 € df(m) + Nq(m),
where df(m) is the subdifferential of f at m and Ng(m) is the normal cone at m. When m is a unit
vector, the normal cone Ng(m) is just the ray generated by the vector m. Also, the subdifferential
can be computed as df(m) = —(m,v)v + 8(%””?@) (m). Therefore the optimality condition for a
given unit vector m is equivalent to

(v,myv — m € O3] ) (m) (43)

for some A > 0. The equivalence between this condition and Eq. (42) is a direct consequence of
Corollary A.9. O

We are now ready to show that the optimal measurement vector m has a simple functional form.
An example of such an m is given in Figure 3a. This restricted form will allow us to efficiently
compute it, as well as the optimal trace distance value. We first establish some notation.

Definition 4.6. Let r < k < ¢ < d be nonnegative integers and v € C% be a unit vector. For any
A >0 we set

v

SU
Yo(N) = kv 44
re) r+14(0—k+r)\ (49)
where s? is defined as in Eq. (12).

This definition excludes the case where k = d, since in that case the v is already d-sparse and
the trace distance is 0. Also define vg := 400 and vg11 = 0.

Lemma 4.7. Let k,d € Zq such that k < d and v € R% be a unit vector such that vy > vy > -+ >
vg > 0. A solution m € R? to the optimization problem in Eq. (34) is optimal if and only if:

1. m = 2~ where
lmll,
1q-ﬁw i=1,....k—r—1
m; = Hfj()\), i=k—r,...,0—1 (45)
%, 1=4,...,d

for somer €{0,1,....k—1}, L e{k+1,...,d+ 1}, and X\ > 0 such that

1

[Vk—py Vk—r—1) N — (Ve Vo—1], (46)

07 o(A
T,f( )6 )\

1+ A

and
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2. (v,m) = 1.
Moreover, for such a unit vector m, it holds that A = Ty (v).

Proof. Since k < d and v has no entries equal to zero then complementary slackness implies that
A > 0. Specifically, since A is a Lagrange multiplier for the constraint |[m||, <1, if A = 0 then there
is an m with norm less than one which attains the optimal value. But this can only happen if that
value is 0.

Next, by Lemma 4.5, m is optimal for Eq. (34) if and only if ||m||, = 1 and there is a A > 0 such
that Hu||?k*) + HmH%k) = 2(u, m) where u = (v, m)v — Am. Let us assume that m is nonnegative
and sorted in nonincreasing order; we will justify this assumption shortly. By Corollary A.9, the
unit vector m is optimal for the problem

1
max  (u,m’) — §Hm,H?k) (47)

st. m e R%L

Here, we can assume u is also nonnegative and sorted without loss of generality. Indeed, if u; < u;q1
for some index j € [d — 1], we must have m; = mji;. Otherwise, m is not optimal for the
maximization in Eq. (34). But then v; < vj;1 from the definition of u, which contradicts the
assumption that v is sorted.

Let us first prove necessity of the two conditions in Lemma 4.5. Suppose ¢ is the least positive
integer such that uy, = 0, with ¢ := d+ 1 if such an integer does not exist, and r is the unique integer
such that

Su

Uk—p—1 > 7“]:1 > Uk—p- (48)

Observe that we must have ¢ > k +1; otherwise, u; = m; for all j € [d] is an optimal solution to the
problem in Eq. (47). But then this implies u; = (v, u)v;/(1+ A) for all j € [d], and therefore v, = 0,
contradicting the assumption that v has no entries equal to zero. Next, by the definition of £, we

have m; = (v, m)v;/X for every j € {¢,...,d}. By Lemma 2.11, m must also satisfy m; = u; for

every j € {1,....,k—r—1}and m; = s}_ /(r+1) for every j € {k—r,...,¢—1}. The first of these

relations is equivalent to m; = (v, m)v;/(1+ A) for every j € {1,...,k —r —1}. The second implies
1 [ = 1

Mp—y = Z (v,m)v; —AIm; | = e ((v,m)(sj_, — s§) = ANl =k +7r)my_,)  (49)

r+1 i
which is true only if m; = (m,v)0; ,(\) for each j € {k —r,...,¢ —1}. Furthermore, 0 ,(\) must
satisfy the condition in Eq. (46) for m to be sorted in nonincreasing order. (Some of the inequalities
are strict because of the definitions of r and ¢.) Thus, we necessarily have m = (v, m)m at the
optimum, where m is of the same form as in Eq. (45). Additionally, since m is a unit vector, we
obtain (v, m) = ||m||5 ! which implies the second condition.

We now return to the assumption that m is sorted. We can justify this assumption in an
identical manner to the final step in the proof of Lemma 2.11 in Appendix B. Suppose there is
an optimal m for which m; < mj;q for some j € [d — 1]. Then we must have v; = vj;; and,
consequently, the solution obtained by permuting the indices 7 and j + 1 in m is also optimal;
otherwise, the objective function in Eq. (34) is less than that obtained by such a permutation. But
this contradicts the necessary condition on the form of an optimal sorted m derived above. For
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example, for j € [k —r — 2] we have shown above that m; = m;;1 when v; = vj;1. Other cases
may be handled similarly.
To see that the two conditions are sufficient, we compute

- _
S o (50
= (v,m) (s)_, — 57 = Ml =k +7)67,(V)) (51)
= (0,m)(r + 1)6},(N). (52)
Thus,

Uy = (0, M) (Vp—r — M) < (0, m) < (v,m)b;,(N) = (53)

1+ A r+1

where the first equality uses Condition 2 in the statement of the lemma, both inequalities follow
from Eq. (46) and the final equality is implied by Eq. (52). Similarly, from 6? ,()\) < H%Uk—r—ly we
have

Sk—r
r+1

Wt = (v, m) (k - M) = o) T S ), () = (54)

14+ A 1+A

Noting that the constraints in Eq. (46) also ensure that m is sorted in nonincreasing order, we may
write

, T, G
_ 2 -

1wl () = ;E; Ui (55)
__< 2 thk—r—lng 1)6Y,(\ 2 56
= (o.m)? | VS (DA (56)
= Il 171G, (57)

(k)

= [lmlly- (58)

where in the second line we used the fact that u; = m; = % for every i € [k —r —1]. By

the above and Lemma 4.5, if ||m||%k) = (u,m) then m is optimal. Since m; = (v,m)0;,()\) for
ie{k—r,...,£—1} we have

k—r—1 k—r—1
(wym)y =Y mi + (0, m)8 (Vs = D mi + (0,m)*(0F,(N)P(r +1) = [mfy  (59)
=1 =1

where the second equality follows from Eq. (52).
Finally, it is easy to see that A = Tj(v) for an optimal solution m of this form, since

(v, m)? — mlfyy = (v,m)* = (u,m) = A, (60)

This concludes the proof. O
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Algorithm 1 Optimal trace distance & measurement

Input: Description of unit vector v € C% k € {1,...,d}
Output: T (v) (optimal trace distance); m (optimal distinguishing vector)

1. if kK = d then

2: return 7, < 0 and m < v

3: end if

4: forr€{0,...,k—1},¢e{k+1,...,d+ 1} do

5: A «+ positive solutions to the cubic equation in A implied by Eq. (61)
6: for A € A do

T: if Eq. (46) holds for these values of r, ¢, and A then
8: Ty < A

9: Set m as in Eq. (45)

10: m < m/||m|,

11: Go to Line 15

12: end if

13: end for

14: end for

15: Re-order and re-introduce phases to m
16: return T} and m

Algorithm description. Condition 2 in Lemma 4.7, which pertains to the norm of the vector m
in that lemma, is equivalent to

2
_ ||U1:k—7"—1||% ||kar:671H1 + ”W:dH%

61
1+ A r+1+{—k+r)\ A (61)

a cubic equation in terms of X. This leads naturally to an algorithm for computing the trace distance
and optimal measurement, given in Algorithm 1.

A direct inspection of Algorithm 1 leads to a runtime on the order of dlogd + k(d — k)d. The
first term is due to the runtime of sorting the vector v. The second term is due to the k(d — k)
for-loop iterations. Within each of these iterations, the runtime is dominated by the computation
of the constant (not A) terms involved in Eq. (61), each of which can be computed in time on the
order of d. By a straightforward memoization of the partial sums and norms — i.e., keeping track
of the intermediate values of the sums between the for-loop iterations — we can remove this order d
overhead in the second term. This proves Theorem 4.1.

An interesting question is whether the runtime could be further improved to O(d), perhaps by
restricting the range of possible r, /. However, the current runtime is already less than what is
needed for other steps: the singular value decomposition is used for truncating entangled states or
matrix-product states and needs time d> or d?37, and even the heuristic version of Theorem 8.5
needs time dk?.

4.2 Subset sampling

When we want to compute and sample the optimal density matrix, we need to solve a certain
sampling problem. We here describe this problem, and postpone a detailed discussion to Section 8.
Consider a set [n] = {1,2,...,n}. We want to sample to subset of ¢ distinct integers from [n]. What
we will need for computing the density matrix and sampling from it, both for the optimal trace
distance and robustness approximations, is the following. In each case, the input is the alphabet
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Figure 3: With d = 200 and k = 100: (a) Example of a positive unit vector v € R? and the
corresponding optimal m € R derived in Lemma 4.7. This m has all three regions described in
Eq. (45), but for other choices of v and k, one might see only one or two of these regions. Vertical
dotted lines are at k —r and ¢ — 1, where in this case r = 39 and ¢ = 157. (b) Marginal probability
of drawing a k-sparse vector with a nonzero weight on the i*® index, as a function of i, with the
optimal ensemble of states described in Section 4.3. In this case, the first 60 entries are kept
deterministically.

size n, the size of the set £, and the marginal probabilities ¢1,...,q, that each element is included
in the set. Normalization requires that Z?Zl gj = {. Given these inputs, we want a distribution on
subsets S C [n], with |S| = ¢ which can be represented efficiently and satisfies four desired criteria:

1. marginal probability constraints are satisfied, i.e., ¢; = > ¢ jes p(S) for every j € [n];
2. two-element marginals Q; j = > g, jc5P(5) can be computed in time poly(n);

3. the distribution can be sampled from in time poly(n); and

4. negative correlation (of indicator random variables): Q;; < g;q; for all i, j € [n].

Note that there are (Tg) subsets of size ¢, so it is not obvious that one can efficiently represent, find
and sample from such a distribution. Sampling subsets with constrained marginals is known as
conditional Poisson sampling. In Section 8, we explain that the mazimum-entropy distribution is a
solution to this problem. This distribution is a distribution of the form
pu(S) = NS CInl IS =€ Zy= Y e Tiesw (62)
SCln],|S|=¢

for some p € R™, where the maximum-entropy distribution is given by p* := p,+ with x* the solution
of an optimization problem. Note that these probability distributions are fully specified by wu, so
they have an efficient representation. To satisfy the requirements, we need to be able to perform
the following algorithmic tasks:

e Inference: given q, compute p*.
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e Sampling: given u, sample from p,.
e Computing marginals: given p, compute Z,, ¢; and Q;;.

We give efficient algorithms for these tasks in Section 8.

4.3 Computing and sampling the optimal mixed approximation

In this section, we describe the density matrix o* € 7 which attains the minimum value Ty (v)
in the optimization problem in Eq. (31), i.e., the optimal randomized truncation of v. We then
show that this density matrix corresponds to an ensemble of k-sparse pure states which can be
efficiently sampled, upon obtaining T} (v) and m from Algorithm 1. The ensemble consists of pure
states which are proportional to the vector obtained by keeping the top & — r — 1 entries of v
deterministically, truncating indices greater than ¢ — 1, and drawing r + 1 nonzero indices at random
from the remaining ¢ — k + r indices. An example of the marginal inclusion probabilities g; for

j=k—mr,...,£—11is given in Figure 3b and, as we will see in the proof of Theorem 4.8, it holds
that
qj:%—)\ for every je{k—r,...,0—1} (63)

where A = T (v) and 6 = 9}"’7 +(A). The algorithm can also straightforwardly be applied to approximate
an entangled quantum state by sampling states having Schmidt-rank at most k.

In Theorems 4.8 and 4.9 below, the stated runtimes inherit the runtime of the inference problem
for the maximum-entropy sampling. Hence, poly(d,log(1/n)) can be further refined using any of the
runtimes quoted in Table 2, e.g., 6(d1'5k) for constant ¢ using the accelerated projected gradient
descent.

Theorem 4.8. Let k,d € Z~q satisfy k < d, let n € (0,1), and let v € C¢ be a unit vector. There is
an algorithm, requiring at most poly(d,log(1/n)) steps, which computes the entries in the standard
basis of a density matriz o € Iy, such that T (v,0) < Ti(v) +n.

Proof. We use the shorthand T}, = T (v) and assume that v is real, nonnegative, and sorted in

nonincreasing order. As explained at the end of Section 2, the relevant phases and ordering can

easily be handled upon solving the problem with this simplifying assumption. We make use of the
minimax equality

T, = min  max T,V 2_ T,0T) = max  min (z,v 2_ T,0T). 64

"7 sery :JcERd:||:Jc||2:1< ;= ) z€R: || ,=1 0€L; (0" = ) (64)

The first equality is a direct consequence of Lemma 4.2 while the second was established in the

proof of Lemma 4.4. Let (¢*,m) be a saddle point for the this minimax problem. Observe that we
must have

max (m,om) = (m,o"m). (65)
o€y,
Otherwise,
T}, = min (m,v)? — (m,om) = (m,v)? — max (m,om) < (m,v)? — (m,c*m) (66)
€Ty o€Ly

which contradicts (o*,m) being a saddle point. Eq. (65) implies that o* is a mixture of pure states
attaining the maximum in

max{|(m, w)|* : [wlly =1, [lwlly < k}. (67)
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Additionally, by Lemma 4.7, m o m with

13_—1'/\, 1=1,....k—r—1
m; =< 0, i=k—r,...,0—1, (68)
v i=(....d

for some r € {0,...,k —1},0€{k+1,...,d+ 1}, and 6 € R such that vp_,_1 /(1 + ) > 6 > vy/A.
Here, A = T}, and all these quantities can be efficiently computed. Eqs. (67) and (68) then imply
that each state in the mixture comprising ¢* is of the form

k—r—1

w(S) : b Z mie; + 926]‘ (69)
i=1

= Tl <

for some S C {k—r,...,0—1} satisfying |S| = r+ 1. Denote by € the collection of all such S. Then
we can write 0* = Egw(S)w(S)' for some set-valued random variable S € Q. Next, observe that

Tp = max z! (va — a*) x (70)

|zl =1

and m is an optimal solution for this problem, which leads to the eigenvector equation (va —o*)m =
Tm. Consequently,

T = :ﬂ’:n; i
1
S [@,m)v IE(w(S),m)w(S)} (72)
k—r—1

UIE|: 2 mzei—l—Q]ZE;gej (73)
k—r—1 -1

=v — Z ﬁziei -0 Z qj€j (74)
i=1 j=k—r

where ¢; := Prg [j € S] is the marginal probability that the index j is included in the random subset
S, for each j € {k—r,...,£—1}. Hence, for each j € {k —r,...,¢—1} it holds that T30 = v; — fg;,
or equivalently,

4 = %] — T (75)
One may verify that 25;}6% qj = 7+1 by making use of the fact that 6 = 6 ,()), as in Definition 4.6,
which implies these are valid single-element marginal probabilities.

We have successfully derived the fact that o* is a mixture of pure states w(S) where S is a
random subset of {k —r,..., £ — 1} of fixed size r 4+ 1, whose marginal inclusion probabilities satisfy
Eq. (75). Since each quantity on the right-hand side of that equation can be efficiently computed
(see Algorithm 1) we can also compute these marginal probabilities efficiently.

Next, we claim that sampling S from the max-entropy distribution p* subject to these marginal
constraints results in an optimal density matrix ¢* € Zj. This follows from the observation that
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for any two distributions py,pg : © — [0, 1] with the same single-element marginal probabilities, we
necessarily have

< E w(S)w(S))" — E w(Sg)w(Sg)T) m = [|ml| ) < E w(S;))— E w(Sg)> =0, (76)
S1~p1 Sa~p2 S1~p1 Sa~p2

and this holds in particular for p; = p* and py any choice of distribution over the subsets S € Q2
which results in an optimal density matrix.

It remains to argue that we can compute the entries of an approximation o efficiently, and this
is a consequence of the algorithms in Section 8 for conditional Poisson sampling. We saw that
taking S to have the max-entropy distribution p* subject to the marginal constraints given by the
g;, results in a density matrix ¢* = Egp» w(S)w(S )T which is optimal. By Theorem 8.5, since
¢ — k +r < d, using at most poly(d,log(1/n)) operations we can find a set of weights p € RFF+7,
specifying a distribution p, such that drv(p*,pu) < 7. Setting o == Esp, w(S)w(S) T, this implies
T(0,0*) < n and, by the triangle inequality, T'(v, o) < Ty + 1. Moreover, setting y := my.x_,_1 we
have

{—1 /-1

=— |y +0 > a(wilye) +ey)+6* > Qu)jjese; (77)
/1y i=k—r jij'=k—r

where q(p); == Prs~p,[i € S| and Q(p)ij = Prs~p, [i € SAj € S] for every i,j € {k—r,..., 0 =1}
are the single- and two-element marginal inclusion probabilities. By Lemma 8.2, each term in the
square brackets can be computed efficiently, and the claim follows. ]

Theorem 4.9. Let 0 € T;(C%) be the n-accurate approximation to the optimal density matriz
obtained by the algorithm in Theorem 4.8. There is an algorithm running in time poly(d,log(1/n))
which samples a random k-sparse pure state w € C from a distribution such that Eww! = o.
Moreover, subsequent samples can be obtained in O(d) steps.

Proof. Take the ensemble of pure states to be the random pure state w(S) defined in Eq. (69), where
S is a random subset of indices having a distribution which is n-accurate in total variation distance
to the max-entropy distribution. As stated in the proof of Theorem 4.8, it takes poly(d,log(1/n))
operations to find the parameters p corresponding to this distribution. The claim follows from
Lemma 8.2, which implies that it takes O(d) steps to sample from that distribution once p is
found. O

4.4 Coherence versus entanglement for the trace distance

In this section we show that for approximating pure states by density matrices with low Schmidt
number, the results on the k-sparse approximations carry over directly. Recall that given any state
p € D(C*® CY), the optimal approximation by a state with Schmidt rank at most & is the following
optimization problem:

7,7 (p) = min T(p.0). (78)

We prove the following.
Lemma 4.10. Let v € C* ® C have a Schmidt decomposition

v=Y Mm@y with A= (A, (79)

i=1
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It holds that TIEE) (v) = Tk(X). Moreover, an optimal solution c* € Sy, to the minimization in Eq. (78)

is given by applying the linear map with the action e; — x; @ y; for each i € [r] to the optimum in
the problem defining Ty (\).

Proof. Without loss of generality, choose the Schmidt basis to be the standard basis, so
T
V= Z A e R e, (80)
i=1

and define the k-sparse states with respect to the basis of states e; ® e;. First of all it is clear that
T,gE) (v) < Tk (v) since, with this definition of sparsity, Z, C Sk.
In order to conclude that we have equality, we need to show that we can restrict the optimization

over S which defines T,gE) (v) to Zx. To this end, observe that the argument of Lemma 4.4 applies
with 7y replaced by Sp without alteration, which shows that

TE) () = in t (M f ) 81
r (0) X T tr (vo! — o) (81)
2 2
= max m,v)|” — ||m , 82
e [m. ) = (s2)
where ||m|]%Ek) = maxyes, tr(mmio) equals the sum of the squares of the k largest Schmidt
coefficients of m, by Lemma 2.5. Once we show that the optimal m is of the form m =), mje; ® e;,

we can conclude that T,gE) (v) = T(v), since then it is clear we can optimize over 7 instead of Sy.

Consider an arbitrary m = Zij mije; ® ej. We denote by e;; the matrix eie;r. Let P =), ei ® e
and let m = Y. mye; ® e; = Pm. Let & : L(C* ® C’) — L(C* ® C®) be the quantum channel with
the action ® : X +— EUXUT where U € £(C® ® C?) is a random unitary operator of the form

U= Z ziz;e“- ® €jj (83)
2]
with uniformly random phases z; € C, |z;| = 1. This implies that ® acts on matrix elements through

eij@eyp ifi=jandk=lori=~Fkandj=I

€ij @ e — { (84)

0 otherwise.

Furthermore, the channel is self-adjoint ® = ®' and preserves Schmidt number. Acting on the
rank-1 projection operator mm! gives
O(mm') =l + Y [mijPes; @ ej; = mm' + B (85)
1#]
for some operator B which is positive semidefinite. In particular, for any w € C* ® C? with Schmidt
rank at most k, we have

[, w)? = tr (mmf () ) = wlBw < ml|?g, (86)

where the inequality follows from the fact that ®(ww') € Sy and the second term is at most zero.
Maximizing over w € Sy we arrive at ||| g ) < [[m| (g . Since [(m, v)[* = |(m, v)|* we conclude
that

2
- |

[(m, 0)|* = Imll{p gy < (70, 0)* = [7ll{s ) (87)

and hence we can maximize over m of the form m =), m;e; ® e;. O
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4.5 Variance estimates for ensembles

A randomized truncation yields a k-sparse state w(S) with some probability. Given an observable
M (along with a method to compute its expectation with respect to a target state) one may use
the random variable w(S)TMw(S) as an estimator for the original expectation value of interest,
incurring some bias and variance in the process. (For a deterministic truncation, there is no variance.)
The trace distance value bounds the bias, while the variance can be related to the quality of an
approximation using the individual states w(S) comprising the ensemble. In this section, we record
bounds on the variance in such a process, which may inform the feasibility of using these methods
in numerical simulations, e.g., using MPS. (See Section 7.) In fact, these bounds hold for generic
ensembles of pure states.
Recall the trace distance is given by

T(v,0) = Hl\ﬁixgltr (M(’U’UT - 0)> = ||J\I41ﬁiX§1Etr (M(vvT - w(S)w(S)T)) . (88)

We have the following.

Lemma 4.11. Let S be a random variable, let v be an arbitrary pure state, and let w(S) be a
random pure state such that Ew(S)w(S)' = o.

1. The expected value of the trace distance between w(S) and v is bounded by
ET(v,w(S)) < /T (v,0). (89)
2. Let M be any observable with | M|, < 1. It holds that
2
Varfw(S) Mw(S)] < T(v, ) (1 + /T, a)) : (90)
Proof. We can bound the second moment of the random variable T'(v, w(S)) through
ET(o,w(S))* = 1 — E (o, w(S)I? = 1 - F(v,0)? < T(v,0) (91)
where the second equality uses o = Ew(S)w(S)" and the inequality follows from Eq. (15). Then the

first bound in the lemma is a consequence of the relationship between L1 and Lo norms for random
variables. For the second bound, note that

tr (M(mﬂ - w(S)w(S)’f)) ‘ < T(v,w(S)) (92)
which implies

E tr (M(mﬁ - w(S)w(S)T))2 <ET(v,w(8))? < T(v,0). (93)
Let || X||;, denote the Ly norm of a random variable X. By the triangle inequality and Eq. (93),

Hw(S)TMw(S) - ’H(UM)‘

. < ‘Tr(M(a - UUT))‘ +T(v,0). (94)

The claim follows upon noting that the first term on the right-hand side above is at most T'(v, o),
and Ew(S) Mw(S) = Tr(a M). O

27



These bounds are fairly constraining: suppose that Fj(v) = /1 — ¢ and we are in a case where
randomized truncation is close to the optimal value allowed by the Fuchs-van de Graaf inequalities,
ie., T'(v,0) = O(e). Then the above argument shows that on average the trace distance T'(v, w(S5))
must be O(y/€). But we also know that the optimal pure state approximation has trace distance 4/,
so the states w(.S) must be close to the optimal deterministic approximations with high probability.
Additionally, in this “good” regime the standard deviation of the estimator is at most O(y/€), which
is on the same order as the error from the best deterministic truncation even after a single sample.
Obtaining multiple samples using the randomized truncation then decreases the variance, from this
already-competitive starting point.

5 Approximations in robustness

Recall that a simple expression for the robustness with Zj, of a pure state is derived in [Regl7, JLP118].
(See Theorem 2.12.) Namely, for any unit vector v € C?, we have Ry(v) = H'I)H%k*) — 1. By the
characterization of the k-support norm from Lemma 2.10, this value is efficiently computable [AFS12],
in time O(dlogd). In this section, we show that the optimal density matrix in robustness is also
efficiently computable and samplable, via the same max-entropy construction used in Section 4.3.

5.1 Computing and sampling the mixed approximation in robustness

The following result can be shown using a simpler version of the construction leading to Theorem 4.8.
As in Section 4.3, below in Theorems 5.1 and 5.2 the runtime poly(d,log(1/n)) can be further refined
using any of the runtimes quoted in Table 2.

Theorem 5.1. Let k,d € Z~q satisfy 2 < k < d, let n € (0,1), and let v € C? be a unit vector.
There is an algorithm, requiring at most poly(d,log(1/n)) steps, which computes the entries in the
standard basis of a density matrix T € Iy, such that T'(1,7*) < n where 7* € I, satisfies

. vl + Ri(v)o

5 Re(0) for some o € Zs. (95)

Proof. We use the shorthand Ry = Ry (v) and, as in the proof of Theorem 4.8, assume that v is
real, nonnegative, and sorted in nonincreasing order.

Let S denote the set of all subsets S C {k —r,...,d} satisfying |S| = r 4+ 1. For any S € S,
define the state

u(S) = Z vie; + ;I:Tl Zej. (96)

i=1 JjES

These states are not generally unit vectors; in fact, (u(S),u(S)) = 1+ Ry for any S € S. We use
them to construct the (not necessarily normalized) mixture

7 = Eu(S)u(S)" (97)

for a yet-to-be-specified distribution over . Then tr(7) = 1 + Ry and

r+1. r+1

gV d gv 2 d
~ T k—r T T j—r T
T = VLk—r—1V15—p—1 T E @i(Vik—r€; + eV ) + < ) E . Qjgejey  (98)
i=k—r J.j'=k—r
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where ¢; = Prgli € S] and Q;; :=Prg[i € SAj € S| for every i,j € {k —r,...,d}, are the single-
and two-element marginal inclusion probabilities. Now, suppose that the distribution over S € &
is the max-entropy distribution whose single-element marginals are given by ¢; = v;(r +1)/s}_,..

Evidently, Z;i:k—r g¢; =+ 1, so this is a valid set of marginal probabilities. Then

~ Sher | ’ T
A=7—wl = (T—{—Tl) | Z (Qz‘j—Qin)eieJ‘ . (99)
i,j=k—r
Since, for every i = k —r,...,d we have Q;; = ¢;, the matrix A has diagonal elements
Ay = v; Skr Vs (100)
A r + 1 K3 9y

which are positive by the condition in Eq. (23). On the other hand, a basic property of the
max-entropy distribution (see Lemma 8.1 below) is that Q;; < ¢;q; for every i,j € {k —r,...,d}
with i # j. Finally, we can compute the " row sum of A as

d d
Z Aijoc Y (Qi — aig)) =Elics Z lies | —ai(r+1)=0. (101)
j=k—r j=k—r j=k—r

In summary, A has (i) nonnegative diagonals, (ii) nonpositive off diagonals, and (iii) rows summing
to 0. Such matrices are known as diagonally dominant and are proportional to an element of Z,, by

Lemma 1 in [JLPT18]. Thus, we have established:
7= + Ryo for some o € I. (102)

Setting 7% = 7/(1 + Ry) gives the desired optimal density matrix. Of course, we cannot compute
exactly the one- and two-element marginals corresponding to the max-entropy distribution. But we
can do so for an approximation that is 7 close in total variation distance in time poly(d,log(1/n)).
This leads to an approximation 7 to 7* which is 7-close in trace distance, using Lemmas 8.2 and
8.5, in exactly the same way as in the proof of Theorem 4.8. O

The construction above also tells us how to efficiently sample from the ensemble corresponding
to the robustness-optimal density matrix, as in the case for the trace distance.

Theorem 5.2. Let 7 € I;,(C%) be the n-accurate approzimation to the optimal density matriz
obtained by the algorithm in Theorem 5.1. There is an algorithm running in time poly(d,log(1/n))
which samples a random k-sparse pure state v € C* from a distribution such that Euul = o.
Moreover, subsequent samples can be obtained in O(d) steps.

Proof. The proof is identical to the proof of Theorem 4.9 upon taking the random pure state to be
proportional to u(S), defined in Eq. (96), rather than w(S). O

Remark 5.3. Our construction also yields a simple alternate proof of the fact from [Regl7, JLPT18§]
that ||vHi . =1+ Rp(v) =1+ Rj(v) where Rj(v) is the smallest ¢t > 0 for which Jo € Zj, such that

””fjtt" € Ty. It is straightforward to show that
2

[0l < 1+ Ri(v) < 1+ Ri(v). (103)

The second inquality is because R} imposes additional restrictions on o that do not appear in Rj.

For the first inequality, from the definition of ||-[|, ,) there exists a vector m with (v,m) = [[v[|, .
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and [[m/||;) < 1. And from the definition of Ry(v), there exists 7 € Z), with ool < (14 Ry(v))T.
Since 7 is a mixture of k-sparse states, (m,7m) < 1. Combining these facts yields the first inequality
in Eq. (103).

Finally, Theorem 5.1 constructs ¢ € Zy C 7, and 7 € Zj, such that

vw! + Ro = (14 R)T, (104)

where R = Ry (v). Examining the proof of Theorem 5.1, we see that in fact it proves Eq. (104)
for R = Hv||%k ., — 1. Since Eq. (104) is also a valid decomposition for Rj, this proves that
Ri(v) < ||v||?k*) — 1. Thus all the inequalities in Eq. (103) are equalities.

Our proof is short and constructive. However, it does rely on the existence of distributions over
subsets of indices with the desired single-element marginals and with negative correlation.

6 Examples

We have derived the optimal k-sparse trace distance approximations to pure states. If v is a pure
state, and vy, is the optimal pure k-sparse approximation, then we know that F'(v, vy )2 +T(v,v)% = 1.
In other words, if Fj(v) = F(v,v;) = /1 — ¢, we have T'(v,v;) = v/e. On the other hand, when
we allow approximation by mixed states, the Fuchs-van de Graaf inequalities as in Eq. (15) only
constrain the optimal trace distance as Ti(v) = T(v,p) > 1 — F(v,p)? > 1 — F,(v)? = . In
Section 1.1, we already saw an example where indeed T (v) = O(e). However, there are also cases
where T (v) = ©(y/¢).

This raises the question: is such a quadratic improvement in approximation by allowing
randomized truncation a very special case, or is it common? We will now give a broad set of
examples, which shows that a quadratic improvement happens in many cases. The examples are
discussed from the perspective of k-sparsity, but also all have bipartite entanglement equivalents.
In these examples, we will denote by d the dimension of the Hilbert space, and we let € denote
truncation error in fidelity, so Fj(v) = /1 —e. If we fix an allowed error ¢, this also implicitly
defines a value of k that achieves this error (so we can write £(k) or k(¢)).

The easiest way to upper bound T (v) is by either giving an explicit approximation p € Z, or
by using the robustness, which is computed by the k-support norm, using Lemma 2.10. Lower
bounding T} (v) can either be done by the Fuchs-van de Graaf inequalities, or by explicitly choosing
a vector m € C¢ which lower bounds the optimization problem in Lemma 4.4.

6.1 Additional simple examples

Uniform state. Suppose u = d~1/2 Zie[d] e; (i.e. in the bipartite case, this corresponds to a

maximally entangled state). We have Fy(u) = \/k/d so k = d(1—¢). When computing the k-support
norm of u, for the condition in Eq. (23) we have sj_, = (d — k +r)/+/d, which is never smaller than
(r+ Dup_p_1 = (r+1)/Vdforr <k —1and k < d. So in Lemma 2.10, we get 7 = k — 1 and

2

2 _ 57 . d . 1
lull(r = T oF 1-z (105)

This yields
d
106)
Ry (u) k (
T =1—==0
) < ey =1 5 =00



We actually have Ty (u) =1 — %, as can be seen by taking m = u in Lemma 4.4.

The uniform state is the state furthest away from Z; for any k, when measured in fidelity,
robustness or trace distance. To see this, first T'(p, Zy) is a convex function of p, so is maximized by
a p pure. Let v be any pure state. We have [v[[,y = /k/d, with equality for the uniform state.
This shows the uniform state u is furthest from Zj in fidelity. Additionally, it implies that the dual
norm satisfies ||v| ;) < \/d/k and hence

d

2

Ry(v) = [[vllgy —1= £~ 1L, (107)
which further implies that for any state v

Tis(v) < By (v)

k
— <1 ——. 108
STrR) =1 d (108)

Both bounds are saturated by the uniform state w.

A state for which there is no advantage. We start with a qubit example, with almost all of
the weight on a single basis state. Let v = (v/1 —¢,1/¢)" and take k = 1, so F(v) = /1 —¢. The
best 1-sparse approximation in trace distance is

p= <185 2) (109)

It has F(p,v) = V1 — 2e + 22, and gives a trace distance T} (v) = \/(1 — ¢), which is only slightly
better than the pure state approximation. We can also compute |[v[|; , = s1 = V1 — £+ /€ and
hence

Ry(v) = [ol3.) — 1 = 2v/z(1— 2. (110)
We can generalize this to states of arbitrary dimension d. Fix k < d and . Consider v with
1—¢ ) € .
v = fori=1,...,k and v; = 7 kforzzk;+1,...,d. (111)

Then Fj(v) = +/1 — . For the trace distance, let

L 1<i<k,
m; = { V2, _ (112)
—— k<i<d
20d—k)
Then ||m||, = 1 and by Lemma 4.4
Ti(v) = [(m, 0)* = [mllyy = Ve(l —¢) (113)

so the trace distance does not improve much beyond the pure state approximation. For the
robustness, si_, = (r +1)4/12% + \/(d — k)e is large for d > k, and we get 7 = k — 1 and

82
JollZeny = 5 = (VT =k + VEd— ) ~ Ge (114)

In this example, for fixed k and ¢, the robustness Ry (v) can get arbitrarily larger with increasing d.
That is, even if the deterministic truncation error € is small, Ri(v) can be large.
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The case £ = 1. A different generalization of the previous example is to consider a general
v € C? and to take k = 1, as studied in [CGJ*16]. If F}(v) = v/1 —¢ then v; = /1 — ¢ and so
[v2:ally = Ve
There is an explicit but complicated formula for 77 in [CGJT16]. But without giving an exact
expression, we can see that 71 = O(y/e) by taking
1 1

m=—=e] + —Ug.. 115

From Lemma 4.4, we have

Ti(v) > (m,v)? — |m]]?) = (\/ \f ) Vel—e). (116)

Thus for £ = 1 we cannot asymptotically improve the trace distance using mixed states. Of
course, even in this case, mixed states are the only way to achieve nontrivial robustness, which here
equals ||v\|§ — 1. And mixed states can still yield a non-asymptotic improvement in trace distance
for k = 1.

Intuitively the weakness of the k£ = 1 approximation is because ¢ has no off-diagonal entries, so
there is not much space for interesting mixed strategies.

6.2 Power laws

An informative set of examples will be states in which the coefficients of v decay as a power law.
Here we will see that the asymptotic improvement in trace distance (or lack thereof) will depend on
the exponent of the power law.
For v > 0 choose
. d
Zf'y
v, = —— and Z = i 117
‘T VZ 2 (117)
so the coefficients of the state have a power law decay. Does using randomized truncation help?
Recall that randomized truncation is closely related to the k-support norm, which interpolates
between the £ and ¢; norms. There are three relevant regimes. Consider the unnormalized vector
w with w; =177, so Z = ||w]],.

(A) For v < 3, both [Jwl|, and |lw||, diverge with increasing d.
(B) For § <~ <1, |Jwl|, converges, but ||w||; diverges with increasing d.
(C) For v > 1, both ||w]||, and ||w||; converge with increasing d.

We will see that for cases (A) and (C), we get a quadratic advantage, and for (B) we get a smaller
improvement.

For the following, we will assume that both d and k are large. We can approximate® the
normalization Z by using the following asymptotic expansion of generalized harmonic numbers:

) =357 = Gla) + - d" 4 O™, (18)

®Note that the intention of this section is to illustrate a qualitative behaviour, rather than prove a rigorous claim.
Hence, for brevity, we omit some details pertaining to the accuracy of approximating sums by integrals.
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Table 1: Approximations of relevant quantities for target states obeying power laws at different
values of the parameter ~.

In particular, for v < % the constant factor is small for large d and we can approximate

d1—2'y
1—2v

~
~

(119)

and for v > % and large d we can approximate Z =~ ((27). We can also approximate

d 1 d
e= > |’ Z/k e~ dg. (120)

i=k+1
Finally, we can estimate
:L S ‘*’foi ’ —d 121

Ignoring some terms which are small as d grows, this gives the approximations shown in Table 1.

We will now determine for these three cases how T} (v) scales with e, where /¢ is the deterministic
truncation error. We take v to be a fixed constant value (which we absorb into the constants in the
big-O notation). We will see that we get a quadratic advantage for small € for cases (A) and (C),
and a smaller advantage in between for (B). This is illustrated in Figure 4.

Case (A): For this case, where 0 < v < % we take k as in the table, and use the general bound in
Eq. (108) to get

Ty (v) g1—§:1—(1—a)ﬁ = 0(e), (122)

so for large k (and small ¢) randomized truncation gives a quadratic improvement in trace distance.

Case (B): Here % <y <1 Let B=1/(3—27),let £ =k’ and define w to be the deterministic
truncation of v to ¢ terms. The error in trace distance can be bounded as

d
T(v,w) = V1- Fu)2 =Y o} = o(eﬁ) = 0(P). (123)

i=0+1
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Figure 4: Leading order exponent « of the optimal randomized trace distance as a function of
e =1 — Fy(v)? for a d-dimensional power law state v, as described in the main text. In particular,
the state v is defined as in Eq. (117) with parameter v, and the value of k is chosen to keep ¢ fixed
as d — oo. Then the resulting trace distance is ce® to leading order, for some constant c. For
v ¢ (1/2,1) the exponent is equal to 1, corresponding to the maximum possible advantage using
randomized truncation. For v € (1/2,1) the value of the exponent lies within the shaded region.

We now bound Ry (w). Using the quantities listed in Table 1 for this case, we see

2
2 02, Sk—r
lwllt o = Z |wi +r+1

k
2(1=7)
=140 (124)

which gives
Ri(w)=0(") and Ti(w) = O(?). (125)

Therefore,
Ti(v) < T(v,w) + Tp(w) = O(P). (126)

Since 8 > % this is an improvement over the pure state approximation, which achieves trace distance
VE.

We now show that one can not do much better in this case, and that T (v) = Q(g7), which is
worse than the optimal scaling with € since v < 1. We give a lower bound by choosing a unit vector

m and bounding
Tii(v) = [(m, o)[* = [[ml[{y, (127)
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by Lemma 4.4. We let £ > k and 0 < a < 1, which we choose later, and let

av; fori=1,...,k (128)
m; =
' 1029 forj—k+1,... k40
which is chosen such that
2 2
lmll = a®[[olfy + 1 —a*(1 —¢) = 1. (129)
‘We now have
1 1 — 8 k+¢
2 4
[(m, 0)* > a® vl + 20| ——— PR
i=k+1 (130)
1— CL2 1 k+¢
=d*(1-¢)*+2a Z (U
i=k+1
Also, as long as mg1 < myg,
Il = a2[[v]% = a%(1 - <). (131)
This gives
1—a2(l—¢) X
Ti(v) 2 [(m, o) = [mif}y = 20/ = 3" ;- 0(e), (132)
i=k+1

We choose a = (1 — \/5)_%, which gives 1 —a?(1 —¢) = 1(3 — €), so and ab = ©(1). We choose
¢ = ©(k*Y), which is good enough to make sure Q(k~7) = my > my, = ©(1/v/¥), and for which
Va1 + -+ Vppe = Q7). We conclude that

Tjy(v) = Q(e277) = Q(k77D) = 0(e). (133)

Case (C): For large d, we have
e =0k, (134)

When computing the k-support norm, we have sj,_, = O((k —r)'=7), since for v > 1, the d'~7 term
is subleading. The condition that (r + 1)vg_, = O(r(k —r)~7) should be approximately equal to
Skg—r in Eq. (23) then gives r = O(k) and as before we can bound

k—r—1 2
[V = D ol +o ’"1 <1+O0k™ (K =1+ 0F"2)=1+0().  (135)
=1

Hence, Ry(v) = O(e), and also Tj(v) = O(e).

Summary. We can summarize the state of affairs for power law states with a diagram, given in
Figure 4. For v a fixed d-dimensional power law state, as in Eq. (117), consider the trace distance
T,(¢) defined as T}, (v) for k such that ¢ = 1 — Fi(v)2. In other words, this is the optimal randomized
trace distance as a function of e, where /¢ is the optimal deterministic trace distance. Then
the arguments above show that limg_, ., Ty(e) = O(£%) for some « € [1/2,1], the exponent of the
leading-order contribution to the trace distance. The case where a = 1 represents the maximal
possible advantage allowed by the bound in Eq. (15), while @ = 1/2 corresponds to no advantage
over deterministic truncation.
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7 Application to matrix product states

In this section, we discuss the application of randomized truncation to tensor network algorithms.
We focus on matrix product states (MPS), but the principle applies to other tensor networks as
well.

Definition 7.1. Let H = (C)®", let {e;, i, = €i, @ ®e;, :i1,...,in € [d]} be the standard

basis vectors, and let rg,71,...,7, € Z~g with rg = r,. A state v € H is a matriz product state
with bond dimensions (ro,...,r,) if it can be written as
v — Z tr (M(Lh)M(?,iz)___M(n,in)> €y (136)
il,...,ine[d]

where for each o € [n] and i € [d] we have M(®%) € Cra=1%"a are some matrices.

We restrict our attention to MPS with open boundary conditions, where ro = r, = 1. In many
applications, the goal is to simulate a quantum many-body system (e.g., spin degrees of freedom
on a lattice, or shallow quantum circuits) by representing its state as an MPS. In order to limit
the computational and memory resources used in these simulations, a common subroutine is to
truncate a bond, which usually refers to keeping the largest Schmidt coefficients with respect to the
bipartition corresponding to that bond.

We propose using an optimal randomized truncation of the bonds instead. Although the results
from Sections 4 and 5 give efficient methods for this procedure, there are at least two unresolved
issues in this setting. First, the trace distance is a worst-case error metric and therefore does
not provide a guaranteed improvement over determinstic truncation for a specific observable of
interest. Nevertheless, it is reasonable to expect quantum states which are closer in trace distance
(or robustness) to lead to better estimates. The second issue is that performing multiple randomized
truncations in succession may not yield a globally optimal approximation, i.e., an approximation of
the target state as a convex combination of MPS with bounded bond dimensions. However, this
observation applies equally well in the case where one uses deterministic truncations. In fact, finding
the best product state approximation (corresponding to x = 1) to a multipartite state is NP-hard
to compute, even for n = 3 parties [HL13], so one should not expect efficient algorithms for finding
globally optimal MPS approximations.

Details of numerics. In light of the above discussion, we perform numerics to test the effectiveness
of using randomized truncation for multipartite states. We begin by generating partially random
10-qubit states as follows. First, we sample a 10-qubit state from the uniform distribution. Next,
we compute a Schmidt decomposition of the state with respect to the first bond and replace the
resulting Schmidt coefficients with coefficients obeying a (normalized) power law as in Eq. (117), for
fixed exponent v. We then carry out an identical procedure on the remaining bonds in sequence
from left to right. The result is a multipartite state whose entanglement spectrum with respect to
any given bipartition is constrained depending on the value of .

To compare the deterministic and randomized approaches, we truncate the bonds of the resulting
state (viewed as an MPS) and compute the expected value of the observable Z5Zg, the Pauli-Z
operators on the 5th and 6th qubits. Specifically, we once again perform Schmidt decompositions
from left to right in sequence, truncating and normalizing each time. For the deterministic truncation,
at each bond we keep the top x Schmidt coefficients, where x is the bond dimension cutoff. For the
randomized method, at each bond we randomly sample the coefficients according to the optimal
randomized truncation in trace distance with sparsity x, as in Theorem 4.9. The result is a randomly
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Figure 5: Estimating the observable (Z5Zg) with respect to 4 random states on 10 qubits, which are
generated using the method described in the main text. The parameter v determines the strength of
the power law decay in the Schmidt coefficients across each bond. The dtrunc estimate is obtained
from the standard, deterministic truncation of the bonds, while the rtrunc (TD) estimate is the
sample mean of 100 samples obtained by applying the optimal (bipartite) randomized truncation in
trace distance. The light blue region shows an estimate of the standard deviation o, and error bars
of length /10, corresponding to uncertainties in the empirical mean, are also displayed.

sampled MPS with bond dimensions at most y, from which we can compute the expected value of
Z5Zg. To compute the final estimate, we take the sample mean of 100 samples. We plot the results
for different values of v in Figure 5.

Discussion. Figure 5 suggests that randomized truncation offers a significant improvement for
heavier tails and at small bond dimension cutoffs, by an order of magnitude in the relative error in
some cases. However, when the exponent for the power law v = 0.8, there is little improvement over
the deterministic approach, and both methods result in fairly accurate estimates. This is consistent
with the observation that for, say, the middle bond, more than 70% of the entanglement spectrum
is concentrated on just the top two squared Schmidt coefficients, so one should not expect more
than a modest improvement by sampling smaller Schmidt coefficients. Randomized truncation can
in principle be used as a subroutine in any MPS algorithm that requires bond dimension truncation,
including TEBD and DMRG (see, e.g., [Sch11]). Whether it is beneficial in practice will depend on
the application at hand and how well trace distance or robustness correlate with the relevant metrics
for success. Crucially, the computational cost of the randomized truncation may be comparable
to the standard method. Note that in either case we must perform Schmidt decompositions at
each bond. However, for randomized truncation we must in addition apply the algorithms from
Section 4.3 or Section 5, which require computing the weights in a max-entropy distribution. As
shown in Section 8, this can be done efficiently and in practice has cost O(xd) per iteration when
using the Newton method with the diagonal approximation outlined in Section 8.3. Upon solving
for the weights, obtaining a single sample of the Schmidt coefficients at a given bond takes O(x)
time. Each of these times is subleading compared to the amount of time to perform the SVDs in the
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deterministic truncation. To fully evaluate the utility of the method, it remains to determine the
number of iterations and samples needed, and then compare this with the cost of reaching the same
precision with deterministic truncation and a larger bond dimension. We leave a detailed analysis
of this tradeoff to future work.

Prior work on tensor network Monte Carlo. The use of a randomized tensor network
truncation algorithm has previously been proposed in Ref. [Ferl5]. There are two key differences
between that work and the approach we have discussed above. First, we use explicitly normalized
states for the randomized truncation, whereas the method from Ref. [Ferl5] uses an unbiased
estimate of the state vectors, and so each state is only normalized in expectation. Iterating the
latter procedure enough times will lead to an exponentially growing variance [Tod24], while iterating
approximations using normalized states will instead incur growing bias.

A more substantial difference is that our method may drop or keep a subset of the Schmidt
coefficients deterministically, and chooses marginal inclusion probabilities for the remaining indices,
which we have denoted by ¢ thoughout this work, in a way that minimizes trace distance or
robustness. In Section 8 we describe how to compute from ¢ the max-entropy weights p which lead
to the optimal ensembles of states. In contrast, Ref. [Fer15] simply sets u; such that U? = e i for
all the indices 7. This is a reasonable heuristic, since larger values of v; then yield larger values of
¢;, though it does not enjoy the theoretical guarantees established in the present work. How the
method of [Ferl5] compares to our randomized approach is an interesting question which could be
explored numerically in future work.

8 Improved algorithms for conditional Poisson sampling

We make use of efficient methods to compute and sample from distributions over ¢ distinct integers
drawn from the set [n] = {1,2,...,n}, with n > ¢. Equivalently, we are interested in random
n-bit strings of Hamming weight ¢, representing inclusion in the draw. We refer to this set as
Hy = {z €{0,1}" : |z| = ¢}. The precise problem we consider is as follows. The inputs are the
alphabet size n, the size of the set ¢, and the marginal probabilities q1,...,¢, € (0,1) that each
element is included in the set®. Normalization requires that Z?:1 gj = £. Given these inputs our
goal is to efficiently compute a description of a distribution p : Hy — [0, 1] that satisfies four desired
criteria:

1. single-element marginal (inclusion) probability constraints are satisfied, i.e., ¢; = >,y P(z)7;
for every j € [n];

2. two-element marginals Q; ; = ZIEH@ p(x)z;xj can be computed in time poly(n);
3. the distribution can be sampled from in time poly(n); and
4. negative correlation (of indicator random variables): @Q; ; < g;q; for all 4, j € [n].

As we will see in Section 8.1 below, this problem reduces to solving for the maximum-entropy
distribution subject to Item 1, the single-element marginal probability constraints. Such distributions
over Hy are a special case of Fisher’s multivariable noncentral hypergeometric distribution and are
ubiquitous throughout physics and mathematics; for example, when studying systems of ¢ fermions
restricted to occupy n distinct modes, or in survey sampling, where the corresponding sampling task

5We exclude the possibility of ¢; € {0,1} without loss of generality, since in those cases we can deterministically
leave out or include that element and do not need to involve it in the sampling.
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is known as conditional Poisson sampling [Til06]. The latter terminology, which we adopt in this
work, is due to the observation that (i) sampling independent but non-identical Bernoulli random
variables zi,..., z, is called Poisson sampling, and (ii) if the resulting conditional distribution,
conditioned on ), z; = ¢, satisfies the marginal constraints it is in fact the maximum-entropy
distribution over Hy. (See, e.g., [CDL94].) For randomized truncation the problem is relevant
because our methods, described in Sections 4 and 5, involve sampling random fixed-size subsets of
indices from the vector to be truncated.

8.1 Maximum-entropy distributions

We consider the following optimization problem:

max. H(p) = Z p(x)log(1/p(x))

pERI;é x€H,
s.t. Z p(x)z; = q; Vj € [n], (137)
zeH,
> pla)=1.
zeH,

Since there are exponentially many variables and only n + 1 constraints, most work on the subject
focuses on the dual optimization problem. First we observe that the optimal solution to Eq. (137)
takes the form p*(x) = p,» (v) for some p* € R™, where

= D=1 Tl n
pu(x) = % Ve e Hy, Z,:= Z e~ 2j=1 Lk (138)
JJGH[

for any set of parameters (u; € R: j € [n]). This is a standard fact from statistical physics, but for
a self-contained proof of a slightly more general fact, see [SV14, Lemma A.1]. Due to Eq. (138),
the optimal distribution has a succinct description in terms of just n parameters pj, ..., uy, which
correspond to the optimal dual variables for the dual problem:

min.  g,(p) = Z 1iq; + log Z o 2j=1ZjH;
i=1 zEH, (139)

st. p; €R Vjen]

where ¢ == (q1,¢2,...,qn) .

We introduce some additional notation before proceeding further. In the above, we considered ¢
to be an input to the optimization problems Eqs. (137) and (139). However, we can also consider
q(p), a function of ;, where we first determine a distribution p,, over H, which has the form given
in Eq. (138), and then we use this to determine the single-element marginals ¢(u); = >, pu(x)z;
and two-element marginals Q(u)ij = >, pu(x)z;xj. In particular, ¢(u*) = ¢ for the dual optimal
solution p*. The following is a useful fact about these marginals, recorded as Property 2 in [CDL94].

Lemma 8.1. For any p € R"™ and i,j € [n| with i # j we have 0 < Q(1)i; < q(1)iq(p);-

In other words, the x;, x; are negatively correlated for any ¢ # j.
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8.2 Sampling from the maximum-entropy distribution

Given the single-element marginal probabilities ¢ € R™ as input, the algorithmic tasks involved in a
maximum-entropy approach to the conditional Poisson sampling problem are:

e Compute the dual optimal solution p* from q.
e Given p € R", compute Z,,, q(p) and Q(p).
e Given pu € R", sample from p,,.

The first problem is referred to as inference since we need to infer the parameters u* from ¢, and
we give algorithms for it in Section 8.3 below. In the remainder of this section we focus on the
arithmetic complexity of the latter two problems, ignoring bit complexity. However, Theorem 8.5
gives us a polynomial bound on the largest value of |||, which need be considered; hence taking
bit complexity into account only adds a polylogarithmic overhead. We give algorithms that improve
on those in [CDL94, Til06] for large enough ¢, which computed Z, in time O(nf), ¢(x) in time
O(nf?) and Q(p) in time O(n?¢), and sampled from p,, in time O(nf).

Lemma 8.2. Given i € R" one can compute Z,, in time O(nlog® £loglog ), q(p) in time O(nf),
and Q(p) in time O(n?).

Proof. The partition function Z, is equal to the coefficient of t* in the polynomial

flt) = f[ (1+te ) (140)

i=1

We can evaluate f(t) with a multiplication tree of depth logn, while keeping track only of inter-
mediate polynomials modulo t/*!. This involves n/2’ degree-2/~! multiplies for j = 1,...,log¢
and then O(n/f) degree-¢ multiplies. Since degree-d polynomial multiplication can be done in time
O(dlog(d)loglog(d)) using Ref. [CK87], the final runtime is O(nlog?(¢)loglog(?)).

The previous computation of Z,, in fact yielded Zfbm) form =1,...,¢ where we define
2 ien] Tiki
P (@) = j( Vo € Hy, Z(M = ) e e (141)
Zu x€Hm,

Similarly, set qj(-m) (1) = Zie[n] p,&m) (z)x; to make the m-dependence of the marginal probabilities
explicit. Then Result 22(i) from [Til06] states that

(m) e, 2T
o () = e (1— g™V () L (142)
Z
Note that qJ(.O) = 0. Then given knowledge of Z,Sl), ey Z,(f) from the previous step we can compute

each qj(»ﬁ) (1) = ¢j(p) in time O(¢). Computing all of ¢ takes time O(nf), which dominates the
runtime compared to computing the required partition functions. (Result 22(iii) from [Til06] is
another option, yielding the same runtime.)

For Q;;(p), when p1; # 15 there is a formula that can be evaluated in constant time. In this case,
Result 23(ii) from [Til06] states

Q1) = gi(pe™ —gj(pe "

e Hi — e~ Hi (143)
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The remaining entries of Q(u) can be computed using the fact that Q;;(u) = ¢;(1) and ) j Qij(p) =
¢i(p)n. Concretely, when p; = pj, define C == |[{j : j # i, uj = pi}|, so that

Q) = zamin -1 == 3 Quln) (144)

k:pp#p

when ¢ # j and p; = pj. This also costs O(1) time per entry, if we assume that the p vector is
sorted. Thus Q(u) can be computed in time O(n?). O

We now give an improved algorithm to sample from the distribution p,,. A different algorithm
with the same runtime is given in [HJJ20], but it only yields approximate samples and the runtime
bound is not fully proven.

Lemma 8.3. Given u € R", a sample from p,, can be obtained in expected time O(nlogn).

The first step of our algorithm involves a rescaling of the weights which we separate into its own
lemma.

Lemma 8.4. Given p € R" and { <n — 1, in time O(nlog(n(l + ||p]|s)/€)) we can find A € R
such that

n

do@4ertAy =y, (145)

i=1

up to error €. This implies that the product distribution P,in = @), Ber(l + e“i+A)_1 has expected
Hamming weight £ (up to the approxzimation error). Additionally PyialH, = pu-

We say that the p + A satisfying Eq. (145) are “centered.”

Proof of Lemma 8.4. Let g : R — [0,n] be defined through g(A) = Y"1, Heﬁ. Our goal is to
find A such that g(A) = £. Since g is monotonically decreasing, binary search will work here. Write

R = ||y - Then

n

1+ et <g(A) < " and —n< g (A) <o0. (146)

~ 14 e BHA

We can then set
a=—R+ log<n2£> and b:=R+ log(nzg> (147)

to ensure that g(a) > ¢ while g(b) < ¢. Performing a binary search over the interval [a, b] yields A
in time O(nlog(R/¢c)), to accuracy . which will suffice for the rest of the algorithm.

Finally, the last claim of the lemma is that p, is not affected by the choice of A. This is because
each = € Hy has the same e/® dependence on A, so once we condition on = € Hy, the effects of A
go away. O

By Lemma 8.8, if ¢; € [n,1 — 7], we can easily shift x so that |ul,, < O(log(1/n)), and
inverse-polynomial precision in ¢ will suffice, so this step can be done efficiently.

Proof of Lemma 8.3. Begin by using the algorithm Lemma 8.4 so that we can use a vector p € R™
such that >°1' | (14 e*)~1 = £. Define the product distribution P, where x; is distributed according
to Ber(ﬁ), i.e., the Bernoulli random variable with Prz; = 1] = ﬁ and Pr[z; = 0] = li‘:‘”
Our choice of A ensures that Ep,[|z|] = £. Furthermore, it is straightforward to check that p,, is
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equivalent to conditioning P, on the event H, := {x : |x| = ¢}. Rather than naively sampling until
the desired event occurs’, out algorithm proceeds as follows:

1. Sample z from P,.
2. Repeat the following n times.

e If x € Hy then output = and stop.

e Choose i € [n] uniformly randomly and replace x; with Ber(ﬁ).

3. Repeat Step 1.

We claim that this procedure halts in Step 2 with probability ©(1). This means the expected
runtime is O(n), and the runtime is at most O(n log(1/¢)) with probability at least 1—e. Furthermore,
conditioned on halting, the algorithm outputs a sample from p,,. To prove this, let z(0), z(1), 2(2), ...
denote the values of z produced by the algorithm. By construction, x(0) is distributed according to
P, and, since the update procedure is Glauber dynamics, the subsequent x(t) are as well. Finally,
the algorithm halts when z(t) € Hy, thus producing a sample from P, conditioned on Hy. This
yields a sample from p,,.

It remains only to analyze the success probability in Step 2. We can get intuition for this from
the case when each ¢; is equal to 1/2, ¢ = n/2 and n is large. Let z = |x| — n/2. In that case z
starts typically around +£O(y/n) and then evolves according to n steps of a simple random walk. For
concreteness, suppose z starts at ¢y/n for ¢ > 0. The probability that a random walk will hit —c\/n
after n steps is known to be ~ exp(—c?/2), which is Q(1) if ¢ is O(1). Extending this argument
to nonequal ¢; is more delicate but follows a similar intuition. We next analyze this part of the
algorithm

Define s(z) to be +1 if |z| > ¢, 0 if || = ¢, and —1 if |z| < £. A sufficient, but not necessary,
condition for the algorithm to succeed is for s(x(0))s(z(n)) to equal 0 or —1. If the product is
0, then either z(0) or x(n) is in Hy. If the product is —1 then the Hamming weight went from
> { to < ¢ (or vice versa) and so at some intermediate point we had x(t) € Hy. It is possible for
the algorithm to succeed even if s(x(0))s(z(n)) = 1, but we will not analyze this case. We now
use the mixing properties of the walk to show that the signs of s(z(0)) and s(x(n)) have bounded
correlations, and thus have a decent chance of either having opposite signs or of being zero.

Let 7 := P,(H,). For later use, we record that

T =Q(?), (148)
Indeed, this follows from Chebyshev’s inequality together with

Blo| =Y a=l  Vafo] =Y a(l-a) <> a=L (149)

Theorem 3.2 in Ref. [JS68] states that the median for the Hamming weight of x is equal to ¢, given
our assumption that the mean is equal to £. This implies the inequality:

E [s]

x~Py,

—| Pr [la] > 0 - Pr [lo] <4 <. (150)

Pr — Pr
$NP/,L $NP“

"In fact, this rejection sampling approach would achieve a runtime O(n\/Z), which is already an improvement over
the O(nf)-time draw-by-draw algorithm from [CDL94], and has been described elsewhere in the survey sampling
literature. However, as shown in the proof we can do better.
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Let T denote the transition matrix of the update step in which we resample a random coordinate of
x. This process is reversible and has stationary distribution P,. Furthermore, T" has a spectral gap
equal to 1/n®.

For f,g:{0,1}" — C, define (f, g) == Ey~p,[f(z)"g(z)]. Reversibility means that 7" is Hermitian
with respect to this inner product and the gap means that

1 1 9
AT =T)f) = = Var(f) = —((.1) = (£, 1)) (151)

(Here, the “1” in the inner product denotes the constant function equal to one.) Let f = s — E[s] so
that (f,1) = 0. Rearranging the gap equation we obtain

< (1- 1) (152)
< e '((s,5) —E[s]) (153)
<e Y1 -E[s]?) . (154)

On the other hand, (f,T"f) = (s, T"s) — E[s]?. Thus
(5,T"s) < e ' (1 —E[s]) +E[s]? <e '+ (1 —e H)n?. (155)
The left-hand side can also be related to the underlying walk as
(s, T"s) = E[s((0))s(z(n))] = 2 Prls(z(0))s(x(n)) = 1] — 1. (156)

Combining these we find that

Pr[s(z(0))s(z(n)) =1] < =(1 +e (1 +7?) . (157)

N | =

Now suppose that 7 < 1/2. Then the right-hand side is strictly less than 7/8 and there is a constant
probability of success. On the other hand with probability 7 the first sample x(0) is already in Hy,
so if m > 1/2 then we also obtain a constant probability of success. Either way, each iteration of
the sampling algorithm succeeds with probability £2(1), so the expected number of repetitions is
o(1). O

8.3 Inference

Finally we turn to the inverse problem of finding u* € R™ such that q(u*) =3, cp, ppr (¥)T = ¢
given some input ¢, which we refer to as inference. This turns out to be the slowest part of our
overall randomized truncation algorithm, and is accomplished by solving the dual optimization
problem, Eq. (139). We discuss several algorithms for the task.

First we sketch why we should expect a polynomial-time solution in the first place. Naively
Eq. (137) is a convex program with |H;| = (}) variables, while Eq. (139) has only n variables. This
observation on its own, however, does not substantially reduce the complexity of the problem since
the dual objective requires summing over (Z) terms. Fortunately, the exponentially large sum can

be evaluated efficiently, due to Lemma 8.2, and this is the basis for efficient algorithms. One also

8To see this, observe that the entire nontrivial spectrum of 7' (not including 1) can be generated as an eigenvalue
with corresponding eigenvector ¢s : {0,1}" — R defined through ¢s(z) = [[;cg(w: — ﬁ) for any S C [n]. The
largest such eigenvalue comes from, say, S = {1}, and is equal to 1 — 1/n.
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needs to show that an accurate solution of Eq. (139) yields a good approximation of p*. For this,
note that the dual objective function can be rewritten as

9q(p) = H(p*) + Dkr(p” || pu)- (158)

Then by Pinsker’s inequality, an e2-accurate solution 4 to the dual problem gives a solution Py to
the primal problem which is O(e) in total variation distance from the optimum p*. For this reason
we express our goal as e2-accuracy.

As in Section 8.2, we focus on arithmetic complexity. However, for the inference problem we

also keep track of the complexity in terms of a boundary distance parameter n which satisfies
gi € [n,1 —n] for every i € [n]. (159)

We will see later that the eigenvalue of the Hessian are related to ¢;(1 — g;), so we might expect that
7 affects the convergence of naive gradient descent. At the same time, we would ideally like the run
time to scale polylogarithmically in 7, since this is polynomial in the bit length of the input. We can
also assume that n > ¢/n, because one can round each ¢; to be in [n,1 — ] by incurring error < n.

In Table 2, we summarize several algorithms for the task of minimizing Eq. (158). An algorithm
with rigorous guarantees, running in time polynomial in n, log(1/¢), and log(1/n) can be obtained
through the ellipsoid method, as shown by Straszak and Vishnoi [SV19]. This leads to the following,
which we state without proof.

Theorem 8.5 (Implied by [SV19, Theorem 15]). Assume q; € [n,1 — 1| for each j € [n], € € (0,1],
and Zj q; = {. A variant of the ellipsoid algorithm runs in time poly(n,log(1/c),log(1/n)) and

computes an e-accurate solution u € R™ to the dual problem in Eq. (139) such that ||ul, <

poly(n,log(1/e),log(1/n)).

With this theorem in hand, we have enough to conclude the argument that a maximum-entropy
construction satisfies the four desired criteria listed at the beginning of this section, and that a
polynomial-size representation of this distribution, in the form of the parameters i, can be computed
in polynomial time. Nonetheless, one might hope for alternative methods with an explicit and
favorable dependence on n, which we now provide.

In fact, we will present three such algorithms, along with performance guarantees. Each of these
three algorithms outperforms the other two for some choice of parameters. We summarize their
performance in Theorem 8.6 below. In particular, the box-constrained Newton algorithm (BN) runs
asymptotically at least as quickly as the SVD used in MPS truncation, assuming that the SVD is
done in time O(n3) instead of O(n“). Even if the SVD uses the O(n?8%7)-time Strassen method,
the runtime will be comparable, especially if £ is significantly smaller than n.

To get intuition for the optimization problem, observe that g,(p) is convex with gradient and
Hessian given by

Viuda() = q—q(p) and  Vigy(p) = S(u) = Q(n) — q(w)a(pw)”, (160)

which we can compute in time O(nf) and O(n?) by Lemma 8.2. Letting D(u) be the diagonal of
¥ (), we will prove in Lemma 8.7 that X(p) < 2D(u). Since the entries of D(u) are ¢;(p)(1 —qi(p)),
this means that the Hessian has eigenvalues that are always < 1/2 but approach zero as ¢;(u)
approaches 0 or 1. If the Hessian were in fact D(p) and not X(u) then this would mean, in the
language of convex optimization, that g, would be 1/4-smooth but only O(n)-strongly convex. (The
comparison between X(u) and D(u) can be made more rigorous by Lemma 8.7 and Conjecture 8.10.)

As a result we can expect gradient descent to work but with some slowdowns depending on 7 (or
equivalently ||xt]|,,). These slowdowns can be dealt with using either Newton’s method or a variant
of gradient descent that does not require strong convexity.
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APGD. The simplest algorithm we can use is gradient descent. A somewhat improved variant is
the FISTA algorithm with constant step size from Section 4 of [BT09], also known as accelerated
projected gradient descent (APGD). The algorithm starts with p0 =M =0, g =2 and for
t=1,...,T sets

9 =10 1 a(g - o)) (161)
« is the largest value < 2 s.t. H,u(t)H2 < Ry (162)
Bit1 = 1+\/1+ﬂ,? (163)
ﬂ -2 _
D) = 0 ; (™ = ut=) (164)
t+1

We will choose Ry and T later. This iteration is dominated by the cost of computing ¢(-) which takes
time O(nf) by Lemma 8.2. The runtime guarantee requires that an approximate solution exists
within a 2-norm ball of radius R2. Lemma 8.8 below implies Ra can be taken to be O(y/nlog(1/n)),
improving on the Ry < poly(n) bound of [SV19]. Finally, Thm 4.4 of [BT09] states that

2BR3

9a(1") — gg(u*) < EEE

(165)

implying that it suffices to take 7' = [V2Rz/e] < v/nlog(1/n)e~! to achieve e2-accuracy. We believe
that a bound of the form T < O(n~/?1log(1/¢)) is also likely, assuming a constrained version of
Thm 3.18 of [Bubl15] exists, but we do not explore this question further here.

BN. The cautious step sizes of APGD can be improved using Newton’s method; specifically, the
box-constrained Newton method from [CMTV17], for which the basic iterate is: given a function
f:R" — R to minimize and k > 0, set @ — = + +§ where § € R" is any vector such that ||j||., <k
and

1 1 1
fyTAy +b7§< = min (yTAy + bTy> (166)
2 fylloo<t \ 2

for A = %VQ f(z) and b = 1V f(2). In the case where A is symmetric and diagonally dominant
(SDD), g can be computed efficiently with k¥ = O(logn), as shown in [CMTV17]. If, in addition, we
have the second-order robustness condition

%VQf(x) <V (x4 h) < V2 f(x) for every Al < 1, (167)

where ¢ > 0 is some constant, then we can apply Theorem 3.2 in [CMTV17] to bound the runtime
of the solver. Namely, an e2-approximate solution can be computed in time

9] <n2(1 + Rso) log <J£($°)_m>> (168)

3

where xg € R™ is some initial point, * € R™ is a minimizer of f, and R, is a bound on the diameter
of the level set at zg. We will now show that if we define f through

2

f(z) = (fﬁ) +— znjcosh (%) where M = 8(log(1/n), (169)
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then the above SDD condition and second-order robustness condition are satisfied, and R, =
O(¢log(1/n)log(n/e)) with the intial point xy = 0. This is similar to the regularization approach in
Section 4 of [CMTV17]. Moreover, the choice of M allows us to conclude that an £?/4-minimizer x
of f yields an £2/2-minimizer p = z/(4¢) of g,, through

2

2 " /¢
o) < £ < S0040) + T =00 0) + 3 e (4

x g2 N g2
P <at S )

where g is the minimizer of g4, and we used Lemma 8.8 to assume ||p*]| ., < 2log(1/n). In summary,
this gives an approximate solution to our original optimization problem with the desired accuracy
in time

O (n*tlog(1/n)log(1/e)) . (171)
First, to see that V2f is SDD, write

&2
Vif(z) = @ Z(%) +— Ve diag (cosh(M)> , (172)
using the chain rule together with Eq. (160). The second term is a strictly positive diagonal matrix,
and X(u) is also SDD for every p € R™, by Lemma 8.7.

Next, the fact that f is second-order robust with ¢ = e, follows from Lemma 8.9. In particular,
this bounds the first term, while the second term can be bounded using hyperbolic trigonometric
identities.

Finally, for the bound on the diameter of the level set of f at the initial point zo = 0, note that

2 N n 2
£(0) = gg(0) + g—n 3" cosh(0) = log <£> + % (173)
i=1

while, for any x such that f(z) < f(0) and any i € [n],

2 2

;—ncosh( ) <3 ZCOSh( ) f(0) — (4£> < log <Z> + % (174)

Using cosh(t) > el!l/2 and log () < n, this implies |z;| < M - O (log(n/e)) for every i, giving
R = O(£log(1/n)log(n/e)) as claimed.

IPFF. This third algorithm and its analysis are entirely due to [CDL94], except for our faster
algorithm for computing ¢(p). IPFF improves a 1940 algorithm called Iterative Proportional
Fitting [DS40] with the simple modification of holding the largest weight fixed. The algorithm
(£-1)

assumes ¢, = max; ¢; and initializes w( ) .— = ¢;. Let z_;(t) denote the partition function Z,,

e * is the vector length n — 1 obtained by deleting the i-th entry of wgt_l). Then for t =1,2,...,T
and ¢ € [n — 1] we set

where

(175)

We set all wT(f) = ¢n. The intuition behind Eq. (175) is that w; = e~ is the unique fixed point of
the map and Theorem 2 of [CDL94] proves that the distance to this fixed point shrinks by at least
n, implying that T = O((1 — g,) !log(1/€)) < O(n~1og(1/e)) steps suffice. To obtain the total
runtime, our Lemma 8.2 shows how to carry out each step in time O(n2¢).

We summarize the above discussion in the following theorem which compares the performance
of all three algorithms. We also present these results with prior ones in Table 2.
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Method Upper Bound on Runtime References

Ellipsoid poly(n,log(1/e),log(1/n)) [SV19]

Box-constrained (BC) Newton n20log(1/n)log(1/e) Thm. 8.6, [CMTV17, CKV20]
Diagonal BC Newton nl?log(1/n)log(1/e) assuming Conjecture 8.10
IPF unknown [DS40]

IPF with py, fixed nl?n~tlog(1/¢) [CDL94]

Accelerated PGD n'®le~tlog(1/n) Thm. 8.6, [BT09]

Table 2: Comparison of different algorithms for the inference problem of finding * € R™ such that
q(p*) = ¢q, given ¢ € R". Runtimes are written omitting the O() and depend on n (length of bit
string), ¢ (Hamming weight), € (trace-distance accuracy), and n = min;{q;, 1 — ¢; }.

Theorem 8.6. The following three algorithms each compute an &>

dual problem in Eq. (139).

-accurate solution p € R™ to the

1. Accelerated projected gradient descent (APGD) in time O(n'5¢s=1log(¢/n)).
2. Box-constrained Newton’s method (BN) in time O(n2log(1/n)log(1/¢)).

3. Tterative Proportional Fitting with p, fixed (IPFF) in time O(nf?n—'log(1/e)).
The proof of Theorem 8.6 relied on the following lemmas.

Lemma 8.7. The covariance matriz (i) = Q(u) — q(p)q(p)’ € R™™ is symmetric and diagonally
dominant, and satisfies

0 =X ¥(p) 22D(p) (176)

where D(p) is the diagonal approximation to X(u) with entries D(p)y; = X(p)ii and D(p)i; =0 for
i#£ 7.

Proof. The operator ¥(u) is positive semidefinite because it is a covariance matrix: for any v € R”
we have (v, Yv) = E[(v,q — x)?] > 0. For the upper bound, note that > Q(u)ij = Lq(p); and

>-ia(u); = £, 50 3> 5(u)i; = 0. Along with the fact that X(u); > 0 and X(p)i; < 0 for ¢ # j, this
implies that 3(u) — D(u) = D(p). O

Lemma 8.8. Given p € R™ with ¢ = q(p), assume that q; € [n,1 —n] for each j € [n], Then
max; p; — min; pu; < 2log(1/n).

In particular, we can always rescale u (like in Lemma 8.4), so this implies that there exists an
optimal p* with ||p*||, < 2log(1/7n).

Proof. Consider the ratio of probabilities (under the distribution p,,)

Priz; =1,2; =01 _ ¢—Qj (177)

Ay =
J PI‘[J,’Z‘ = O,CCj = 1] q; — Qij

using that Pr{z; = 1,2; = 0] = Pr{x; = 1] — Pr[z; = 1,2; = 1] and similar for ¢ and j reversed. On
the other hand, for any z with z; = 1 and z; = 0, we have p,(z — €; + €;) = p,(z) - e FiTHi,
Summing over all such strings we find

Aij = e_’“"'“j. (178)
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Next, suppose p; > p;, so gj < g;. Recall that that we have negative correlation, so Q;; < ¢;q;.
Then we get

0 g0 (1 — a. 1 —n)?
eﬂj_ﬂi _ Az] — qi Qz] S qi QZQJ — Qz( q]) S ( 2”) (179)
G —Qij ~ ¢ —aq (1 —aq) n
where we use that t — g;—j; is an increasing function in ¢ for ¢t < ¢;, and our assumption on q. We
conclude that u; — p; < 2log(1/n). O

Finally, we have the following statement pertaining to the second-order robustness of the objective
function g,. The special case where ¢ = n appears in [CKV20].

Lemma 8.9. Let u,h € R™ and X(u) be the Hessian defined in Eq. (160). It holds that
exp(—4L[|hloo)E(1) = B(p + h) = exp(4€[h]| )% (). (180)

Proof. Let P = p, and P' = p,.p, so P'(z) = P(x)e ") /E, ple”"¥)] and define x =

maxXge i, %. Note that we have

K < emaxx,yeHAh,l“*y) < ezthHoo. (181)

Also, for any function F': {0,1}" — R we have

Var [F(z)] = %M, E(F@) - F(y)* (182)
<’ E E (F(z)=F(y)? (183)
= Var[F(z)] (184)

If F(z) = (v,x) for some v € R™ then Va]l;[F(l‘)] = 7% (p)v and Vzg,[F(:L‘)] =TS (p + h)v. Since

this holds for arbitrary v € R™ we have X(u+h) < e*IMeX (1) by Egs. (181) and (184), as required.
The reverse inequality follows by applying the above with u + h in place of u and —h in place of h,
since [|~hll.. = [|A]... =

8.4 Heuristics and conjecture for faster inference

A natural approach that has been proposed [Che00] is to simply use Newton’s method, which has
the iterates

P = 5O — a3 (u) (g — q(u®)). (185)

The parameter o can be set to 1 or found by line search. Finally 3 is technically noninvertible,
since X1 = 0. So we need to take the inverse in the subspace orthogonal to 1. This is essentially
the same as the BN method, with the ¢, box, and is a good heuristic algorithm even though it
currently lacks a provable convergence guarantee.

There is a yet faster method that avoids the need to compute all of @ or to solve a linear
system of equations. We can approximate the covariance matrix 3(p) with its diagonal D(u) =
diag(q;(1)(1 — ¢;(p))). This means we only need to compute ¢q(u) at each step instead of Q(u), so
the time per iteration becomes O(nf). In practice, this method appears to converge quickly to the
optimal solution, and we use it in our numerics.
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Finally we state a plausible conjecture which would imply a provable bound on this heuristic
method. In Lemma 8.7 we proved that 0 < X(u) < 2D(u). We believe that the lower bound on X
can be significantly improved. We conjecture that D(u) < ¥(u) on the subspace orthogonal to 1.
Formally,

Conjecture 8.10. Xo(D ()~ Y22(p)D()~1/?) > 1 where Ay denotes the second smallest eigenvalue.

This conjecture was independently proposed by [AHM26]. We have run numerical tests and not
found any counterexamples to this conjecture. In the difficult case where some ¢; is very close to 0
or 1, Ao is only slightly larger than 1, suggesting that 1 is the exact numerical value of the minimum
of Xo(D(p)~Y2%(1) D(1)~Y/?) over all p. However, for algorithmic purposes it would be enough to
prove that Ao(D(p)~ 2% () D (1) ~/?) > ¢ for some universal constant ¢ > 0.

If Conjecture 8.10 holds then we can replace ¥(u) with D(u) in the BN algorithm and will need
only O(1) more iterations. Now each iteration runs in time O(nf) instead of O(n?), so the total
runtime becomes O(nf?log(n/c)).

Note for arXiv v3: As noted in the introduction, we are posting this paper now to comply with
the QIP 2027 requirement that submissions be available on arxiv.org. However, we expect to further
update the paper in the near future. Recently [arXiv:2607.13990v2], a proof of Conjecture 8.10.
With a little work, this implies that a Newton-type algorithm can find y from ¢ in time O~(n€) We
will expand on this point in a future version. Even without this change, BC Newton is proven to
run faster than SVD in Theorem 8.6.
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A Background material

For the convenience of the reader, we collect a few standard definitions and facts from convex
analysis, nonlinear optimization and matrix analysis used in the proofs in the main text.
A.1 Minimax and zero-sum games

A minimax inequality of the form

max min f(z,y) < min max f(z, 186
nasx i f(,y) < mip max f(z, ) (156)

holds for arbitrary choices of sets X', ) and a function f: X x Y — R. Here and throughout when
we take maxima and minima of functions, it is implied that these values are attained. Such an
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inequality admits a game-theoretic interpretation as follows. Consider a zero-sum, two-player game
where the payoff function for the z-player is — f(z,y) and that for the y-player is +f(x,y). Then
the right-hand side of Eq. (186) represents the worst-case payoff for the y-player when they “go
second” in the game, i.e., the strategy for the y-player may depend on x. Through this lens, the
minimax inequality amounts to the statement that going second in the game is a privilege. We
encounter a specific example of such a two-player game in Section 4.

A minimax theorem claims that the minimax inequality holds with equality under certain
conditions. One example which suffices for our purposes is Sion’s Minimax Theorem, provided
below. We refer the interested reader to [Sim95] for a history of other minimax theorems.

Theorem A.1 (Implied by Thm. 3 in [Fan52]). Let X and ) be compact, convexr subsets of a
Hilbert space and f : X x Y — R be a real-valued function such that:

1. f(-,y) is continuous and convex on X for every fixred y € Y, and

2. f(x,-) is continuous and concave on ) for every fized x € X.

Then

max min f(x,y) = minmax f(z,y). 187
maxmin f(z, y) = min max f(z, y) (187)

A related concept is the existence of a saddle point, also referred as an equilbrium point in the
context of two-player games.

Definition A.2 (Saddle point). Given arbitrary sets X and ) and a function f: X x Y — R, a
point (z*,y*) € X x ) is a saddle point if

fa%y) < fl@%,y7) < fla,y7) (188)
for every x € X and y € ).

The following lemma states that the existence of a saddle point is equivalent to a minimax
equality where both the minimum and the maximum are attained.

Lemma A.3 (Well-known). A saddle point (z*,y*) € X x Y for the function f: X x ) — R exists
if and only if

in f(z,y) = mi ) = f*. 189
r;leafgg)r(lf(x y) gélggglea;f(w y)=f (189)

Furthermore, for such a saddle point we have f(z*,y*) = f*.

Proof. Suppose Eq. (187) holds. Then we may choose

x* € argminmax f(x,y), y* € argmaxmin f(x,y)
zex YV ycy TEX

in which case

: — : * < * * < * — :
lgleaicgg)r(lf(:r,y) gg;f(ﬂc,y ) < fla*yh) < gleagf(x ) gg(n;lea;f(fv,y)

and, by the minimax equality, the two inequalities hold with equality. Hence, the relations in
Eq. (188) are satisfied.
On the other hand, suppose there is a saddle point (z*,3*) € X x ). Then

min max f(z,y) < max f(z*,y) < f(2*,y*) < min f(z,y") < maxmin f(z,y) (190)
zeX yey yey TEX yey zeX

where the second and third inequalities use the relations in Eq. (188). But this is an inequality in
the opposite direction of the minimax inequality, which always holds. O
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A.2 Convex analysis

We now list some standard facts from convex analysis. See [Roc70, HULO1] for an introduction to
these concepts. Throughout, we use the extended reals and let dom f denote the set of all values x
for which f(xz) is finite.

Definition A.4 (Subgradient and subdifferential). Let f:R% — R U {+oc} be a convex function.
A vector g € R4 is a subgradient of f at z € R? if

fly) = f(2) = (gy—a) forallyeR" (191)
The set of all such subgradients is the subdifferential of f at x, denoted Jf(x).
Some rules familiar from calculus are applicable in many cases.

Lemma A.5 (Implied by Theorem 23.8 in [Roc70]). Let f,g: R — RU{+o0} be convexr functions
and suppose that the relative interiors of dom f and dom g have a point in common. Then for any

x € RY it holds that O(f + g)(x) = Of (z) + 9g().
Definition A.6 (Normal cone). For @ C R? and z € 2, the normal cone of Q at z is
No(z) ={geR?: (g,y—xz) <0forallycQ}. (192)

The above definition allows us to state the following first-order optimality condition, which is
valid even when the objective function is not differentiable.

Lemma A.7. Let f : R* — R be a convex function and Q C R¢ be a convex set with nonempty
relative interior. A point x € Q minimizes [ over Q if and only if

0 € df(x) + No(a). (193)

Proof. Tt is straightforward to verify that for any convex function h : R* — R U {+oc} it holds
that = minimizes h if and only if 0 € Oh(x). This is sometimes referred to as Fermat’s Rule.
Now, the set of optimal solutions for min{ f(z) : = € Q} is identical to that for the optimization
min{ f(z)+dq(z) : x € R4} where 6 : RY — RU{+o0} satisfies dg(z) = 0 if z € Q and do(x) = +oo
otherwise. Furthermore, making use of Definition A.6 we see that 9dq(z) = No(z) for any z € Q.
Putting h = f + do and applying Lemma A.5 completes the proof. O

If f is differentiable and the feasible set is specified using equality constraints only then the
condition above gives back the usual method of Lagrange multipliers.

Given a convex set X in a finite-dimensional real inner-product space and f : X — R, the
Fenchel conjugate f* : X — R is given by

f*(y) = sup{(z,y) — f(x)}. (194)

zeX

When f is a squared norm we have the following lemma. We omit the proof, which is a simple
application of the Cauchy-Schwarz inequality.

Lemma A.8. Let ||| be a norm on R? and set f(x) = %HxHQ Then

) =%yl?, (195)

where ||-||, is the dual norm, defined as ||y||, = sup ex {(z,y) : ||z| < 1}.
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Corollary A.9. Let ||| be a norm on R with dual ||-||,. For any x,y € R%, the following are
equivalent:

1.y € dE|-1°)(x), and = optimizes max, {(a',y) — 3||2’'||*},

2.z € AII%)(y), and y optimizes max, {(z,y') — 3|ly/|%}, and
2 2

S zl|” + il = 2(z, ).

Proof. To see that = optimizes max, {{(z’,y) — %Hx’||2} whenever y € 3(%””2)(@, or the analogous
statement for y, use the definition of the subgradient. The equivalence between the first and third
statements then follows from Lemma A.8, and similarly for the equivalence between the second and
third statements. O

A.3 Spectral stability

The following is a well-known consequence of Weyl’s Inequality concerning the spectral stability
of Hermitian matrices. We let A\1(A), A2(A),... denote the eigenvalues of a Hermitian matrix A
sorted in nondecreasing order.

Fact A.10 (Spectral stability). Let k,d € Z~q be such that 1 < k < d and A, B € C¥*9 be Hermitian
matrices. It holds that

Me(A + B) — My(A) € [A1(B), Aa(B)).

B Proof of Lemma 2.11

We make use of the following optimization fact, the proof of which we omit.

Lemma B.1. Let a,b,wi,wy € Rsg such that b > a and wy,ws € [a,b]. The unique optimal
solution to the optimization problem

max. wWix1 + walg — 1(JU% + x%)
e 2 (196)

st. b>x1>x29>0

is given by r1 = 1o = %(wl +wo) if wy < wy and x = (w1, ws)' otherwise.

We now prove Lemma 2.11. The sufficiency of the condition in Eq. (25) is explicitly shown
in the proof of Proposition 2.1 in [AFS12], so we restrict ourselves to the argument for necessity.
We may assume without loss of generality that v is nonnegative and sorted in nonincreasing order.
We will first take = to be sorted as well before justifying this assumption at the end of the proof.
Clearly, an optimal solution x which is sorted such that z; > xo > -+ > xy_ exists.

First, similar to the proof of Proposition 2.1 in [AFS12], we give necessary conditions on the
form of such an optimal solution. Consider the optimization

{—1 k
1
max. f(z):= g Vit~ 5 E 7
i=1 i=1

st. zeRY
T1 > T2 > 2> x1 > 0.

(197)
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By the definition of ¢, a sorted solution x to the maximization in Eq. (24) is optimal only if its
first £ — 1 entries are optimal for the problem above. Additionally, an optimal solution must have

Tk = Tpy1 = -+ = Tg_1. We can rewrite the objective function for such an optimal solution as
k—2 = 1 1
flx) = Zvi:zi ~3 Zx? + Vg 1Tp—1 + SpTK — §mz_1 — 53:% (198)
i=1 i=1
If s} < vp—1 then the optimal solution must satisfy x; = v; fori =1,...,k —1 and z;, = s}. (The

optimization just becomes the Fenchel conjugate of half the 2-norm squared in this case.) Otherwise,
by Lemma B.1 we must have xp_1 = x; and therefore

k—3 k—3
1 1
flx) = Z viTi = 5 Z T2 4 V9T + Sh_1TE_1 — 537%_2 —z2_ (199)
i=1 i=1

at the optimum. Continuing in this manner, we arrive at precisely the condition in the statement of
the lemma.

Now, for any optimal solution = (not necessarily sorted), we must have x; > x4 for all j € [{—2]
such that v; # v;41; otherwise, the objective function is less than that obtained by permuting the
indices j and j + 1 in the vector z. On the other hand, if v; = v;4; for some j € [¢ — 2], then the
objective function is unchanged by permuting the indices j and j 4+ 1 in the vector . Therefore,
if there exists an optimal solution with z; < x4 for some j € [¢ — 2], this contradicts the above
necessary condition on the form of the sorted optimal solution. In particular, we cannot have
simultaneously that x; # x;41 and v; = vj41 for entries j and j + 1 of  which match v. For the
case where j = k — 7 — 1, we cannot have that the condition in Eq. (23) is satisfied when v; = v;11.
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