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The widespread adoption of renewable energy sources has greatly 
contributed to the fight against climate change. This success, however, 

has put a significant strain on power grids.

Further integration of renewable energy sources, while necessary, will 
require a smarter use of existing infrastructure. Power-to-gas, electric 

vehicles and heat pumps already allow us to provide flexibility by shifting 
energy use across domains. This thesis explores how new market designs 

can better facilitate such multi-energy flexibility.

This work discusses both foundational questions of multi-dimensional 
energy trading and conceptual questions of applying fairness and 

honesty to multi-dimensional energy markets: What are fair unit-prices 
when energy can be shuffled across time? How can an agent be 

incentivized to be honest about its forecast when it does not know it 
perfectly itself?
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Summary
This work considers challenges around the idea of multi-energy flexibility as
a cost effective facilitator of further renewable energy integration. Massive
investments in renewable energy sources to combat global warming have put
a strain on an ageing electrical infrastructure. While a further increase in
renewable energy sources is still necessary, this cannot be achieved without
an accompanying expansion of flexibility in the grid. Multi-energy flexibility
has emerged in recent years as a potentially cheap source of flexibility: making
use of different energy carriers gives such systems an additional dimension of
flexibility.

More specifically this work considers both foundational and conceptual
issues related to multi-energy systems and the integration of flexibility. These
issues are addressed through four specific research questions: two foundational
questions related to the practical operation of multi-energy systems and two
broader questions exploring conceptual challenges related to flexibility.

Among the foundational questions, this work first explores the question of
how to incentivize truthful behavior in settings with multiple energy carriers.
For this, a two sided multi-energy unit-demand market is considered and it
is shown that trade reduction can ensure a budget surplus as well as honest
participation by removing the marginal trades from the allocation.

Tighter integration of multiple energy carriers also has ramifications for
the bidding strategies of individual assets – addressed as the second research
question. Access to several energy carriers allows agents participating in single
carrier markets to settle some of their obligations outside of the market. We
explore this topic by considering a flexible-in-time electricity consumer with
access to a heating system. We show that the ability to shed excess electrical
energy in a district heating network spreads the optimal bidding strategy over
several time steps.

Besides foundational aspects of multi-energy flexibility, this work also
takes a look at broader conceptual challenges regarding fairness and epistemic
uncertainty in relation to multi-dimensional markets.

A sense of fairness is crucial for the adoption of new market mechanisms.
Given that flexibility integration will require novel market designs, the ques-
tion arises of how a sense of fairness can be established in new and not yet
common market mechanisms. This work considers the question of what fair-
ness means in the context of a two sided market mechanism with flexible-in-
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time unit consumers and producers. We show that the addition of flexibility
introduces some ambiguity to the more standard notion of non-discrimination.
To address this ambiguity, we extend the concept of non-discrimination to a
novel concept of consistent pricing over equivalent outcomes. Furthermore,
we show that this new concept aligns with human notions of fairness from the
psychology literature.

The second conceptual challenge relates to uncertainty. Since flexibility is
a product designed to address uncertain future energy production, any market
trading will require accurate predictions to function properly. While prediction
models can describe some of the uncertainty, there is also uncertainty about the
model itself. The difference between the uncertainty inherent in the system –
the aleatoric uncertainty – and the uncertainty described by models is called the
epistemic uncertainty. Ideally for a flexibility market, the epistemic uncertainty
should be as small as possible, i.e. the prediction model is as close to the
true uncertainty as possible. While providing accurate predictions is a well
researched topic in isolated cases, for a market setting the task is further
complicated by the competitive nature of markets: why would a fluctuating
renewable energy source provide accurate predictions to a market? To address
this question, we introduce the concept of best prediction incentivizing and
provide solutions for classes of simplified distributions. The incentive works by
tying the quality of a prediction to the payment. We then extend the usefulness
of our solution by showing that our solution can be fine tuned to effectively
approximate other – more common – distributions.

In conclusion, this work addresses both foundational as well as conceptual
challenges related to multi-dimensional flexibility markets. While we provide
some insights into the questions we pose, it would be remiss of us to not also
mention the further question this work opens up. In particular the conceptual
challenges surrounding fairness and epistemic uncertainty were only explored
in simplified examples to establish a solid conceptual foundation. It would
be interesting to see how these concepts unfold when applied in real world
case studies or to explore the wider implications of epistemic uncertainty on
mechanism design.



Samenvatting
Dit werk behandelt de uitdagingen rond het idee van Multienergie-flexibiliteit
als een kosteneffectieve facilitator voor verdere integratie van hernieuwbare
energie. Massale investeringen in hernieuwbare energiebronnen om de op-
warming van de aarde tegen te gaan, hebben de verouderde elektrische in-
frastructuur onder druk gezet. Hoewel een verdere toename van hernieuw-
bare energiebronnen nog steeds noodzakelijk is, kan dit niet worden bereikt
zonder een gelijktijdige uitbreiding van flexibiliteit in het net. Multienergie-
flexibiliteit is de afgelopen jaren naar voren gekomen als een potentieel
goedkope bron van flexibiliteit: door gebruik te maken van verschillende
energiedragers krijgen dergelijke systemen een extra dimensie van flexibiliteit.

In het bijzonder behandelt dit werk zowel fundamentele als conceptuele
vraagstukken gerelateerd aan Multienergie-systemen en de integratie van flexi-
biliteit. Deze kwesties worden aangepakt via vier specifieke onderzoeksvra-
gen: twee fundamentele vragen die betrekking hebben op de praktische wer-
king van Multienergie-systemen en twee bredere vragen die de conceptuele
uitdagingen rondom flexibiliteit verkennen. Onder de fundamentele vragen on-
derzoekt dit werk eerst hoe billijk gedrag gestimuleerd kan worden in omge-
vingen met meerdere energiedragers. Hiervoor wordt een tweezijdige Multi-
energie unit-demand markt beschouwd en wordt aangetoond dat handelsre-
ductie zowel een budgetoverschot als billijk deelname kan waarborgen door
de marginale transacties uit de toewijzing te verwijderen. Een strakkere inte-
gratie van meerdere energiedragers heeft ook gevolgen voor de biedstrategieën
van individuele activa – behandeld als de tweede onderzoeksvraag. Toegang
tot verschillende energiedragers stelt agenten die deelnemen aan enkelvoudige
drager markten in staat om een deel van hun verplichtingen buiten de markt af
te wikkelen. We verkennen dit onderwerp door een elektriciteitsconsument die
flexibel is in de tijd te beschouwen, die toegang heeft tot een verwarmingssys-
teem. We tonen aan dat de mogelijkheid om overtollige elektrische energie
af te voeren in een wijkverwarmingsnetwerk de optimale biedstrategie over
meerdere tijdstappen spreidt.

Naast de fundamentele aspecten van Multienergie-flexibiliteit behandelt dit
werk ook bredere conceptuele uitdagingen met betrekking tot billijkheid en
epistemische onzekerheid in multidimensionale markten.

Een gevoel van billijkheid is cruciaal voor de acceptatie van nieuwe markt-
mechanismen. Omdat de integratie van flexibiliteit nieuwe marktontwerpen
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vereist, rijst de vraag hoe een gevoel van billijkheid tot stand kan worden
gebracht in nieuwe en nog niet gangbare marktmechanismen. Dit werk on-
derzoekt wat billijkheid betekent in de context van een tweezijdig markt-
mechanisme met flexibele unit-consumenten en producenten. We laten zien dat
de toevoeging van flexibiliteit enige ambiguïteit introduceert in de meer gang-
bare notie van non-discriminatie. Om deze ambiguïteit te adresseren, breiden
we het concept van non-discriminatie uit tot een nieuw concept van consistente
prijsstelling over equivalente uitkomsten. Voorts tonen we aan dat dit nieuwe
concept in lijn is met menselijke opvattingen van billijkheid uit de psychologie.

De tweede conceptuele uitdaging betreft onzekerheid. Omdat flexibiliteit
een product is dat is ontworpen om onzekere toekomstige energieproductie
aan te pakken, vereist elke markttransactie nauwkeurige voorspellingen om
goed te functioneren. Hoewel voorspellingsmodellen een deel van de onze-
kerheid kunnen beschrijven, bestaat er ook onzekerheid over het model zelf.
Het verschil tussen de inherente onzekerheid in het systeem – de aleatorische
onzekerheid – en de onzekerheid die door modellen wordt beschreven, wordt
epistemische onzekerheid genoemd. Idealiter moet de epistemische onzeker-
heid voor een flexibiliteitsmarkt zo klein mogelijk zijn, d.w.z. dat het voor-
spellingsmodel zo dicht mogelijk bij de ware onzekerheid ligt. Hoewel het
leveren van nauwkeurige voorspellingen een goed onderzocht onderwerp is
in geïsoleerde gevallen, wordt de taak in een marktcontext verder gecom-
pliceerd door de competitieve aard van markten: waarom zou een fluctuerende
hernieuwbare energiebron nauwkeurige voorspellingen aan een markt ver-
strekken? Om deze vraag te beantwoorden introduceren we het concept van
“best prediction incentivizing” en bieden oplossingen voor klassen van vereen-
voudigde distributies. De prikkel werkt door de kwaliteit van een voorspelling
te koppelen aan de betaling. Vervolgens breiden we de bruikbaarheid van
onze oplossing uit door aan te tonen dat deze kan worden afgestemd om
nauwkeuriger andere – meer voorkomende – distributies te benaderen.

Kortom, dit werk behandelt zowel fundamentele als conceptuele uitdagin-
gen gerelateerd aan multidimensionale flexibiliteitsmarkten. Hoewel we enkele
inzichten bieden in de gestelde vragen, zou het nalatig zijn om de verdere vra-
gen die dit werk oproept niet te vermelden. Met name de conceptuele uitda-
gingen rondom billijkheid en epistemische onzekerheid werden alleen in
vereenvoudigde voorbeelden onderzocht om een solide conceptueel funda-
ment te leggen. Het zou interessant zijn om te zien hoe deze concepten
zich ontwikkelen wanneer ze worden toegepast in praktijkgevallen, of om
de bredere implicaties van epistemische onzekerheid op mechanisme-ontwerp
te onderzoeken.
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1 Introduction

Global warming is one of the defining challenges facing humanity in the
21st century. The large amount of greenhouse gases, most notably CO2 and
methane, which have been put into the atmosphere, have already significantly
warmed the planet since the beginning of the industrial revolution (Lee et al.,
2023). The consequences of this warming, such as sea-level rise, ocean acidifi-
cation and desertification, have had a wide range of negative impacts on global
food supplies as well as the dying of species (Lee et al., 2023). The Intergov-
ernmental Panel on Climate Change (IPCC) sets out a goal of total warming
of at most 2◦C by the end of the 21st century. This will require a massive and
rapid reduction in greenhouse gas emissions.

As part of the required reduction of greenhouse gas emissions, electricity
systems around the world will have to undergo substantial changes. With 13.6
Gt of CO2 in 2023, electricity production is a major contributor to global
climate change (IEA, 2024b). Therefore, decarbonization of this sector, which
has historically been mostly coal and gas powered, is seen as a significant
component in achieving the IPCC’s 2◦C goal.

Carbon-neutral renewable energies have slowly been replacing fossil fuels
within the electricity sector. This development has not only been enabled by
advancements in renewable energy technology but also through government-
subsidies (Nicolini and Tavoni, 2017). As a result of these developments, so
called variable, i.e. uncontrolled, renewables made up 15% of global electricity
generation in 2024 and are projected to contribute 28% by 2030 (IEA, 2025b).
With regards to europe, the IEA projects that the share of variable renewables
will rise from 25% in 2024 to 40% in 2030 (IEA, 2025b). Going forward, most
of the reduction in CO2 emissions from the electricity system will be coming
from variable energy source, as can be seen in Figure 1.1.

While the rapid increase in carbon free electricity production has been vital
for the reduction of emissions, the scale of renewable energy integration poses
a significant challenge to electricity systems. The weather-dependent nature
of most renewable energy sources (RES) have resulted in uncontrolled spikes
of electricity production. These spikes have led to strong price fluctuations
on electricity markets (Auer and Haas, 2016; Pavlík et al., 2025) as well

1



2 Chapter 1 Introduction

Figure 1.1: Global Power Sector CO2 Emissions Reductions by 2050 (CC BY
4.0) (IEA, 2023b) (CCUS = Carbon Capture, Utilisation and Storage)

as network congestion sometimes going even so far as to cause negative
wholesale electricity prices (Pavlík et al., 2025; Seel et al., 2021). However,
Schöniger and Morawetz (2022) have pointed out that large RES integration
does not lead to high price fluctuations if the grid contains a sufficient amount
of flexibility, while Navia Simon and Diaz Anadon (2025) have argued that
increased RES adoption reduces the sensitivity of electricity prices to changes
in the price of natural gas.

Flexibility in the grid is broadly defined as the ability of a device to quickly
adjust its level of electricity production or consumption. Such a device can
be anything from dedicated generators over fleets of electric vehicles down to
individual consumers.

However, the conventional approach of providing additional generator ca-
pacity to deal with power fluctuations will not be financially viable in the fu-
ture. In the past, flexibility was provided in the form of spare capacity by con-
ventional generators. To provide more flexibility, one had to make more spare
capacity available, which come at a high investment cost. This means that the
cost increases linearly with the need for flexibility, making further RES inte-
gration rather expensive.

To keep the cost of providing flexibility from growing, there has been a
focus on making more intelligent use of existing infrastructure. This comes
in many different forms: Demand Response (Jin et al., 2025; Meir et al.,
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2017; Palensky and Dietrich, 2011; Wang et al., 2017), Time-shiftable loads
(Graditi et al., 2015) as well as coupling of different sectors and energy carriers
(Jin et al., 2025; Li et al., 2025, 2016; Luc et al., 2020; Wang et al., 2017),
all integrate different dimensions of the overall energy system to provide
flexibility. Rather than adding infrastructure to provide extra flexibility, the
goal is to make use of the interconnected nature of modern energy systems.

This thesis aims to contribute to a better understanding of how this integra-
tion of different dimensions can be accomplished in existing and future energy
markets.

1.1 Multi-Dimensional Flexibility
So far we provided a high-level understanding of the challenges posed by the
renewable energy transformation and its need for cheap flexibility. Equipped
with this overview, we will introduce the term multi-dimensional flexibility as
a distinctive concept from more traditional forms of flexibility and show how
it connects to current trends in energy system integration.

We will refer to multi-dimensional flexibility as the flexibility that arises
from the interaction of individual uses of energy. By coupling two – hopefully
independent – uses of energy, we obtain a fluctuation that is more easily
managed than when considered separately.

1.1.1 Forms of Multi-Dimensional Flexibility
A generator can provide flexibility for a particular point in time by its ability to
vary its energy output on short notice. Since providing flexibility to one point
in time is functionally independent of flexibility in another point in time, we
will refer to this kind of flexibility as one-dimensional flexibility.

Multi-dimensional flexibility, on the other hand, is about considering flex-
ibility across multiple dimensions of energy use. We will consider two broad
kinds of additional dimensions: time and type of energy carrier.

When considering time, electricity consumption at 3pm , 4pm and 5pm can
be considered as one multi-dimensional entity. The clear benefit here is that an
excess of production at 3pm could compensate for a lack of production at 5pm.

Another type of multi-dimensional flexibility is to combine several different
energy carriers. For instance in residential housing blocks, the heat consump-
tion and the electricity consumption can be viewed as one combined problem.
Similarly to the time integration, excess demand in heat might be compensated
by a lack of demand in electricity, resulting in an overall more predictable sys-
tem.

While both kinds of multi-dimensional flexibility require certain infrastruc-
ture, we will see that this infrastructure often already exists.
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1.1.2 Trends in Energy Integration
With this conceptual view of multi-dimensional flexibility, we will have a
look at several trends in the field of energy integration that enable this type
of flexbility.

Probably the most impactful trend in the energy sector relevant to flexibility
is the tighter integration between electrical, gas and heating systems. Both gas
and heating networks exhibit much higher inertia, making them ideal storage
for excess energy from a much more dynamic electrical system. While electri-
cal systems react very quickly to any kind of change in production or consump-
tion mandating a strict power balance, heating and gas networks can withstand
large changes in production/consumption without much immediate effect on
their operation. Not only can these networks withstand sudden changes, they
are also storing relatively large quantities of energy in already existing infras-
tructure.

The advent of power-to-gas technology has enabled bi-directional links
between electrical and gas networks (Glenk and Reichelstein, 2022). Li et al.
(2025) have considered the combined flexibility from district heating and
hydrogen-enriched compressed natural gas networks. While the technology
to turn electricity into hydrogen is not yet cost competitive (IEA, 2025a),
the bridge from electrical to heating networks is much more established.
Heat pumps are a mature technology and a range of thermal applications
have already been considered as viable storage for uncontrolled renewable
energies: from residential buildings (Foteinaki et al., 2018; Jin et al., 2025;
Luc et al., 2020; Xu et al., 2020) over office buildings (Jin et al., 2025; Lu
et al., 2022; Papachristou et al., 2021) all the way to greenhouses for growing
crops (Roncancio et al., 2022).

While the flexibility stemming from combining different energy carriers is
being enabled by adding connections between well established energy systems,
the inclusion of different time steps of electricity is made possible by two
developments: demand response and storage.

Generally speaking, demand response is the act of asking or incentivizng a
consumer to change their consumption (Palensky and Dietrich, 2011) – often
on short notice. This shift of consumption allows a system operator to react to
fluctuations by simply asking a consumer to change when they consume elec-
tricity, without expensive infrastructure investment. While demand response
is already well established for medium to large scale actors, recent develop-
ment have shown that by combining many small consumers, an aggregator can
provide demand response on a grid-relevant scale (Correa-Florez et al., 2019;
González et al., 2020). On the individual household level, the electrification
of more aspects of residential living is adding additional flexibility. In the past
few decades, many home owners in Europe have added photovoltaic panels
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to their rooftops (IEA, 2022), while cheaper electrical storage has made many
consider installing batteries. Heat pumps are replacing gas or wood powered
heating (Abbasi et al., 2021) and electric vehicles are becoming more com-
monplace (IEA, 2024a). Heat pumps provide storage by utilizing the thermal
mass of buildings (Jin et al., 2025; Mueller et al., 2014) while electric vehi-
cles can provide flexibility while plugged into the grid (Kumar et al., 2025;
Sepetanc and Pandzic, 2021). These developments, in the context of aggrega-
tion, will make these homes more valuable to the grid as a potential source of
flexibility.

Storage can also be viewed as providing a form of multi-dimensional
flexibility by connecting energy usage at different time steps. Similar to how
power-to-gas technology integrates different energy carriers, storage integrates
energy usage across time. Advancements in battery technology over the past
two decades have made grid-scale electric storage a viable option (Chen et al.,
2020; Huang and Li, 2022; Jiang et al., 2025). For a current review of grid-
scale battery technologies, we refer the reader to (Jiang et al., 2025).

As we can see, there is quite a potential for flexibility that emerges from the
combination of already existing infrastructure.

1.2 Markets and Mechanism Design
So far we have discussed the need for and examples of energy flexibility. How-
ever, to integrate flexibility into modern energy systems, we need to be able
to allocate flexibility optimaly, which requires an understanding of markets.
Therefore, in this section, we will define markets as well as mechanism de-
sign, its most important concepts and limitations.

1.2.1 What are Markets ?
Markets are a setting in which two or more entities freely engage in a mutually
beneficial trade. The freely part relates to the fact that neither of them are
forced to buy or sell an item, if they do not want to, while mutually beneficial
indicates that both get something out of the transaction.

A trade can be as simple as the exchange of a vase for C30. Curiously,
both the buyer and seller will walk away from the exchange feeling somewhat
superior. While the seller might say "I would have gone as low as C10", the
buyer thinks the vase to be worth at least C50. Both buyer and seller conclude
that they got the better deal, simply because they value the item differently.

But where does this discrepancy in value-perception come from? It stems
from a difference in circumstance that the buyer and seller find themselves in.
The seller might be a skilled craftsman with a good understanding of the vase
making process allowing them to make vases at a low price. The buyer, on
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the other hand, while lacking the technical expertise of the seller might have a
particular use or possess knowledge that such vases sell for at least C50 in a
nearby town. Ultimately, it is access to private skills and knowledge that makes
buyer and seller value the vase differently.

But then what is the vase actually worth? To answer this question, we have
to look at what happens when there is not just one trade happening, but many
buyers and sellers, all with different kinds of private information. When there
are more sellers the price of the vase will naturally go down as potential buyers
can simply choose to trade with whoever sells at the lowest price. Increased
competition between buyers will drive the price up as sellers can charge a
higher price and still sell their wares. The price that most vases will be sold
at is a result of these interactions. This means that there is no pre-determined
value of the vase but that the value is an emergent property and its trading price
an approximation thereof.

It has to be noted that the effects of this kind of trading go beyond value
approximation through price discovery: It can guide economic behaviour on
a large scale. The movements of prices can quickly and easily disseminate
abstracted information and thereby guide the allocation and investment of
both financial and human capital. Imagine for instance that the furnaces used
for making the vases are coal powered and that due to a far away natural
catastrophe the supply of cheap coal is severely restricted. This shortage causes
the price of coal to increase significantly. Given the increase in price, a vase
maker might shift some of their investment away from their marketing budget
and towards the purchase or development of more energy efficient furnaces.1

In the end, an event affecting coal production in one part of the world has led a
vase maker in another part of the world to investigate energy efficient furnaces.
In this sense, changes in price are signals that indicate whether a resource has
become easier or harder to obtain. Without any need for centralized control,
price signals are able to coordinate the economic behaviour of people across
large distances. This effect is often referred to as the “invisible hand” of the
market.

Looking back at our initial issue of renewable energy and flexibility integra-
tion, we hope it has become clear why we would like to leverage the “invisible
hand of the market”. Instead of trying to centrally plan a solution considering
all aspects of a future energy system, markets can guide expertise and invest-
ment to a most cost efficient integration of fluctuating renewables.

1 Alternatively, the vase maker might increase their marketing budget in the hope of convincing
the buying public that more expensive vases are a more desirable good.
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1.2.2 What is Mechanism Design ?
While markets refer to any kind of trading between individuals, a mechanism
refers specifically to the rules that govern the trading. By designing a mech-
anism, i.e. the rules of trading, we can steer the market towards a desirable
outcome. What is usually referred to as the invisible hand of the market takes
on a more concrete shape through the study of mechanism design.

A mechanism is a way of aggregating individual preferences/valuations
into a collective action. Given a set of agents N and a set of outcomes A,
a mechanism aggregates valuations of the agents into a particular outcome
a ∈ A and prices p. The valuation of an agent i ∈ N is expressed as a function
from the space of outcomes A to the real numbers, i.e. vi : A → R. Vi is
the space of all such functions. The agent reports a particular valuation vi
to the mechanism. The mechanism consists of a social choice function and
pricing functions. The social choice function f maps the combined valuation
profile of the agents, (V1×V2×...VN ), to an outcome a ∈ A. Within the energy
domain this collective action is often an allocation of resources, i.e. who gets
what amount of energy. The pricing functions pi maps the agents’ valuation
profile (V1 × V2 × ...VN ) to the price paid by agent i.

Definition 1.1 (Direct Revelation Mechanism (Nisan et al., 2007)). A direct
revelation mechanism consists of a social choice function f : V1 × V2 ×
...VN → A and a set of pricing functions p1, p2, ..., pN .

The study of mechanism design is about coming up with social choice and
pricing functions that result in a certain desirable outcome.

1.2.3 Important Concepts in Mechanism Design
With the use of mechanism design, the previously mostly unstructured inter-
actions between individuals can be designed to fulfil certain properties. Most
desirable properties in mechanism design relate to either the behaviour of the
individual or the collective outcome.

An often stated purpose of a market is to maximize Social Welfare (SW), i.e.
the overall “happiness”. Social Welfare is the sum of valuations of the agents
under a specific choice or outcome a. We refer to a mechanism as optimal if
the outcome it provides maximizes social welfare.

Definition 1.2 (Social Welfare). The social welfare of a choice a is the sum of
the agents valuations:

SW (a) =
∑
i∈N

vi(a)

However, the goal of maximizing SW can only be achieved if the agents
participate in the market honestly. If the agents stay away from the market,
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the mechanism only optimizes for a subset of the relevant agents, while if the
agents do participate but report their valuations dishonestly, the mechanism
will optimize for an incorrect valuation profile not capturing the actual SW.
The notions of participation and honesty are defined in mechanism design as
Individual Rationality (IR) and Incentive Compatibility (IC).

To properly define these two terms, we need to introduce some additional
notation: we denote the true valuation of agent i as v∗i and the valuations
reported by all agents except agent i as v−i. We, further, denote the resulting
action of the mechanism when agent i reports vi as a(v−i, vi) and the resulting
price for agent i as pi(v−i, vi).

Individual Rationality (IR) states that no agent participating honestly will
be left with a negative utility.

Definition 1.3 (Individual Rationality (Nisan et al., 2007)). A mechanism is
Individually Rational if

v∗i (a(v−i, v
∗
i ))− pi((v−i, v

∗
i )) ≥ 0 ∀v−i

Incentive Compatibility (IC) states that the best strategy of an agent is to
report their valuation honestly.

Definition 1.4 (Incentive Compatibility (Nisan et al., 2007)). A mechanism is
Incentive Compatibility if

v∗i (a(v−i, v
∗
i ))− pi(v−i, v

∗
i ) ≥ v∗i (a(v−i, vi))− pi(v−i, vi) ∀vi, v−i

Designing a mechanism that optimizes for the overall welfare of a system
is a noble goal. However, this goal can only be realized if the market that
implements it is feasible. In order for a market to be feasible it has to also be
financially sustainable.

Financial sustainability can be expressed as budget balance – the payments
made by and to the market cancel each other out.

Definition 1.5 (Budget Balance). A mechanism is budget balanced if∑
i∈N

pi(v−i, vi) = 0 ∀v−i, vi

It should be noted that the weak budget balance version of this property allows
the market to run a surplus (Dash et al., 2003), which might be desirable to
cover operational costs.

1.2.4 Limitations in Mechanism Design
While mechanism design can be used to shape markets, there are also both
theoretical as well as practical limitations to it.
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One of the major theoretical limitations is the impossibility result regarding
double sided auctions. To elaborate on this, we will first introduce the well
known Vickrey–Clarke–Groves (VCG) mechanism.

Definition 1.6 (Vickrey–Clarke–Groves Mechanism (Nisan et al., 2007)). The
Vickrey–Clarke–Groves mechanism picks the social welfare maximizing op-
tion:

a∗ = argmaxa (SW (a))

and agent i is charged an amount hi(vi), which is independent of its reported
valuation i, while being paid the sum of reported valuations of the other agents
in the market, i.e.:

pi = hi(vi)−
∑

j∈N\{i}

vj(a
∗)

The quantity hi is often set to the sum of valuations that all other agents can
obtain if i did not participate, i.e.:

hi(vi) = maxa∈A

∑
j∈N\{i}

vj(a)

This way of setting hi is referred to as the Clarke pivot rule.

In plain language, the VCG mechanism finds the optimal allocation while
setting prices such that they reflect the positive or negative effect an agent has
on the other agents in the market. This way of pricing does not only have a
certain socially just ring to it but also makes the VCG mechanism Individually
Rational as well as Incentive Compatible. However, it has been shown that the
VCG mechanism always runs a budget deficit. Worse than that, it has been
shown that no mechanism can be simultaneously social welfare optimizing,
IR, IC as well as weakly budget balanced (Myerson and Satterthwaite, 1983).
This means that it is impossible to design a double sided auction mechanism
that has all the desired properties we outlined in the previous subsection.

In practical terms, we have the issue of actually computing the solutions,
since we do not have infinite computational power. More specifically, with
regard to the computability of the market, we require that the social choice
and pricing functions are not only solvable but also exhibit low computational
complexity. As the percentage of RES increases so will the demand for flexi-
bility. This increase in demand will naturally drive more participants towards
well functioning flexibility markets. The design of such markets has to take
this potential increase in participation into account. A mechanism, therefore,
has to scale well in computational terms. For flexibility markets to continue to
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function in the long run, we would like the underlying mechanism to scale in
polynomial time with the number of participants.

1.3 Related Concepts
So far we have surveyed different types of multi-dimensional flexibility, de-
sired properties of energy markets as well as general notions and limitations of
mechanism design. However, when it comes to real-world applications, con-
cepts outside of the immediate technical domain also become relevant.

In the following we will discuss two such related concepts: fairness and
epistemic uncertainty.

1.3.1 Fairness from Psychology to Mathematics
Fairness, the feeling that one is neither being disadvantaged nor favoured by
the world, is a hard to pin down yet important concept. What is or is not fair
often lies in the eye of the beholder. Yet, a sense that one is being treated
unfairly can easily lead someone to avoid a system. Given this subjectivity and
importance, we need to consider both how humans perceive fairness as well as
how fairness can be described mathematically.

Psychology provides us with conceptual lenses through which to understand
how humans perceive fairness. While the psychology literature on fairness cov-
ers a wide spectrum, the relevant parts for our discussion are two contrasting
concepts on how people generally derive a sense of fairness: the distributive
justice approach states that people judge the fairness of a situation by compar-
ing their personal outcome with that of people around them (Chapuis, 2012;
Maxwell, 2002). In contrast, procedural justices states that humans can gain
a perception of fairness of the outcome by judging the underlying mechanism
itself (Chapuis, 2012; Maxwell, 2002).

However, insights into fairness perception are only useful to the design
of markets if they can be expressed mathematically. In mechanism design,
fairness is often codified as envy-freeness. Envy-freeness closely resembles the
concept of distributive justice in psychology: a mechanism is considered envy-
free if after the allocation and prices have been announced, no agent would
prefer the assignment of another agent (Nisan et al., 2007). An alternative
fairness property in mechanism design is non-discriminatory or anonymous
pricing: the price that an agent has to pay does not depend on the identity of
the agent (Conen and Sandholm, 2004; Sandholm and Suri, 2001).

1.3.2 Uncertainty: Aleatoric and Epistemic
In order to design markets that integrate flexibility, we need to have a proper
understanding of uncertainty. Uncertainty, and the fluctuations that come with
it, is what makes integrating renewable energies so difficult, while flexibility is
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what allows us to react to unexpected fluctuations. However, using flexibility
in response to fluctuations requires that we have a good understanding of the
fluctuation.

A good understanding of future power fluctuations encompasses more than
mathematical models. Through the use of probability distributions it is pos-
sible to describe power fluctuations and such mathematical models have in
fact been used extensively to capture the uncertainty of renewable energy pro-
duction. However, since none of us is omniscient, there is and always will
be a difference between the true uncertainty, which philosophy refers to as
aleatoric uncertainty (Der Kiureghian and Ditlevsen, 2009; Hüllermeier and
Waegeman, 2021), and the uncertainty that is described by a model. This dif-
ference is referred to as the epistemic uncertainty: the uncertainty that exists
about the mathematical model describing the uncertainty (Der Kiureghian and
Ditlevsen, 2009; Hüllermeier and Waegeman, 2021).

Ultimately, to properly address the uncertainty that comes with most renew-
able energy sources, we need to be aware that there are limits to any model and
that there will always exist a gap between modelled and aleatoric uncertainty.
In short, we need to be aware that epistemic uncertainty exists.

1.4 Research Questions
So far we have outlined a potential solution to the challenges facing a clean
energy transition: What we have seen is that multi-dimensional energy systems
can provide additional flexibility via existing infrastructure (Section 1.1) while
markets through price discovery can guide investments towards more cost
efficient solutions (Section 1.2.1). This left us with a technical solution for
providing cheap flexibility – multi-dimensional energy systems – and a process
for integrating them efficiently – energy markets.

However, we have also seen that there are technical challenges and limita-
tions to the design of markets itself (Section 1.2.2–1.2.4) and that the intro-
duction of flexibility and uncertainty adds further conceptual challenges to the
design process (Section 1.3).

These technical limitations and broader conceptual challenges lead us to the
question of how multi-dimensional flexibility can generally be integrated into
modern energy markets.

Main Research Question
What are ways to integrate multi-dimensional flexibility into current and future
energy markets.

To address this overall research question we consider both general questions
of multi-energy integration (Section 1.4.1) as well as conceptual challenges
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of multi-dimensional flexibility (Section 1.4.2). With regard to integration we
consider the problem of how to incentivize multi-energy agents to report hon-
estly (Research Question 1) and explore the question of how access to multi-
dimensional flexibility affects the bidding strategies of flexible-in-time energy
consumers in conventional electricity markets (Research Question 2). Given
the importance of markets to energy flexibility, we explore the conceptual chal-
lenges of fairness (Research Question 3) and epistemic uncertainty (Research
Question 4) in energy flexibility itself.

1.4.1 Multi-Energy Systems Integration: Incentives and Strategies
We consider multi-energy integration both on a market and an individual level.
For the market level, we address the question of incentives in multi-energy
markets (Research Question 1), while on an individual level, we explore the use
of multi-energy systems specifically for flexibility-providing assets. (Research
Question 2).

Research Question 1
How can we incentivize honesty in multi-energy markets?

As mentioned earlier, incentivizing market-participants to be honest is vital
in aligning the optimization problem that the market operator solves with
the social goal that the market is supposed to address. However, as noted
in Section 1.2.4, Incentive Compatibility cannot be achieved at the same
time as optimality, Individual Rationality and Weak Budget Balance. While
optimality is obviously a desired goal, from a market operator perspective
Weak Budget Balance is important for sustaining the operation itself, while
breaking Individual Rationality might cause agents to not participate in the
market at all to avoid a negative return.

We explore this tension by providing a mechanism for a multi-energy
market.

Research Question 2
How can access to a district heating network be used for energy procurement
in current electricity markets?

For the foreseeable future, traditional energy markets will play a significant
role in the integration of flexibility. While tailor-made flexibility markets
would give flexible assets the best opportunity for selling their service, such
markets have not yet been widely adopted. In the absence of dedicated markets,
flexible assets have to make use of their abilities on traditional energy markets.

Simply having access to a district heating network allows for a wider range
of bidding strategies in conventional energy markets. With only access to
the electricity market, an agent is required to procure exactly the amount
it consumes. With additional access to a district heating network, an agent
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procuring above their needs is able to shed excess electricity in the form of
heat.

How this access to a district heating network affects bidding strategies is
the question we explore by providing procurement strategies. As a setting
we consider a flexible-in-time consumer bidding on a day-ahead electricity
market, while shedding excess electricity in a district heating network.

1.4.2 Conceptual Challenges regarding Flexibility: Fairness and
Uncertainty
The previous research question considered a single agent utilizing multi-
energy flexibility in conventional electricity markets. However, such a setup
limits the flexibility benefit to one specific agent. Therefore, we also consider
the trading of flexibility in the context of multi-agent systems. More specifi-
cally we explore some of the challenges that come with flexibility trading due
to its peculiar nature.

Conceptually, flexibility differs from conventional energy both in what it
does and what it is used for. Flexibility is often vaguely defined as the ability
to adjust or shift energy output in response to an uncertain future. The two
key points here are the adjustability of the output and the uncertainty of the
future. The adjustability causes fairness to become a difficult to define concept
(Research Question 3) while the uncertainty raises the question of how to
obtain good predictions about future events (Research Question 4).

Research Question 3
What is fairness in flexible energy systems and how can it be achieved?

A sense of fairness is a pivotal contributor to acceptance and adoption of
novel energy markets. Given that flexibility markets have been a more recent
development and are not yet well established in current energy systems, it is
important that we understand how fairness plays out in such markets.

Fairness in flexible energy systems is complicated because fairness is a
vaguely defined human concept and flexibility introduces ambiguity about
market outcomes. Given its vague nature, there exist different definitions
in both the mechanism design and psychology literature. While there are
some established approaches to fairness in the mechanism design literature
such as envy-freeness and non-discrimination, these approaches become less
clearly defined in the context of flexibility. Flexibility, the ability to adjust
to changing circumstances, creates ambiguity about the optimal outcome by
allowing for distinct outcomes to be the same in essence. For instance, if a
market participant requires one unit of energy but is flexible about the exact
time, then providing the energy at 3pm or 4pm are distinct outcomes that
are essentially the same. However, these distinct outcomes might come with
different prices giving rise to potentially unfair pricing.
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We explore this very human concept by providing both conceptual and
concrete solutions in the context of a flexible-in-time bilateral energy market.

Research Question 4
How to incentivize accurate predictions in flexibility markets?

Flexibility markets address the problem of uncertain fluctuating energy
production. Flexibility in energy systems is broadly defined as the ability of an
actor/device to quickly adjust its power consumption/production in response
to power fluctuations. Unlike conventional energy production, the value of
flexibility is not as much in the energy itself but rather in the ability to react
to an uncertain future. For instance, when there is an unexpected drop in
energy consumption, a flexible device adds value by being able to increase
its consumption on short notice.

Providing the correct amount of flexibility requires accurate predictions.
Given flexibility as the solution to unexpected energy fluctuations, the next
question becomes "How much flexibility is needed?". To answer this question,
we need to quantify the uncertainty of future energy production and consump-
tion. This is usually done in the form of energy forecasts/predictions.

However, in flexibility markets obtaining accurate predictions becomes a
question of incentives. In centralized systems, the system operator has access
to all relevant information and forecasting becomes a purely technical issue.
In a market system, the relevant information is provided by self-interested par-
ticipants. Given the self-interest of agents, there needs to be a clear benefit for
providing accurate predictions. This leads to the question of how to incentivize
agents to provide accurate predictions. We explore this question by providing
both conceptual and concrete solutions in the context of a peer-to-peer flexi-
bility market.

1.5 Thesis Outline
Chapter 1 provided background information on the necessity and challenge
of integrating flexibility into modern energy systems. After an overview of the
relevant scientific fields and related concepts, four research question address-
ing both the foundational as well as broader conceptual challenges have been
proposed.

These research question will be addressed in subsequent Chapters 2–5.
Chapter 2 addresses research question 1 in the context of a two sided auc-

tion setting. The main result of this chapter is that trade reduction mechanisms
can provide a budget balanced, IC and IR mechanism for multi-energy systems
while being close in terms of maximum social welfare.
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Chapter 3 addresses research question 2 in the context of a flexible-in-time
energy consumer with access to a district heating network participating on day
ahead electricity markets. The main result of this chapter is that the ability
to shed excess energy enables assets to make better use of their flexibility by
allowing for more spread out bidding strategies.

Chapter 4 addresses research question 3 in the context of a two sided
market with flexible-in-time unit-consumers and producers. The main result
of this chapter is that flexibility in time complicates conventional fairness
concepts such as non-discrimination. To address this complication, the concept
of fairness by pricing consistency over equivalent outcomes is introduced.

Chapter 5 addresses research question 4 in the context of a peer-to-peer
flexibility market. The main result of this chapter is that epistemic uncertainty
complicates the idea of incentive compatibility as agents do not have perfect
knowledge of the future. To address this complication, the concept of Best
Prediction Incentivizing pricing functions is introduced.

In Chapter 6, answers to the research questions, which were provided in
Chapter 1 and considered in detail in Chapters 2-5, will be discussed. From
this discussion, conclusions will be drawn regarding the present state of the art
and future research directions will be proposed.
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2CombinedHeat andPower
Markets byDouble-Sided
Auction Mechanisms

Preface In order to reduce CO2 emissions, energy systems using different
energy carriers (e.g., heat and power) are becoming more intertwined and
integrated. However, coordination between non-cooperative participants of
these systems in the combined heat and power domain has been limited to
single-sided auctions with one centralised seller. In this chapter, we present a
double-sided auction mechanism in which prosumers as well as consumers and
producers of heat and power can participate. By showing that our mechanism
is Incentive Compatible and Individually Rational, we ensure that truthful
bidding is the optimal strategy, simplifying the bidding process and thus
accommodating agents with limited computational resources. Finally, we show
that our mechanism is fiscally sustainable, i.e., Weakly Budget Balanced and
close to optimal. 1

2.1 Introduction
Global warming is one of the defining challenges of the 21st century. In order
to reduce CO2 emissions, significant investments in energy infrastructure and
renewable energy sources (RES) have been made. These investments have
had profound effects on the energy sector. Excess electricity production from
fluctuating RES had to be curtailed at times (Böttger et al., 2014), while heating
systems have been switched from gas-fired or electric boilers to combined
heat and power plants (CHPs), which convert fuel much more efficiently by
producing both heat and electricity.

Closer coordination between power and heat systems promises more effi-
cient use of energy, meaning less curtailment of RES (Böttger et al., 2014;
Mueller et al., 2014), better use of exhaust heat from industrial processes (Chae

1 This chapter is based on publication (Saur et al., 2019)
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et al., 2010) and a more economic operation of CHPs with District Heating
Networks (Dimoulkas and Amelin, 2014; Javanshir et al., 2023). Attempts of
better integration between heat and power have often focused on how to give
individual CHPs the flexibility to react to fluctuating renewable electricity pro-
duction, by considering heat storage – either dedicated (Chen et al., 2014; Di-
moulkas and Amelin, 2014; Su et al., 2026) or indirectly in District Heating
Networks (Li et al., 2016) – or by extending the operational range through the
use of Power-to-Heat devices (Chen et al., 2014; Dimoulkas and Amelin, 2014;
Gao et al., 2023). Zhong et al. (2018a) (with some extensions in (Zhong et al.,
2018b)) introduced a multi-energy auction mechanism to coordinate between
self-interested agents. However, this line of work was limited to single-sided
auctions in which participants only buy electricity and heat from a single cen-
tralised seller. Since the publication (Saur et al., 2019) of the work underlying
this chapter, the field of multi-energy market mechanisms has expanded into
double sided auctions. Both (Li et al., 2023) and (Fu et al., 2025) provide two
sided markets for combined heat and power. However, neither of them show
that their approach is Incentive Compatible, i.e. guarantees honest behaviour
by the participants.

To summarize, the engineering issue at hand is to design a market that
allows participants to trade heat and electricity in an integrated way. This
includes industrial processes that require both heat and power to operate,
combined heat and power plants, whose heat and electricity output is coupled
and heat pumps that can only sell heat if the necessary electricity is procured.

This work addresses an underlying foundational challenge of market design
in a stylized setting that still captures the essential aspects of such integrated
energy trading. We first develop a market model that allows both consumers
and producers as well as power-to-heat devices to participate. We then design
a double auction mechanism for allocating supply and demand in this market
model. The mechanism design is based on the concept of trade reduction,
which was first introduced in McAfee (1992). Gonen et al. (2007) provide a
general framework for creating trade reduction mechanisms based on optimal
dividing functions, but only provide a way of obtaining such dividing functions
for procurement class domains, in which replacement sets are always of size
one, i.e. an agent in a trade can only ever be replaced by one agent. However, in
our setting, we consider agents that simultaneously buy heat and sell electricity.
Such an agent can be replaced with two agents, one buying heat and another
selling electricity. This work provides a trade reduction mechanism for such
a setting. For a broader and more up to date overview of trade reduction
mechanisms, we refer the reader to (Ehrlich et al., 2025). For our mechanism,
we show that it incentivises agents to participate truthfully in the market, i.e.,
the mechanism is Individually Rational (IR) (Nisan et al., 2007) and Incentive
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Compatible (IC) (Nisan et al., 2007). We thereby reduce the need for the agents
to strategize. Lastly we prove that our market design does not require subsidies,
i.e., the mechanism is Weakly Budget Balanced (WBB) (Dash et al., 2003) and
show that our mechanism is close to optimal for large numbers of participants.

In this work, we contribute to the scientific literature by:

• Introducing a market model in which agents can simultaneously buy
and sell heat and power, enabling power-to-heat devices to participate as
service providers.

• Developing a double auction mechanism based on trade reduction, which
we show to be not only WBB but also IR and IC for all market partici-
pants.

2.2 The Model
We introduce our market model and define desirable properties for its pricing
mechanisms. We consider a unit demand/supply market, in which agents can
both buy and sell bundles of heat and electricity. A unit in this market can be
any amount of energy from Wh to MWh, as long as the unit stays consistent
within a single run of the market. Every agent l in the set of agents N has
a desired bundle (il, jl), with il, jl ∈ {0, 1,−1}, and associates a private
valuation vl ∈ R with this bundle. i indicates the amount of electricity while
j is the amount of heat. Positive values in the bundle indicate consumption,
while negative values are associated with production. For instance, a bundle
(1,−1) means an agent wants to consume one unit of electricity and produce
one unit of heat. Every agent l ∈ N submits one bid bl consisting of its desired
bundle and a reserve price ρl ∈ R: bl = ((il, jl), ρl). The reserve price is the
maximum price an agent is willing to pay for its bundle, with negative values
seen as payments to the agents. We will call a bid involving only one of the
commodities a simple bid, e.g. ((1, 0), ρl), ((0,−1), ρl), while calling all other
bids complex bids.
Agents posses a quasi-linear utility function ul(X,P ), where X is the binary
allocation vector, with xl = 1 if agent l is allocated and xl = 0 otherwise, and
P(il,jl) is the price set for bundle (il, jl) by the mechanism. Not receiving any
bundle leaves the agent with zero utility.

ul(X,P ) = vl · xl − P(il,jl) · xl (2.1)

An allocation is feasible if it results in material balance, i.e.,
∑

l∈N il ·xl =
0 ∧

∑
l∈N jl · xl = 0, ensuring that every unit of energy produced is also

consumed within the system.
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We assume a disinterested market operator concerned with maximising the
social welfare of the system as a whole. Similarly to (Chu, 2009), we define
social welfare as the sum of valuations of all of the participating agents.

Given this we can express our task as maximizing the following:

SW =
∑
l∈N

vlxl

s.t.
∑
l∈N

il · xl = 0;
∑
l∈N

jl · xl = 0

xl ∈ {0, 1},

(2.2)

where the first constraint ensures strict material balance, while the second
constraint prohibits partial allocation of bundles.

2.2.1 Properties Relevant to Mechanism Design
In this section, we explain some of the properties we want our market to have.

To coordinate between all the bidding agents, a mechanism takes in all
bids and outputs an allocation of trading agents and prices. However, as the
mechanism only receives reported bids (ρl) and not true valuations (vl), it only
maximizes social welfare, as described in equation 2.2, if the agents report
their private valuations truthfully, i.e. ρl = vl ∀l ∈ N .

Mechanisms that are Incentive Compatible (IC) make truthful reporting
the utility maximising strategy for every agent independent of the behaviour
of other agents. The assumption of honesty is, therefore, fulfilled under the
much weaker assumption of utility maximising agents if the mechanism is
IC. Further, making truthful reporting the optimal strategy independent of the
bids of other agents obviates the need for sophisticated bidding strategies. This
enables small agents with limited computational power to efficiently operate
in the market.

Additionally, to make participation appealing to agents, the mechanism
should be Individually Rational (IR), i.e. reporting truthfully to the auctioneer
never leads to negative utility for the reporting agent.

However, the seminal paper by Myerson and Satterthwaite (1983) showed
that it is impossible to design a mechanism that is IC, IR, optimal in social
welfare and Weakly Budget Balanced (WBB) at the same time, meaning any
optimal, IC and IR mechanism necessarily runs a budget deficit, making it un-
sustainable. This impossibility result can be amended by trade reduction mech-
anisms, which artificially raise buying and lower selling prices by removing
trading agents, in effect sacrificing some social welfare for WBB (McAfee,
1992).

The formal definitions of these concepts are as follows:



2.3 Trade Reduction Mechanism 21

Definition 2.1 (IC). (Nisan et al., 2007) A mechanism is IC if for all agents
truthfully reporting their valuation maximises their utility independent of what
others bid.

Definition 2.2 (IR). (Nisan et al., 2007) A mechanism is IR, if for all agents
truthful reporting never leads to negative utility.

Definition 2.3 (WBB). (Dash et al., 2003) A mechanism is WBB, if the
payments by the agents to the mechanism always outweigh the payments made
by the mechanism.

We strive to develop a mechanism that is IC, IR and WBB.

2.3 Trade Reduction Mechanism
In this section, we introduce our trade reduction mechanism. We make the
following two assumptions.

Assumption 2.1. No two bids have the exact same valuation.

Assumption 2.2. The market is deep: there is a sufficient number of bids per
bundle allocated.

Our mechanism outputs both a final allocation and a set of prices, one for
each bundle. As described in Alg. 1, it computes an optimal allocation X∗ (line
1), removes the lowest two bids per bundle (lines 4 and 5), and sets the prices
to the value reported by the removed bids (line 3).

Algorithm 1: Trade reduction mechanism returns the final allocation
and prices.

Data: Set of Bids B
Result: Final allocation X□ and prices P

1 X∗ ← argmaxXSW (X,B) for i ∈ {0, 1,−1} do
2 for j ∈ {0, 1,−1} do
3 P(i,j) ← ρs(i,j)
4 x∗

k(i,j) ← 0

5 x∗
s(i,j) ← 0

6 P ←
⋃

i,j∈{0,1,−1} P(i,j)

7 X□ ← X∗

8 return (X□, P )
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To describe the process in more detail, we introduce k(i, j) as the allocated
agent with the lowest bid for bundle (i, j).

k(i, j) = argminm∈N{ρm|(im, jm) = (i, j) ∧ x∗
m = 1}

Next to k(i, j), we define the next lowest bid for every bundle as s(i, j).

s(i, j) = argminm∈N{ρm|ρm > ρk(i,j), (im, jm) = (i, j)} (2.3)

The price for bundle (i, j) is defined by agent s(i, j).

P(i,j) = ρs(i,j), i, j ∈ {0, 1,−1} (2.4)

2.3.1 General Properties
Before we discuss the desired properties of our trade reduction mechanism
(i.e., IR, IC, WBB), we establish some properties that are required for the
proofs in Section 2.3.2. Notably, we establish that all agents in the final
allocation reported a value above the price defining agent (see Lemma 2.2),
remain allocated as long as they report a value above the value of the price
defining agent (see Lemma 2.7) and cannot influence the price while allocated
(see Lemma 2.8).
First we introduce some notation. Let N∗ be the set of all agents allocated
under allocation X∗: N∗ = {l ∈ N |x∗

l = 1}.The set of all agents interested
in bundle (i, j) is denoted as N(i, j) = {l ∈ N |(il, jl) = (i, j)}.

The two agents, k(i, j) and s(i, j), which are removed by the trade reduc-
tion mechanism, will be denoted as N∆(i, j). This set is clearly defined be-
cause of Assumptions 2.1 and 2.2.

N∆(i, j) ⊂ N∗(i, j)

s.t. |N∆(i, j)| = 2 ∧ (ρm > ρl)

∀l ∈N∆(i, j), ∀m ∈ N∗(i, j) \N∆(i, j)

(2.5)

Agent s(i, j) is therefore the highest valued bid in N∆(i, j).

s(i, j) = argmaxl{ρl|l ∈ N∆(i, j)} (2.6)

The set of all removed bids is defined as N∆ =
⋃

(i,j) N
∆(i, j), which

allows us to describe the final allocation N□ as follows:

N□ = N∗ \N∆. (2.7)

We consider an agent l ∈ N interested in bundle (i, j) and consider the
effects of only agent l changing its bid. For this, we introduce the bidding
profile b−l = (b1, b2, ...bl−1, bl+1, ...bn) as the set of bids from all agents
except for agent l. We define N1∗(((i, j), ρ1l ), b−l) and N2∗(((i, j), ρ2l ), b−l)
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as an optimal allocations resulting from agent l bidding ρ1l and ρ2l under
bidding profile b−l, respectively. For brevity, we will write N1∗ and N2∗

instead of N1∗(((i, j), ρ1l ), b−l) and N2∗(((i, j), ρ2l ), b−l).
We show that an allocated agent cannot affect an optimal allocation by

increasing its bid (see Lemma 2.1 and Corollary 2.1) and describe all allocated
agents (see Lemma 2.2).

Lemma 2.1. Given a bidding profile b−l and an agent l interested in bundle
(i, j) the following statement holds:(

ρ2l > ρ1l ∧ l ∈ N1∗) =⇒ N1∗ = N2∗.

Proof. Assume by contradiction that ρ2l > ρ1l ∧ l ∈ N1∗ and N1∗ ̸= N2∗. We
define T∆ = N1∗ \N2∗ and T−∆ = N2∗ \N1∗, with which we can express
N2∗ as follows:

N2∗ =
(
N1∗ \ T∆

)
∪ T−∆. (2.8)

As N2∗ is an optimal allocation given bids B2 = (((i, j), ρ2l ), b−l), we know
that

∑
m∈N2∗ ρ2m ≥

∑
m∈N1∗ ρ2m. Applying equation (2.8) gets us to the

following expression:∑
m∈N1∗

ρ2m −
∑

m∈T∆

ρ2m +
∑

m∈T−∆

ρ2m ≥
∑

m∈N1∗

ρ2m∑
m∈T−∆

ρ2m −
∑

m∈T∆

ρ2m ≥ 0. (2.9)

Given the fixed bidding profile b−l and ρ2l > ρ1l , we know that ρ2m ≥
ρ1m ∀m ∈ N and therefore

∑
m∈T∆ ρ2m ≥

∑
m∈T∆ ρ1m. Furthermore, ρ1m =

ρ2m holds for all m ̸= l from which follows that
∑

m∈T−∆ ρ2m =
∑

m∈T−∆ ρ1m
as l /∈ T−∆. Applying these insights to equation (2.9) results in:∑

m∈T−∆

ρ1m −
∑

m∈T∆

ρ1m ≥
∑

m∈T−∆

ρ2m−
∑

m∈T∆

ρ2m ≥ 0∑
m∈T−∆

ρ1m −
∑

m∈T∆

ρ1m ≥0. (2.10)

There exist two cases for equation (2.10) – strictly larger and equality.
When

∑
m∈T−∆ ρ1m −

∑
m∈T∆ ρ1m > 0 holds, equation (2.10) contradicts

our assumption that N1∗ is optimal, as N1∗ \ T∆ ∪ T−∆ results in higher
social welfare. When equality holds, either T−∆ = T∆ = ∅ in which case
N1∗ = N2∗ or there exist multiple optimal allocations, one of which is N2∗;
consistent tie breaking will lead to N1∗ = N2∗.
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Corollary 2.1. Given a bidding profile b−l and an agent l the following holds:(
l ∈ N1∗ ∧ l ∈ N2∗) =⇒ N1∗ = N2∗.

Lemma 2.2 (Allocated Agents). ρl > ρs(i,j) ∀l ∈ N□(i, j)

Proof. s(i, j) ∈ N∆(i, j). The result follows from the definitions of N∆(i, j)
and N□(i, j) in (2.5) and (2.7).

We next introduce the central concept of a trade (see Definition 2.4) as the
building block of allocations (see Lemma 2.3) and show that trades can at most
contain 2 bids on the same bundle (see Lemmas 2.4 and 2.5).

Definition 2.4 (Trade). A trade T is a nonempty set of agents m s.t.
(
∑

m∈T im = 0 ∧
∑

m∈T jm = 0) while ∄T̃ ⊊ T s.t. T̃ ̸= ∅ ∧∑
m∈T̃ im = 0 ∧

∑
m∈T̃ jm = 0

Lemma 2.3. Every feasible allocation set NX can be partitioned into a set of
trades: NX = ∪mTm

Proof. Take any feasible allocation set NX . Since NX is feasible we know
that (

∑
m∈NX im = 0 ∧

∑
m∈NX jm = 0).

One of two cases applies. NX can be partitioned into two feasible non-empty
allocation sets, which can be partitioned again. NX cannot be partitioned into
two feasible allocation sets. Therefore there does not exist a non-empty strict
subset of NX that is feasible and NX is a trade by Def. 2.4.

Lemma 2.4. No trade T can contain more than one complex bid for the same
bundle (i, j) i, j ̸= 0.

Proof. The proof goes to show that assuming the opposite always leads to a
trade within a trade, which contradicts our definition of a trade. We start by as-
suming that there is a trade T and two agents l,m ∈ T bidding on bundle (i, j)
i, j ̸= 0. Let T− = T \{l,m} be the residual trade. For T to be materially bal-
anced

∑
r∈T− ir = −2i∧

∑
r∈T− jr = −2j has to hold. Therefore, T− needs

to contain at least two agents bidding on bundles {(−i, 0), (−i,−j), (−i, j)}
and at least two agents bidding on bundles {(0,−j), (−i,−j), (i,−j)}.

All of these options will lead to a contradiction. If there exists an agent
r ∈ T− bidding on bundle (−i,−j), then {r, l} ⊊ T is a trade. If there exists
an agent r ∈ T− bidding on bundle (−i, j), then for the trade to be materially
balanced the following has to hold:

∑
r∈T−\r jr = −3j. This means that T

has to contain three agents bidding on bundles {(0,−j), (i,−j), (−i,−j)}.
However, there cannot be an agent r2 ∈ T bidding on bundle (i,−j), because
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{r, r2} constitutes a trade. As mentioned before T cannot contain an agent
bidding on bundle (−i,−j). Therefore, T has to contain three agents r2, r3, r4
bidding on (0,−j). However, this leads to the following trade within a trade:
{l, r, r2, r3} ⊊ T . The same reasoning holds for bundle (i,−j). Therefore, for
T to be materially balanced, T− contains agents r1, r2 bidding on (−i, 0) and
agents r3, r4 bidding on (0,−j). However, then {l, r1, r3} ⊊ T is a balanced
trade.

Lemma 2.5. No trade can contain more than two bids for the same simple
bundle (i, j) ∈ {(1, 0), (0, 1), (−1, 0), (0,−1)}

Proof. We assume, contrary to the lemma, that there exists a trade T with
bids l,m, o ∈ T on a bundle (i, 0), i ∈ {1,−1}. Let T− = T \ {l,m, o}.
For T to be feasible

∑
r∈T− ir = −3i and therefore there have to be three

bids on bundles {(−i, 0), (−i, 1), (−i,−1)}. However, there cannot be a bid
r ∈ T on bundle (−i, 0). Otherwise {r, l} ⊊ T and T \ {r, l} are feasible
trades, contradicting our definition of a trade. Therefore, there have to be 3
bids on bundles in {(−i, 1), (−i,−1)}, which means that at least two bids are
on the same complex bundle which violates Lemma 2.4. This contradiction
holds similarly for 3 bids on a bundle (0, j), j ∈ {1,−1}

With this knowledge about the composition of trades, we establish the value
of the price defining agent as a lower bound on what an allocated agent could
have bid and still be allocated (see Lemmas 2.6 and 2.7).

Lemma 2.6. Given a bidding profile b−l, an agent l interested in bundle (i, j)
and its bid ((i, j), ρ1l ) such that l ∈ N1∗:

ρ2l > ρs1(i,j) =⇒ l ∈ N2∗.

Proof. Given an agent l with bid ((i, j), ρ1l ) such that l ∈ N1∗, assume
contrary to the lemma that ρ2l > ρs1(i,j) and l /∈ N2∗. There are two cases
to be considered.

Case 1: l ∈ {s1(i, j), k1(i, j)}: If so, we know that ρ2l > ρs1(i,j) ≥ ρ1l and
thus l ∈ N2∗ by Lemma 2.1. This contradicts the initial assumption.

Case 2: l /∈ {s1(i, j), k1(i, j)}: Since, by the initial assumption, l /∈ N2∗

and ρ2l > ρs1(i,j) > ρk1(i,j), it follows that s1(i, j), k1(i, j) /∈ N2∗. Otherwise
N2∗ could be improved by swapping k1(i, j) or s1(i, j) for l.

We will arrive at a contradiction by showing that N1∗ is not optimal
when l bids ρ1l . Define T∆ = N1∗ \ N2∗ and T−∆ = N2∗ \ N1∗. Since
l, s1(i, j), k1(i, j) ∈ N1∗ and l, s1(i, j), k1(i, j) /∈ N2∗ we know that
l, s1(i, j), k1(i, j) ∈ T∆. Consider improving N1∗ by identifying a balanced
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exchange of agents occurring in the process of going from N1∗ to N2∗ that is
independent of agent l.

First, we express the removal of T∆ and addition of T−∆ as a new hypothet-
ical allocation. To do so, we introduce M∆ as a mirror image of T∆ as follows.
For every agent m ∈ T∆ define one corresponding agent mM ∈M∆ with bid
bmM = ((−im,−jm),−ρm). Let kM , sM , lM ∈ M∆ be the corresponding
agents for agents k1(i, j), s1(i, j), l ∈ T∆, respectively. (M∆ ∪ T−∆) is a
feasible allocation, disjoint from N1∗, that represents the exchange of agents
when going from N1∗ to N2∗.

Second, to show that N1∗ can be improved upon, we identify a trade in
(M∆ ∪T−∆) that is independent of l as follows. Let Tk ⊆ (M∆ ∪T−∆) be a
maximum value trade such that kM ∈ Tk. We know that lM /∈ Tk. Otherwise
it would follow from Lemmas 2.4 and 2.5, and lM , kM ∈ Tk, that sM /∈ Tk.
Then, since −ρs1(i,j) > −ρl, Tk \ {lM} ∪ {sM} would have a higher value,
contradicting our definition of Tk as a maximum value trade.

Third, we now use Tk to improve upon N1∗, as follows. Let T−∆
k =

Tk∩T−∆ and let T∆
k ⊆ T∆(⊂ N1∗) be the set of agents that correspond to the

agents in the mirror image Tk∩M∆. As N2∗ is optimal, N1∗ \T∆
k ∪T

−∆
k has

a higher social welfare than N1∗, when l bids ρ2l . However, since lM /∈ M∆

and therefore l /∈ T∆
k , N1∗ \ T∆

k ∪ T−∆
k has a higher social welfare than N1∗

independent of what l bids, contradicting our assumption that N1∗ is optimal
when l bids ρ1l .

Lemma 2.7. Given a bidding profile b−l, an agent l interested in bundle (i, j)
and its bid ((i, j), ρ1l ) such that l ∈ N1□:

ρ2l > ρs1(i,j) =⇒ l ∈ N2□.

Proof. As l ∈ N1□ and N1□ ⊂ N1∗, we know that l ∈ N1∗. Given l ∈ N1∗

and ρ2l > ρs1(i,j) it follows by Lemma 2.6 that l ∈ N2∗ and thus N1∗ = N2∗,
see Corollary 2.1. By our initial assumption, we know that ρ2l > ρs1(i,j) >
ρk1(i,j) and by N1∗ = N2∗ we know that s1(i, j), k1(i, j) ∈ N2∗. This
implies that l is not one of the lowest two bids on bundle (i, j) in N2∗, i.e.,
l /∈ N2∆. From l /∈ N2∆ ∧ l ∈ N2∗ it follows that l ∈ N2□.

Further, we show that agents in the final allocation cannot at the same time
affect the price they pay for their bundle and remain in the final allocation (see
Lemma 2.8).

Lemma 2.8. Given a bidding profile b−l and an agent l interested in bundle
(i, j), the following holds:

l ∈ N1□ ∧ l ∈ N2□ =⇒ P 1
(i,j) = P 2

(i,j).
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Proof. Recall that s(i, j) is the price defining agent for bundle (i, j) (see
Equation (2.4)) and therefore it suffices to show that ρs1(i,j) = ρs2(i,j). Since
N□ ⊂ N∗, it follows from our initial assumption that l ∈ N1∗ ∧ l ∈ N2∗ and
therefore N1∗ = N2∗, by Corollary 2.1. As l ∈ N1□ ∧ l ∈ N2□, we know
that l /∈ N1∆ ∧ l /∈ N2∆. Since all bids of agents other than l are fixed by b−l,
we know that N1∆ = N2∆ and by extension ρs1(i,j) = ρs2(i,j).

2.3.2 Mechanism design relevant properties
With the above general properties in place, we can now show that our trade
reduction mechanism (Alg. 1) satisfies all three desired properties: IR, IC and
WBB (see section 2.2).

Individual Rationality (IR)
To ensure IR, we need to show that agents truthfully reporting their valuation
can never obtain negative utility.

Theorem 2.1 (Individual Rationality). The mechanism is Individually Ratio-
nal, i.e., ul(X(ρl = vl), P (ρl = vl)) ≥ 0

Proof. Assume that trading agent l has a bid b = ((i, j), ρl) and true valuation
vl. If agent l is not allocated l /∈ N□, then its utility is 0. If agent l is allocated
l ∈ N□, its utility is ul = vl − P(i,j) = vl − ρs(i,j) = ρl − ρs(i,j) ≥ 0. The
inequality holds because of Lemma 2.2. For the auctioneer agent IR holds due
to WBB, see Theorem 2.3.

Incentive Compatible (IC)
To show that the mechanism satisfies IC, we need to show that no agent can
strictly increase its utility by bidding anything but its true valuation.

Theorem 2.2 (Incentive Compatibility). The mechanism is Incentive Compat-
ible, i.e. ul(ρl = vl) ≥ ul(ρl ̸= vl) ∀l ∈ N .

Proof. To show that no agent can improve its utility by deviating from bidding
its true valuation, we separately examine agents that would and would not be
allocated under truthful bidding. Let agent l have private valuation vl and let
ρ1l = vl. Case l ∈ N1□ (allocated under truthful bidding):
There are two cases to be considered for the bid of agent l. Either it is allocated
or not when bidding ρ2l .

• l ∈ N2□: Through Lemma 2.8, we know that l ∈ N1□ ∧ l ∈ N2□

implies P 1
(i,j) = P 2

(i,j) and the utility of the agent can be written as
ul(ρ

2
l ) = vl − P 2

(i,j) = vl − P 1
(i,j) = ul(ρ

1
l = vl).
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• l /∈ N2□: Given l /∈ N2□, agent l receives zero utility and its utility is:
ul(ρ

2
l ) = 0 ≤ ul(ρ

1
l = vl). The inequality holds because the mechanism

is Individually Rational.

Case l /∈ N1□ (not allocated under truthful bidding):
There are two cases to be considered for the bid of agent l. Either it is allocated
or not when bidding ρ2l .

• l ∈ N2□: Recalling that s(i, j) is the price defining agent, the utility of
agent l can be written as ul(ρ

2
l ) = vl − ρs2(i,j) ≤ 0 ≤ u(ρ1l = vl).

Indeed, we know that vl ≤ ρs2(i,j) as otherwise ρ1l = vl > ρs2(i,j) leads
to a contradiction: By Lemma 2.7 (index reversed), ρ1l > ρs2(i,j) and
l ∈ N2□ implies that l ∈ N1□ – a contradiction. The second inequality
holds because the mechanism is Individually Rational.

• l /∈ N2□: As both l /∈ N1□ and l /∈ N2□, it follows that the utility of
agent l is zero either way.

Weak Budget Balance (WBB)
To ensure WBB, we need to show that payments made to the mechanism are
larger than payments made by the mechanism.

Theorem 2.3 (Weak Budget Balance). The mechanism is weakly budget bal-
anced.

Proof. Given Lemma 2.3, we can split any allocation N□ into trades and
therefore only have to show that no trade can run a budget deficit. The budget
of a trade T ⊂ N□ is the sum of payments by the agents in the trade and
can be expressed as the prices associated with the bundles of the agents in the
trade. Recall that the price for a bundle (i, j) is set by the corresponding agent
s(i, j) ∈ N∗, see equation (2.4). Alternatively, we can sum over all possible
bundles (i, j) and multiply each price by the number of times the bundle occurs
in T . For this, let |T(i,j)| be the number of agents in T that bid on bundle (i, j).
Then:

Budget(T )=
∑
m∈T

P(im,jm)=
∑
m∈T

ρs(im,jm)=
∑
(i,j)

ρs(i,j)|T(i,j)|

≥
∑
(i,j)


ρs(i,j) + ρk(i,j) if |T(i,j)| = 2

ρs(i,j) if |T(i,j)| = 1

0 if |T(i,j)| = 0

≥ 0.
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By Lemmas 2.4 and 2.5, we know that |T(i,j)| can only be 0, 1 or 2.
Therefore the inequality holds if it holds for |T(i,j)| ∈ {0, 1, 2}. In the case that
|T(i,j)| = 2, we know that 2 · ρs(i,j) ≥ ρs(i,j) + ρk(i,j), because we defined
ρs(i,j) ≥ ρk(i,j), see (2.3). For |T(i,j)| = 1, the inequality holds trivially as
ρs(i,j) ≥ ρs(i,j). For |T(i,j)| = 0, the inequality holds trivially as 0 ≥ 0.

The second inequality holds, since we assumed N∗ to be optimal in Social
Welfare, and therefore the sum of the valuations of any trade in N∗ has to
yield a non-negative value. Otherwise, there exists a trade with negative sum
of valuations, which means that N∗ can be improved by removing said trade,
contradicting our assumption that N∗ is optimal.

2.3.3 Social Welfare Loss
The mechanism presented here is financially sustainable, i.e. does not lose
money, and incentivises truthful participation. Given truthful bidding, we can
express the social welfare of any feasible allocation N∗ as

∑
l∈N∗ ρl.

In order to gauge the loss in social welfare due to trade reduction we intro-
duce the efficiency ratio as the ratio of social welfare achieved by our mech-
anism (SW□) divided by the optimal social welfare (SW ∗). Our mechanism
removes N∆ from the optimal allocation N∗ and therefore loses the value of
agents s(i, j) and k(i, j) per bundle. The efficiency ratio can be expressed as
follows:

Efficiency-Ratio =
SW□

SW ∗ =
SW ∗ −

∑
l∈N∆ ρl

SW ∗

= 1− SW∆

SW ∗

(2.11)

The number of agents in the optimal allocation grows as participation in the
market grows, while the number of agents in N

∆

stays steadily at 2 agents per
bundle. Furthermore, N∆ consists of the two lowest bidding agents in N∗. The
ratio of social welfare of removed agents (SW∆) to social welfare of agents in
the optimal allocation (SW ∗) therefore tends towards zero and the efficiency
ratio towards one as more agents participate.

This makes our mechanism especially well suited for so called deep mar-
kets, where many agents engage in trading and therefore the loss to social
welfare is minimal.



30 Chapter 2 Combined Head and Power Markets

2.4 Conclusion and Future Work
This chapter addressed combined heat and power markets. We developed a
market setting in which not only consumers and producers, but also agents
that want to buy one commodity and simultaneously sell another, e.g. power-
to-heat devices, can participate. We introduced a trade reduction mechanism
which does not require subsidies and which incentivises agents to participate
truthfully, creating an efficient marketplace in which agents can participate
without the need for sophisticated bidding strategies. By removing the com-
putational burden from individual agents, we enable a future energy system
to coordinate between small self-interested energy devices. Allowing bids on
arbitrary bundles and accommodating more than two energy carriers are future
extensions of this work.



3OptimalDemand-SideBid-
ding in Parallel Auctions
for Time-Shiftable Elec-
trical Loads

Preface Increasing electricity production from renewable energy sources
has, by its fluctuating nature, created the need for more flexible demand
side management. How to integrate flexible demand in the electricity system
is an open research question. We consider the energy-procurement problem
of a time-shiftable load with access to a District Heating Network. For the
setting of simultaneous second price auctions, we derive a required condition
for optimal bidding strategies. We then show the following results regarding
bidding strategies under different market assumptions. For identical uniform
auctions and multiple units of demand, we show that the global optimal
strategy is to bid uniformly across all auctions. For non-identical auctions and
multiple units, we provide a way to find solutions through a recursive approach
and a non-linear solver. We show that our approach outperforms the literature
under higher uncertainty conditions. 1

3.1 Introduction
Climate change is a defining challenge of the 21st century. To reduce CO2

emissions, massive investments in renewable energies have been made and
will still be required. Since renewable energy source are often not controlled
generators, electricity production as well as electricity prices are subject to
greater fluctuation than before.

Given the increased fluctuation in electricity production, both time shift-
able loads (Graditi et al., 2015; Mohsenian-Rad, 2014; Palensky and Dietrich,

1 This chapter is based on publication (Saur et al., 2021). Supporting code can be found under
doi.org/10.4121/a6db0891-31ee-491f-b5c1-cf5a0feca4f3
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2011; Strbac, 2008) and coupling between electrical and heat systems have
emerged as potential remedies. The coupling of electrical and heat systems of-
ten comes in the form of District Heating Networks (DHN) (Dimoulkas et al.,
2017; Foteinaki et al., 2018), while time-shiftable and other flexible loads can
be found in various domains, such as: data centres (Ghamkhari and Mohsenian-
Rad, 2013; Liu et al., 2024), water distribution systems (Oikonomou and Par-
vania, 2018), and household energy consumption (Agnetis et al., 2013). Partic-
ular attention should be given to industrial processes, which by their high en-
ergy intensity can achieve a significant impact on the electricity system (Barth
et al., 2018).

In order for time shift-able loads to take advantage of fluctuating prices
on day-ahead electricity markets, bidding strategies have been investigated.
The approach of Mohsenian-Rad (2014) suggests to bid only in a single time
slot – the cheapest one in expectation. However, their setting only considers
time-shiftable electric assets by themselves, not an integration of time-shiftable
loads and power-to-heat coupling.

The engineering setting we consider consists of a time-shiftable load such
as electric vehicle charging or an industrial process coupled with a District
Heating Network for one way energy balancing. The challenge is to design a
bidding strategy for electricity procurement that takes into consideration both
the ability to shift the electricity consumption in time and to balance excess
electricity by converting it to heat.

We extend the literature on the underlying foundational challenge as fol-
lows. In the general case, we extend the optimality requirement derived in
Gerding et al. (2008) from single unit to multi-unit demand (see Lemma 3.1 in
Section 3.4). For the case of identical auctions, we show that uniform bidding,
i.e. not just bidding in a single auction but participating in all auctions, is the
optimal bidding strategy for uniform distributions (see Theorem 3.2). For the
non-identical auction setting, in Section 3.4.3 we

1. provide a way to guide a non-linear solver to converge more often to a
non-trivial solution.

2. provide a dynamic programming approach to make the problem compu-
tationally feasible.

3. show that our approach outperforms solutions found in literature (Mohsenian-
Rad, 2014) under higher uncertainty conditions.
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3.2 RelatedWork
Given our abstract procurement problem of a time shift-able load, we will
consider both literature particular to demand side bidding and literature on
bidding strategies more generally.

The problem of demand side bidding in electricity markets with fixed
demand in a single time slot is considered in Liu and Guan (2003); Philpott and
Pettersen (2006), while Herranz et al. (2012) considers multiple time slots and
stochastic demand. Neither, however, consider any control over the demand
they have to satisfy. In contrast, an electric vehicle aggregator, as considered
in Bessa et al. (2011); Vagropoulos and Bakirtzis (2013); Zheng et al. (2023),
can control or incentivize the charging rate of the electric vehicles in its fleet.
However, this flexibility is in magnitude only and their bidding strategies,
therefore, ignore the flexibility to shift demand in time. Demand side bidding
for time shift-able loads is considered in Mohsenian-Rad (2014). However, we
will show that their solution is no longer optimal under the assumption of free
disposal.

The general problem of bidding in simultaneous auctions is considered
in the Trading Agent Competition (Greenwald and Boyan, 2004; Wellman
et al., 2003). The goal of their agent, however, was to construct bundles
of non-identical items, which were strong complements. Our agent on the
other hand values all electricity equally up to a particular demand. Bidding
in simultaneous auctions with identical items has been considered in Rothkopf
(1977). However, in their work winning any auction yields some valuation
independently of the other auctions and what connects the auctions is a shared
budget that should not be exceeded. A shift-able load, as considered by our
work, on the other hand values electricity only up to its demand and has zero
valuation beyond that. Closest to our work, Gerding et al. (2008) develops
optimal bidding strategies for simultaneous auctions of identical items with a
unit demand agent. We extend their work from single unit to multi unit demand.

3.3 Model
We consider the procurement problem of a deferrable electric load connected
to a large District Heating Network. The deferrable load has to run for a total
of s ≥ 1 possibly non-consecutive time units within a bounded discretized
time horizon. We assume that this deferrable load requires the same amount of
energy for every time step in which it is switched on. As the amount of energy
stored in a DHN is usually quite large, we assume that any excess electrical
energy procured can be balanced via the DHN.

For the given time horizon, there exists a set of electricity auctions T ,
which are held in parallel and ahead of time. For readability reasons, we
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will use the terms unit(s) and auction(s) interchangeably, where clear. To win
the necessary s units/auctions to run the load, the agent submits a bid vector
B = (b1, b2, ..., b|T |) over auctions T . ft(τ), supported on the interval [0, λel],
describes the clearing price distribution of auction t ∈ T , while Ft(τ) is its
corresponding cumulative distribution, with Ft(0) = 0 and Ft(λel) = 1 2. The
agent wins auction t ∈ T if the submitted bid bt is at least the clearing price of
auction t.

The expected cost the agent incurs when submitting bid B given a demand
of s units and a set of auctions T is composed of a market cost and a backup
cost, see (3.1).

Cost(B|T, s) = CostM (B|T, s) + CostB(B|T, s) (3.1)

The expected market cost is the sum of payments to auctions T . We assume
that the agent is a price taker.

Assumption 3.1 (Price Taker). The agent has no effect on the clearing price.

The payment per auction t ∈ T is the clearing price of that auction,
conditionalized on the agent winning auction t.

CostM (B|T, s) =
∑
t∈T

∫ bt

0

τft(τ)dτ (3.2)

The expected backup cost is the payment made to a backup generator in case
of shortfall. If fewer than the desired s units are acquired, the agent incurs the
maximum price of λel. We are making the assumption of free disposal.

Assumption 3.2 (Free Disposal). We assume free disposal: any amount of
electricity acquired beyond the agent’s need can be disposed of at zero cost.

This assumption is justified by the connection of the deferrable load to the
district heating network. Any excess energy that the deferrable load aqcuires
can be turned into heat in the district heating network. We are assuming that
the electrical load is small relative to the district heating network, which is,
therefore able to absorb any excess electrical power.

The backup cost is zero if the agent wins more than s units. For any number
of won auctions j ∈ [0, s−1] there is a set of subsets w ⊂ T such that |w| = j.
For every subset of auctions w, the probability that the agent wins the subset
and loses all other auctions is∏

t∈w

Ft(bt)
∏

t∈T\w

[1− Ft(bt)]

2 We assume that f is non-zero as well as continuous and differentiable on the interval [0, λel].
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By summing over all possible sets w ⊂ T s.t. |w| = j, we obtain the
probability of the agent winning j of the T auctions and can therefore calculate
the expected backup cost as follows

CostB(B|T, s) =
∑
j<s

∑
w⊂T
|w|=j

∏
t∈w

Ft(bt)
∏

t∈T\w

[1− Ft(bt)]

︸ ︷︷ ︸
Prob(x=j|T,B)

(s− j)λel. (3.3)

Here Prob(x = j|T,B) represents the probability of winning j auctions out
of the set of T when submitting bid B.

3.4 Optimal Bidding Strategies
The most straight-forward bidding strategy is to bid λel in s auctions and zero
in all other auctions. We define this as a special strategy (Definition 3.1).

Definition 3.1. Let Λs be the set of bid vectors which consist of s bids of λel

and (n− s) bids of zero value, where n = |T |.

Among the Λs-bidding strategies there exists one that submits λel to the
auctions with the lowest clearing price in expectation. Whenever we compare
any strategy to Λs-bidding strategies, we mean this lowest price version of it.
We will show that any strategy that meets the requirement set out in Lemma 3.1
and wins or loses an auction with certainty, i.e., Ft(bt) = 1 or Ft(bt) = 0, is a
Λs-bidding strategy (Theorem 3.1).

We begin our theoretical solution by introducing a requirement that any
optimal bid has to satisfy, see Lemma 3.1, and provide a strategy that always
meets this requirement, see Theorem 3.1.

Lemma 3.1 introduces an optimality condition. We define B−k as the bid
vector B but with the bid for auction k removed. x is the random variable
indicating the number of auctions the agent won. Intuitively speaking (3.4)
states that the bid submitted to any particular auction k ∈ T is proportional to
the probability of falling short in the remaining auctions.

Lemma 3.1. Any optimal bid for s out of T auctions has to satisfy the
requirement in (3.4).

bk = Prob(x < s|T \ {k}, B−k)λel ∀k ∈ T. (3.4)

Proofs for Lemmas and Theorems are given in Appendix A.1.1.

Theorem 3.1. Any bid vector B that satisfies condition (3.4) and contains a
bid of value λel or 0 is an element of Λs.
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This means that an optimal bidding strategy is either a Λs-bidding strategy
or participates in all auctions with some non-zero bid.

3.4.1 Comparison to the Literature
Having established our model, condition for optimality and first bidding strat-
egy, we connect our work to that of (Mohsenian-Rad, 2014). Mohsenian-Rad
addresses the energy acquisition problem of a time-shiftable load that can be
run within a single time step. His approach considers submitting energy-price
bid pairs to a set of day ahead auctions with a secondary intra-day market for
recourse. Our bids on the other hand only consider the price and we consider a
backup generator instead of a second stage intra-day market.

However, Theorem 3 in (Mohsenian-Rad, 2014) states that the optimal
bidding strategy on the day ahead market is to acquire the entire energy
need from a single auction, i.e. submitting a single non-zero bid for the
entire energy need with a price equal to the expected price on the intra-
day market. In our setting the intra-day market is replaced with a backup
generator of deterministic cost λel. The expected price on the intra-day market
in (Mohsenian-Rad, 2014) can be viewed as our backup generator cost λel.
Translated to our setting, Mohsenian-Rad suggests bidding λel in a single
auction and 0 in all others. We will therefore associate the strategy suggested
by (Mohsenian-Rad, 2014) with Λs-bidding as defined in Definition 3.1.

3.4.2 Identical Auctions
As a first step, we consider an identical auctions setting. We will show that
uniform bidding satisfies (3.4) and provide an algorithm that can quickly find
the correct uniform bid value.

Assumption 3.3 (Identical Auctions). All auctions are identical: f(b) =
ft(b) ∀t ∈ T.

We define the uniform bidding strategy as a bid B that submits the same
value to all auctions. For this setting, uniform bidding satisfies (3.4).

Definition 3.2 (Uniform Bid). A uniform bid vector B is a bid vector such that
bk = bl ∀k, l ∈ T

Lemma 3.2. Under the assumption 3.3 , there exists a unique uniform bid
Bu = (bu, bu, ..., bu) s.t. condition (3.4) holds.

This uniform bid value, bu, can be approximated via interval halving, as the
right side of (3.4) strictly increases while the left side decreases with increasing
bu.
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Identical Uniform Auctions
Next, we consider the case where every auction has an identical uniform price
distribution.

Assumption 3.4 (Identical Uniform Auctions). The price of every auction is
uniformly distributed on the interval [0, λel]: ft(b) = 1

λel
∀t ∈ T .

We will establish uniform bidding as described in Lemma 3.2 as the optimal
bidding strategy for settings of identical uniform distributions (Theorem 3.2).
To do so, we first show that uniform bidding is the only non-Λs bidding
strategy that satisfies (3.4) (Lemma 3.3) and that the uniform bid is a local
minimum( Lemma 3.4). Finally, we compare our results to a strategy suggested
by Mohsenian-Rad (2014) and discuss the difference in modelling assumptions
we make.

Lemma 3.3. Under Assumption 3.4 and |T | > 2, any bid B that satisfies
condition (3.4) is either a uniform bid across all auctions or B ∈ Λs.

Lemma 3.4. Under Assumption 3.4 and |T | > 2, the uniform bid Bu as
defined in Lemma 3.2 is a local minimum of the cost function or is in Λs.

Regarding a discussion of the edge case where n = |T | = 2, see Ap-
pendix A.1.4.

Theorem 3.2. Under the assumption of identical uniform distributions, uni-
form bidding is a global optimum, i.e. for any number of auctions n = |T | ≥ 2
and demand s ∈ [1, n− 1], the following holds

Costu(B
u
n,s|n, s) ≤ Costu(B|n, s) ∀B ∈ [0, λel]

n,

where Bu
n,s is the unique uniform Bid as described in Lemma 3.2 and

Costu(B|n, s) is the cost of submitting bid B in n auctions with uniform
price distributions when requiring s units.

In Theorem 3.2, we only establish optimality of uniform bidding, but say
nothing yet about how the demanded quantity s or the number of available
auctions affect the size of the cost difference..

Figure 3.1 shows numerical results of uniform bidding for loads of dif-
ferent demand s. The graph displays the cost difference Costu(BΛ|n, s) −
Costu(B

u
n,s|n, s) between Λs-bidding and optimal uniform bidding Bu

n,s. For
all numerical results we assume λel = 1. As we can see, uniform bidding out-
performs Λs-bidding for all cases. As the number of auctions increases, uni-
form bidding further improves. This positive effect of adding auctions appears
to be stronger for loads that have higher demand, as indicated by the steeper
slope for s = 5 compared to s = 1.
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Figure 3.1: Cost Difference of uniform bidding to Λs-Bidding

It is noteworthy here that Theorem 3.2 and Figure 3.1 seem to directly con-
tradict some of the results by Mohsenian-Rad (2014). In particular Theorem 3
in (Mohsenian-Rad, 2014) states that the optimal bidding strategy is to ac-
quire all energy from a single auction with a bid equal the expected cost on
the intra-day market. In section 3.4.1 we associated this bidding strategy with
Λs-bidding in our setting. To resolve this seeming contradiction, we need to
look towards the assumptions made by Mohsenian-Rad. In particular the con-
straint of equation (6) in (Mohsenian-Rad, 2014) restricts the bidding strategy
to those that never run the risk of obtaining more energy than needed, while
we assume free disposal of additional energy, see Assumption 3.2. Our uniform
bidding strategy runs the risk of – in the worst case – winning all auctions. Fur-
thermore, Figure 3.2 shows the expected number of units the uniform bidding
strategy wins. Figure 3.2 indicates that we not only run the risk of winning
more units than necessary but that for most cases we expect to obtain more
units than demanded. This over-consumption can be explained by the backup
cost being weakly larger than market clearing prices. Therefore obtaining too
few units causes a relatively large penalty of λel, while an agent winning too
many auctions pays an often much lower market clearing price.
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Figure 3.2: Expected number of units won

3.4.3 Non-Identical Auctions
We consider the problem of acquiring s units from a set of non-identical
auctions T , which follow truncated normal distributions. We assume that the
clearing prices for auctions t ∈ T are distributed according to N0,λel

(µt, σ
2),

i.e. the un-truncated distributions differ in mean but not standard deviation.
Let the set of mean values be µµµ = {µt|t ∈ T}. Without loss of generality, we
assume that µi ≤ µj for i < j.

Given this setting we can rewrite the condition in (3.4) as a root finding
problem of a system of |T | non-linear equations:

bk − Prob(x < s|T \ {k}, B−k)λel = 0 k ∈ T

For finding a solution, we use the Minpack’s (Cowell, 1984) ’hybrj’ method,
which is an adaptation of Powell hybrid method. This method requires us
to provide a Jacobian. The diagonal elements of the Jacobian are Jk,k =
1 and the off-diagonal elements are Jk,j = fj(bj)Prob(x = s − 1|T \
{j, k})λel. The entries for the Jacobian only differ by a factor of fk(bk) from
the second derivative and the reader is therefore referred to Appendix A.1.3 for
a derivation.
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This approach exhibits two challenges. First, evaluating the function and
Jacobian requires repeated calculation of a term of the form Prob(x = i|T \
{k}, B−k), which if done explicitly is composed of

(|T |−1
i

)
terms. This makes

finding a solution for larger systems computationally infeasible. The second
challenge is convergence to non-trivial solutions. Since any bid Bs ∈ Λs,
which can be constructed without the need for any solver, satisfies the system
of equations, a badly initialized solver often converges to this solution.

The first challenge is solved by recursion. Let D be a set of auctions and let
BD be a corresponding bid vector. Let d = |D| be the corresponding auction
for bid b|D| – the last bid in bid vector BD. We calculate Prob(x = i|D,BD)
recursively as follows

Prob(x = i|D,BD) = Fd(bd)Prob(x = i− 1|D\{d}, BD,−d)

+ [1− Fd(bd)]Prob(x = i|D\{d}, BD,−d),

where BD,−d is bid vector BD with the last entry removed. Note that Fd and
[1− Fd(bd)] are the probabilities of winning and losing auction d, respectively.
Going through the recursion, we can calculate Prob(x = i|D,BD) by calcu-
lating the entries in a table of size |D| × i.

The second problem, creating an appropriate initial guess, is addressed by
iteratively solving approximate versions of the problem. To do so we partition
T = ⊎G. For each group g ∈ G, a group auction price distributionN (µ̄g, σ

2),
where µ̄g is the average mean of the auctions in g, is defined.

To create the approximate problem, we replace the clearing price distribu-
tion ft(τ) for each auction t ∈ T with the corresponding group auction price
distributionN (µ̄g, σ

2). The partitioning starts as a singleton G = {T}, i.e. all
individual price distributions are replaced with the same group price distribu-
tion. Therefore, the first approximate problem is an identical auction setting
for which we find the uniform bid as in Section 3.4.2 by interval halving. The
grouping is then refined and a new approximate problem is constructed. The
solution to the prior solution is sorted (to ensure that higher bids go to cheaper
auctions) and used as the initial guess for the new approximate problem. We
refine the grouping of auctions until every group consists of a single auction at
which point we reached the original problem.

The refinement of the partitioning can be done in one of two ways. Either,
we split every group in two approximately equal sized subgroups. This means
that we require log(|T |) iterations of refinement to reach the original problem
and therefore add a factor of log(|T |) to the computational complexity. Alter-
natively, we increase the number of groups by one every time we refine the
grouping, adding a factor of |T | to the computational complexity. When in-
creasing the number of groups, we use k-means clustering on the set of mean
values µµµ to find the grouping.
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Results and Discussion
We consider the problem of acquiring a certain number of units from a set
of non-identical auctions, where the clearing prices for auctions t ∈ T are
distributed according to N0,λel

(µt, σ
2). Let µt be drawn from a uniform

distribution on the interval [0, λel].

Figure 3.3: Convergence-Rate to non-trivial solutions over the number of
auctions

We first look at the convergence rate. We consider the solver to have
successfully converged, when it finds a non-trivial solution, i.e. a bid B /∈
Λs that satisfies (3.4). Figure 3.3 compares the convergence success rate of
different initializations. The demand of the agent is set to s = 5. When
initialized with a uniform bid, the solver virtually never converges. Note that
we do not mean that the solver did not converge but rather that the solver
converged to a Λs-bidding strategy, which can be found easily without the
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need of a solver. When increasing the number of groups by one (k-means
Grouping) the convergence rate is similar to when groups are split in half at
every iteration (Grouping). This more refined increase of groups appears to
add little to the chance of converging to a non-trivial solution, while adding a
factor of |T | instead of log(|T |) to the computational complexity. Increasing
the standard deviation σ from 0.1 to 0.3 and 0.5 improve the chances of the
solver converging to a non-trivial solution. Similarly, as the number of auctions
increases the success rate of the solver increases. For large number of auctions
and for high uncertainty settings, i.e. σ = 0.3 or σ = 0.5, we reach a near
100% success rate.
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Figure 3.4: Cost Difference of ΛS to the proposed approach

Next, we compare the performance of our approach to the Λs-bidding,
which we associated in Section 3.4.1 to the work of Mohsenian-Rad. Figure 3.4
shows the cost difference between Λs-bidding and the solution provided by our
solver approach. For visual clarity, results where the solver did not converge
to B /∈ Λs were omitted. While, under low uncertainty, σ = 0.1, ΛS is the
better choice, as the uncertainty in the prices grows (σ = 0.3, σ = 0.5) our
approach appears to improve. The solution provided by us further improves as
the number of auctions increases.
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3.5 Conclusion and Future Work
This chapter considered the problem of an interruptible time-shiftable electric
load in acquiring multiple units of electricity from a set of parallel auctions.
We derived a condition for optimality and established a direct comparison
to Mohsenian-Rad (2014). First, for the identical auction setting, we show
that uniform bidding is an approach that satisfies our necessary optimality
condition. For identical uniform price distributions, we show that uniform
bidding, i.e. participating in all rather than a single auction, is optimal. In
comparing our results to Mohsenian-Rad (2014), we show that assuming free
disposal yields significantly reduced cost.

Second, for non-identical auctions, we use approximate problem formula-
tions to guide a non-linear-solver and provide a dynamic programming ap-
proach to make solving the set of non-linear equations computationally fea-
sible. Numerical results show that under high price uncertainty our approach
again outperforms the literature.

Regarding future work, we would like to extend this line of research to
include budget constraints of the agent. A second line of extension is to not
only assume free disposal, but to consider the value that is added by providing
excess energy to the district heating network.





4 Fair Pricing for Time-Flexible
Smart Energy Markets

Preface The adoption of new market mechanisms, vital to the better integration
of flexible assets, depends on the fairness and non-discrimination of the pricing
rules. We consider a market setting with time-flexible unit buyers and sellers,
that additionally submit their availability in time. The temporal flexibility of
the agents allows the market operator to choose between differing schedules
that are, however, equivalent with regard to social welfare. This arbitrary
choice of schedule introduces the potential for price discrimination.

We first demonstrate that, in contrast to other settings, non-discriminatory
prices are not trivially defined in market settings with time-flexible agents. Sec-
ond, we propose an extension of the concept of non-discriminatory pricing to
time-flexible systems, as prices that are consistent over equivalent outcomes,
i.e., prices that are independent of the particular choice of schedule. Third, for
our setting, we provide a mathematical representation that allows for such pric-
ing to be calculated quickly. Forth, we show that such prices can exist without
compromising individual rationality, and provide a suitable mechanism. Lastly,
we put our work in context by relating it to broader concepts of fairness from
economic psychology and comparing it to envy-freeness as well as relaxations
thereof. 1

4.1 Introduction
The climate crises is one of the defining challenges of the 21st century. To curb
the exhaust of greenhouse gases, massive investments in renewable energies
have been made (Waseem et al., 2019; Zeng et al., 2017) and the electrification
of the transportation sector is well on its way (Shaffer, 2019; Waseem et al.,
2019; Zheng et al., 2020). However, both these trends are putting enormous
stress on the electricity grid (Koltsaklis and Dagoumas, 2018). To handle
this burden without unrealistic investment in grid reinforcement, research has

1 This chapter is based on publication (Saur et al., 2023)
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pushed towards a tighter integration of flexible assets into electricity systems
(Algarvio et al., 2025; Aurangzeb et al., 2021; Eltohamy et al., 2026; Esmat
et al., 2018; Fridgen et al., 2014). To this end electricity systems have seen
the integration of many homogeneous flexible in time devices. These devices
come in the form of fleets of electric vehicles (Dutta et al., 2026; Sepetanc and
Pandzic, 2021; Zheng et al., 2023), groups of thermostatically controlled loads
(Radaideh and Ajjarapu, 2016) or household batteries (Adika and Wang, 2014)
and are often aggregated or coordinated in some way.

One of the most promising approaches of integration is the introduction
of new market mechanisms (Meir et al., 2017; Palensky and Dietrich, 2011;
Shen et al., 2015; Zhongjing and Long, 2013). Early approaches of market
based integration of flexibility were based on offering time dependent dynamic
prices(Limmer, 2019). However, such price signals are not sufficient to effi-
ciently coordinate individual agents (Bitar and Low, 2012). It was, therefore,
argued for mechanisms in which agents instead of deciding for themselves
when to operate simply provide their flexibility information to a market oper-
ator (Bitar and Low, 2012), which then schedules them.

Depending on the exact market definition flexibility information is com-
municated in different ways. In duration-differentiated energy services agents
report a time window in the form of arrival and deadline times as well as the
duration of their energy demand. Within the deadline the agents are indifferent
to the exact delivery time (Chen et al., 2015; Mo et al., 2016). Other works such
as (Esmat et al., 2018; Hayakawa et al., 2015) allow the load of the agents to
be freely rescheduled within a defined time window. In (Zaidi and Hong, 2018)
flexibility information is expressed in the form of XOR bids. As the goal of our
work is to discuss a fundamental property, we will consider a stylized market
in which agents report a time window for which they demand/supply a single
time step of energy. This can be viewed as a kind of XOR bid and differs from
the duration-differentiated energy services only in that we additionally restrict
the duration to a single time step.

Whatever the particular market mechanism, the effectiveness of such new
markets hinges on a critical mass of participants: acceptance of smart energy
systems is vital to their adoption and success (Ellabban and Abu-Rub, 2016).
Fairness is one of the key aspects that might hinder the social acceptance
and therefore implementation of smart energy systems (Milchram et al., 2018;
Wildt et al., 2019). Further, psychology surveys have shown that a perception
of fairness can improve the acceptance of autonomous smart energy systems
(Guerreiro et al., 2015).

A perception of fairness is often tied to how agents in the market are
priced (Maxwell, 2002). Literature on fair pricing in this field has mostly
revolved around fairness in real time (Mamounakis et al., 2019) or time-of-
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use pricing systems (Aurangzeb et al., 2021; Ma et al., 2019) with a focus on
congestion management. Fair price sharing for agents that express flexibility
in their demand profile has been investigated in (Perrault and Boutilier, 2015).
However, few have specifically focused on flexibility in time with regard to fair
pricing schemes. One exception is (Limmer and Dietrich, 2018), who consider
the pricing problem of flexible-in-time electric vehicles. The authors define
fairness as similar prices for electric vehicles that charge at similar time slots.
However, their work relies on a quantitative measure, i.e., similarity of price,
but does not consider the qualitative property of fair pricing, i.e., the same price
for the same item. We explore this qualitative concept of fair pricing – non-
discriminatory pricing – in the context of time-flexible markets, by studying a
stylized market in which unit buyers and sellers can define their availability in
the form of a time window.

This concept of non-discriminatory or anonymous pricing has been stud-
ied in the mechanism design literature. In (Sandholm and Suri, 2001) non-
discriminatory and discriminatory pricing have been compared with regard to
market clear-ability. The question under which conditions assigning prices to
items or bundles leads to prices that support an optimal allocation has been ex-
plored in (Conen and Sandholm, 2004). Approximation guarantees of posted
prices have been established in (Feldman et al., 2015), while in (Alaei et al.,
2015) guarantees for revenue maximization of anonymous pricing have been
derived.

To summarize the engineering issue: we want a fair market setting in which
time-shiftable consumers and producers, such as electric vehicles, industrial
processes or batteries, can report their flexibility directly via their bids. This
allows flexible assets to provide their flexiblity without the need for sophis-
ticated bidding strategies. The market mechanism takes care of utilizing the
reported flexiblity to maximize social welfare.

The related conceptual challenge this work addresses, arises when applying
common concepts of fairness to such a flexibility market. We will show that
the concept of price discrimination is ill defined in flexibility markets that
allow for different but equivalent outcomes. We then provide consistent pricing
over equivalent outcomes as a well defined fairness concept for such flexibility
markets and show that this concept can be achieved without sacrificing other
market design goals.

The remainder of this chapter is structured as follows. We first define the
market setting in Section 4.2 and outline the desired pricing properties in
Section 4.3. Section 4.4 contains three parts. First, we take a closer look at
price discrimination in time and establish our concept of consistent pricing, see
Subsection 4.4.1. In Subsections 4.4.2 and 4.4.3, we show how to obtain such
prices and that they do not conflict with Individual Rationality. Section 4.5



48 Chapter 4 Fair Pricing for Time-Flexible Smart Energy Markets

provides a suitable mechanism. Finally in Section 4.6, we discuss related
fairness concepts.

We contribute to the literature in the following ways:

1. We show that non-discriminatory pricing in a time-flexible setting is
not trivial to define and provide the concept of consistent pricing over
equivalent outcomes as a suitable property.

2. We show that in our setting consistent and Individually Rational prices
always exist for efficient allocations (Theorem 4.1).

3. We provide for our setting a tractable, polynomial-time
mechanism that is Budget Balanced, Individually Rational and Consistent
(Theorem 4.2).

4. We put our work in context by relating it to fairness concepts in economic
psychology and comparing it to envy-freeness (Section 4.6).

4.2 Market Setting
We consider a set of flexible unit buyer and seller agents N = B ∪ S. Agents
n ∈ N have a time window τn in which they can be scheduled. Every agent
operates for a single time step. Every buyer b ∈ B assigns valuation νb to being
allocated, while every seller s ∈ S incurs cost cs when allocated. The market
collects reports Θn from agents n ∈ N . A buyer b reports Θb = (τb, νb),
which contains their time window τb and their valuation νb. Similarly, a seller
s reports Θs = (τs, cs). We define a buyer–seller pair {b, s} and associate it
with an operating window τb,s = τb ∩ τs. We say a buyer–seller pair {b, s} is
feasible if the buyer and seller time windows overlap, i.e. τb∩τs ̸= ∅. Further,
we say that two buyer–seller pairs, {b1, s1} and {b2, s2} are in conflict if one
agent appears in both pairs, i.e., b1 = b2 ∨ s1 = s2.

A matching M is a set of buyer–seller pairs. A matching M is feasible if all
buyer–seller pairs in M are feasible and no pairs are conflicting. We refer to
an allocation as the set NM = BM ∪ SM of buyers and sellers that occur in a
buyer–seller pair of the matching M . Note that different matchings can result
in the same allocation.

Social welfare SW (M) of a matching is defined as the sum of gains
from trade. An allocation or one of its underlying matchings is efficient if it
maximizes Social Welfare.
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max
M


SW︷ ︸︸ ︷∑

{b,s}∈M

(νb − cs)


s.t. τb ∩ τs ̸= ∅ ∀{b, s} ∈M

(4.1)

An allocated buyer b incurs a price p(b), while an allocated seller is paid a
price p(s). Non allocated agents are not priced. We assume that agents possess
quasi-linear utility functions, i.e. when allocated their utility is equal to the
absolute difference between their valuation and their assigned price and zero
otherwise.

The allocation problem, see equation (4.1), is a constrained assignment
problem where the value of seller s servicing buyer b is (νb − cs) if they form
a feasible buyer–seller pair, i.e., τb ∩ τs ̸= ∅. This problem can be solved in
polynomial time using the Hungarian method (Kuhn, 1955).

4.3 Desired Properties of Pricing
Besides a matching M , we need a pricing function p that assigns prices to
agents. As the designer of the market, we would like the mechanism to be
financially sustainable, i.e., the mechanism is budget balanced.

Definition 4.1 (Budget Balance). A mechanism is Budget Balance (BB) if the
payments received are equal to the payments given out.∑

b∈B

p(b)−
∑
s∈S

p(s) = 0

The point of a market is to coordinate the actions of self-interested agents
for their mutual benefit. This crucially depends on agents actually participat-
ing. To encourage participation, the market needs to be beneficial and fair to
the agents. To ensure that agents see the market as beneficial, we want no agent
to end up with negative utility, i.e. the mechanism is Individually Rational (IR).

Definition 4.2 (Individual Rationality). A mechanism is Individual Rationality
(IR) if an honestly participating agent always receives at least zero utility.

To ensure, on the other hand, that agents do not see the market as arbitrary
or favouring one agent over another, we want our market to assign non-
discriminatory prices.

Definition 4.3 (Non-discriminatory Prices).
The “same” price assigned to the “same” item.
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This is a rather vague description of non-discriminatory pricing. The first
challenge in our time-flexible setting is to properly define what this informal
definition of non-discriminatory pricing means in exact mathematical terms.

4.4 Price Discrimination in Time
Here, we will elaborate on our informal definition of non-discriminatory
prices. To do so, we need to determine when price differences are justified
and therefore answer the following question: What does it mean for two items
to be the same? When both buyers and sellers are flexible in time is energy
exchanged at 3 pm the same as energy exchanged at 5 pm? Can we establish a
fair, non-arbitrary way of distinguishing when these two time slots should be
priced equally and when they should be priced differently.

In the following, we will first go into detail on the concept of non-
discriminatory pricing in systems with flexible in time agents in Subsec-
tion 4.4.1 , then provide a mathematical representation that will allow us to
obtain such prices more quickly in Subsection 4.4.2 and finally show that our
concept does not conflict with individual rationality in Subsection 4.4.3.

4.4.1 Consistent Pricing over Equivalent Outcomes
The key insight of this section is that due to the time flexibility of the agents
it makes little sense to differentiate items based on time itself. If an agent
provides a time window and is arbitrarily scheduled at a point with worse
pricing, it will perceive this as unfair. A more reasonable approach is to state
non-discriminatory prices as the "same price for the same outcome". Here,
we will establish what this idea specifically means by going through several
examples and pricing attempts.

Given a matching M , the simplest approach is to price agents by the pair.
For any allocated agent the price is set half way between its valuation/cost and
the valuation/cost of the agent they are paired with in M . We call this pricing
approach simple pricing.

Definition 4.4 (Simple Pricing). Simple pricing assigns prices by the pair: For
every buyer–seller pair in the matching M , the price is set half way between
the buyer and seller, i.e.,

pM (n) =
νb + cs

2
n ∈ {b, s} ∈M

We begin with the simplest of cases when there are two buyers b1, b2 and
two sellers s1, s2, all of whom possess the same availability time window, see
Figure 4.1. Let the matching be

M1 = {{b1, s1}, {b2, s2}} .
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When using simple pricing, we obtain prices p(1) and p(2) for b1, s1 and b2, s2,
respectively. Given that all pairs exchange the same units over the same time
intervals, prices p(1) and p(2) appear to be discriminatory.

But why specifically do these prices feel discriminatory? Price discrimina-
tion is about assigning different prices to different agents for the same item.
It is not yet clear that the item traded between {b1, s1} is the same as the one
between {b2, s2}. To clearly expose such price differences, in our example, let
us consider an alternative matching that results in the same allocation. Let this
alternative matching be

M2 = {{b1, s2}, {b2, s1}} .

Now consider the pair {b1, s2}. Buyer b1 buys one unit of energy from seller
s2. However, under the original pricing, buyer b1 pays a lower price, p(1),
compared to the price p(2) that seller s2 receives. We end up with an exchange
of energy, where the buyer and the seller are assigned different prices for
exactly the same item, i.e., the prices are discriminatory. Note, that matchings
M2 and M1 are essentially the same outcome. Both allocate the same agents
and therefore result in the same overall SW. The only difference emerges
once simple pricing is applied and an arbitrary choice between two equivalent
matchings results in some agents being advantaged and some agents being
disadvantaged.

Therefore, a better approach to thinking about non-discrimination in pricing
is to consider prices that are the same over equivalent outcomes. To explore this
idea we introduce the concept of equivalent matchings.

Definition 4.5 (Equivalent Matchings). We call two matchings M1 and M2

equivalent if they result in the same allocation, NM1 = NM2 . Further, let MM

be the set of matchings that are equivalent to M ; this includes M ∈MM .

Note that any two equivalent matchings result in the same Social Welfare.
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Figure 4.1: Time Intervals and valuation/cost of the Agents
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Figure 4.2: Price Difference in Time under Simple Pricing

To further explore this idea, we contrast two examples depicted in Fig-
ures 4.2a and 4.2b. Both examples use matching M1 = {{b1, s1}, {b2, s2}}.
Prices p(1) and p(2) for the first and second pair are based on simple pric-
ing and also indicate the pairs’ operating window. The visually striking dif-
ference between the two cases is that the operating windows of the two pairs
{b1, s1}, {b2, s2} overlap in case 4.2b but not in case 4.2a. The overlapping
operating windows in case 4.2b allows us to construct an equivalent match-
ing M2 = {{b1, s2}, {b2, s1}} in which the pairs are assigned incongruous
prices: b1 pays a lower price than s2 receives, i.e. p(1) < p(2). While this
pair, {b1, s2}, is also possible in case 4.2a, it comes at the cost of social wel-
fare because {b2, s1} is not a feasible pair. Case 4.2a, unlike case 4.2b, has no
equivalent matching that exposes incongruous prices within a pair.

These examples naturally suggest a different but as we will show still dis-
criminatory pricing approach: pricing based on overlapping operating win-
dows. For this, we note that for any two buyer–seller pairs {b1, s1}, {b2, s2}
that overlap in their operating window, τb1,s1 ∩ τb2,s2 ̸= ∅, we can create an
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equivalent matching with pairs {b1, s2}, {b2, s1}. Any buyer–seller pair that
overlaps constitutes an alternative trading partner. Therefore, instead of only
considering the pair itself we will additionally consider all buyer–seller pairs
that overlap with its operating window.

Definition 4.6 (Basic Pricing). Basic pricing considers the buyer–seller pair
{b, s} ∈ M and also all buyer–seller pairs that overlap in their operating
window. For this let

Sb,s =
{
s†
∣∣τb,s ∩ τb†,s† ̸= ∅ ∧ {b†, s†} ∈M

}
be the set of sellers that can operate at a common time slot as {b, s} given a
particular matching M . Similarly, Bb,s are such buyers. Then,

pM (n) =
minb†∈Bb,s

νb† +maxs†∈Sb,s
cs†

2
n ∈ {b, s}.

Reconsidering the cases depicted in Figure 4.2 using basic pricing, we see
no difference when the price differences were justified. However, where simple
pricing created discriminatory prices p(1) and p(2) for the agents, basic pricing
generates one non-discriminatory price p(1, 2) for all agents.

While basic pricing might appear to be non-discriminatory, we will now
show that it can still lead to price discrimination. In Figure 4.3, we see an
example with three buyer–seller pairs and prices based on basic pricing using
matching

M1 = {{b1, s1}, {b2, s2}, {b3, s3}}.

The first two buyer–seller pairs {b1, s1}, {b2, s2} overlap in their operating
window and are therefore considered together under basic pricing. However,
neither {b1, s1} nor {b2, s2} overlap with pair {b3, s3} in their operating
window and therefore {b3, s3} is priced separately. But there also exists the
equivalent matching

M2 = {{b1, s3}, {b2, s1}, {b3, s2}}.

In this matching pair {b3, s2} is priced incongruously. Seller s2 is paid price
p(1, 2) for providing energy to buyer b3, who pays a lower price p(3), see Fig-
ure 4.3. Therefore, basic pricing yields discriminatory prices in this example.

Truly non-discriminatory pricing would consider all pairs in the example in
Figure 4.3, in order to price any one of the pairs. As we can see, we need
to consider more than simply overlapping operating windows. We need to
consider all possible operating windows over all equivalent matchings.

To achieve non-discriminatory prices, we will introduce prices that are con-
sistent over all equivalent matchings. For this we define the feasible operating
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Figure 4.3: Price Difference in Time

range of an agent as all time steps at which an agent can operate considering all
equivalent matchings. Note that by definition if and only if a buyer and seller
overlap in their feasible operating ranges, there exists an alternative matching
that pairs them. In the example depicted in Figure 4.3, there are equivalent
matchings that pair seller s3 with b1, b2 or b3. The feasible operating range of
agent s3 is therefore the union of the resulting three operating windows:

τb1,s3 ∪ τb2,s3 ∪ τb3,s3

Note, we distinguish three different types of time intervals: τi denotes the
time window of agent i itself, while τi,j is the operating window of agent i
when paired with agent j. Finally we define the feasible operating range τMi
as follows:

Definition 4.7 (Feasible Operating Range). The feasible operating range τMi
is the union of operating windows over all M -equivalent matchings:

τMi =
⋃

{i,x}∈
⋃

MM

τi,x.

Note that, thus τMi does not depend on a particular matching M but only
on the resulting allocation.

Definition 4.8 (Consistent Prices). A pricing function p is consistent given a
matching M , if it assigns the same price to any agents that overlap in their
feasible operating ranges, i.e.,

τMi ∩ τMj ̸= ∅ =⇒ p(i) = p(j) ∀i, j ∈ N

As consistent prices are defined using all equivalent matchings, they make
it impossible to re-schedule the agents in such a way that two trading partners
are assigned different prices. The arbitrary choice the market operator makes
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about equivalent matchings no longer affects the pricing and therefore utility
of the agents. These prices are, therefore, non-discriminatory.

4.4.2 Obtaining Consistent Pricing
The usefulness of the link between non-discrimination and consistent prices
is limited by the fact that calculating all equivalent matchings is intractable.
Instead of calculating all equivalent matchings, we introduce a labelled di-
rected graph HM = (V,E) that can express all M -equivalent matchings
(Lemma 4.1& 4.2) and show that a consistent pricing function assigns the
same price to all agents represented by a strongly connected component in
HM (Lemma 4.4), which can be obtained in polynomial time.

Based on the matching M , HM = (V,E) is a labelled directed graph that
represents every pair in M as a node and every potential pair as an edge.

Definition 4.9 (HM = (V,E)). Let M be a matching, then HM = (V,E) is a
labelled directed graph with as many nodes as there are pairs in the matching
M , i.e., |M | = |V |. The nodes vi ∈ V are labelled with the buyer–seller pairs
in the matching M . W.l.o.g., we assume that the node vi is labelled with the
buyer–seller pair {bi, si}.

Let there be a directed edge (vi, vj) ∈ E whenever the buyer at outgoing
node vi and seller at incoming node vj overlap in their operating windows, i.e.,
τbi ∩τsj ̸= ∅. The edge (vi, vj) ∈ E is labelled by the alternative feasible pair
{bi, sj}.

We can use the labels assigned to the nodes and edges in HM to describe
new matchings M∗. To do so we consider a subset of nodes V ∗ ⊆ V (blue
circles in Figure 4.4) and a subset of directed edges E∗ ⊆ E (green edges in
Figure 4.4).

Definition 4.10 (Translation (V ∗, E∗) 7→ M∗). Let M be a matching, with
associated graph HM = (V,E) by Definition 4.9, and let V ∗ ⊆ V , E∗ ⊆ E.
The labels assigned to subsets (V ∗, E∗) describe a set of buyer–seller pairs.
We will refer to this set of buyer-seller pairs as the matching M∗. For short
we will say that (V ∗, E∗) forms M∗. (Note: (V ∗, E∗) is a set of pairs and
should not be seen as a sub-graph of HM and while M∗ is a matching it is not
necessarily feasible.)

In the example shown in Figure 4.4,

V ∗ = {v1, v5} and E∗ = {(v2, v4), (v4, v6)}.

Pairs {{b1, s1}, {b5, s5}} are represented by nodes in HM and are therefore
both in the original matching M as well as the newly formed matching M∗.
Edges E∗ = {(v2, v4), (v4, v6)} are labelled with the pairs {b2, s4} and
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Figure 4.4: Create new matching from V ∗ and E∗

{b4, s6}. By Definition 4.10 these pairs are in M∗ but not in this form in M .
Agents {s2, b3, s3, b6} are allocated in M but not in M∗.
Note 4.1. (V ∗, E∗) with V ∗ ⊆ V,E∗ ⊆ E form a feasible matching M∗ if
and only if no edge (vi, vj) ∈ E∗ has an endpoint in V ∗, i.e., vi, vj /∈ V ∗, and
no node vk ∈ V \ V ∗ is source/destination of two or more distinct edges in
E∗.

Proof. To see why Note 4.1 is true, we need to recall that all pairs described
by the labels on V and E are feasible. Therefore matching M∗, formed by
(V ∗, E∗), is only infeasible if there is a buyer or seller assigned to more than
one label in V ∗ or E∗. Note that by Definition 4.9, a buyer bi only appears in
the graph HM in node vi = {bi, si} and its outgoing edges, while a seller si
only appears in node vi = {bi, si} and its incoming edges. Therefore, buyer
bi appears in two labels of M∗, only if two or more outgoing edges of vi are
in E∗ or if there is one or more outgoing edges of vi in E∗ and vi is in V ∗.
Similar holds for sellers and incoming edges.

To see how this graph representation of the allocation is useful, we need a
more abstract representation of the construction process. We will move from
considering E∗ as a set of edges to thinking of E∗ as a set of paths and
ultimately a set of cycles.

Definition 4.11 (Path). A path p is a series of nodes, where there is an edge
between any two consecutive nodes: p = (vk, vj , ..., vl). We will say that these
nodes are the nodes that the path visits.

We say a path is maximal if no set of edges can be added such that the result
is still a simple path. A path is simple if every node is visited at most once.
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Definition 4.12 (Cycle). A cycle z is a non-empty path that ends at the
same node at which it starts, i.e., the vertex representation is as follows:
(vk, vj , ..., vk)

We say a cycle is simple, if any node except the endpoint is visited at most once
and the end point is visited exactly twice. We say two or more cycles/paths are
non-overlapping if no node is visited by more than one cycle/path.

Using cycles in the graph HM , we can not only describe any alternative
matching but more specifically all equivalent matchings. For this, let Z be a
set of non-overlapping cycles in HM and EZ ⊆ E be the set of directed edges
used by the cycles in Z. By slight abuse of notation, we say

⋃
EZ is the set of

nodes in HM visited by any cycle in Ez . All not visited nodes in HM are then
described by V−Z = V \

⋃
EZ .

Noteworthy here are two things. First, every node in HM is either in
V−Z or is an endpoint of an edge in EZ . Second, the translation defined
in Definition 4.10 for a simple cycle retains the agents in the simple cycle
because it pairs every buyer in a node with the seller at the next node in the
cycle. Therefore, we can establish a one-to-one correspondence between any
equivalent matching M† ∈MM and a set of cycles Z in HM .

Lemma 4.1 (Cycles form equivalent matchings). A matching M† is equivalent
to M if and only if there exists a set of non-overlapping simple cycles Z in HM

such that (V−Z , EZ) forms M† (Definition 4.10), where EZ is the set of edges
in the cycles Z and V−Z = V \

⋃
EZ .

Proof. First, we assume that M† is equivalent to M and will show that there
exists a set of non-overlapping simple cycles Z in HM such that (V−Z , EZ)
forms M†.

By how the graph is defined (Definition 4.9), we know that for every agent
pair in M† ∩M there exists a node in HM and for every agent pair in M† \M
there exists a directed edge, in HM , labelled with the respective pair. Let V−Z

be the nodes in HM labelled with the pairs in M†∩M and EZ be the edges, in
HM , labelled with the pairs M† \M . By definition, (V−Z , EZ) forms M† and
we only need to show that the edges in EZ describe simple non-overlapping
cycles. Contrarily, if EZ contained a maximal (with regard to EZ) non-cyclical
path, there would be a last node vk in this path that had an incoming but no
outgoing edge in EZ . The lack of an outgoing edge from vk results in buyer
bk not being in a matching pair of M†, contradicting our assumption that M†

is equivalent to M . Also, the cycles have to be simple and non-overlapping, as
otherwise there would be a node with more than one incoming/outgoing edge
making the allocation infeasible, see Note 4.1.

Next, we assume a set of simple non-overlapping cycles Z in HM such
that (V−Z , EZ) forms M† and will show that M† is equivalent to M . Labels
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assigned to nodes and edges in HM only contain buyers and sellers from
M . Therefore, M† cannot include any agent that is not also in M , i.e.,
NM† ⊆ NM . To, on the other hand, show that M cannot contain an agent
that is not also in M†, NM ⊆ NM†

, we assume the contrary. W.l.o.g., assume
there is a buyer bk ∈ {bk, sk} ∈ M such that bk ∈ NM but bk /∈ NM†

.
Because HM is built from M , there exists a node vk labelled {bk, sk}. This
node, vk is either visited by none of the cycles in Z, vk ∈ V−Z , or by one of
the cycles, vk /∈ V−Z . If vk ∈ V−Z , then {bk, sk} ∈ M† contradicting our
assumption that bk /∈ NM†

.
If vk /∈ V−Z , then by how (V−Z , EZ) is defined we know there is an edge in

EZ incoming to vk. However, vk has no outgoing edge in EZ since bk /∈ NM †

Hence, vk has an incoming but no outgoing edge in EZ contradicting our
assumption that EZ is based on cycles Z.

Having established this one-to-one correspondence, it is easy to see that for
a matching M any alternative pair not in M can only be part of an equivalent
matching of M if there is a simple cycle in HM that contains an edge labelled
with that alternative pair.

Lemma 4.2 (Possible buyer–seller pairs). Given two buyer–seller pairs
{bx, sx} ∈M and {by, sy} ∈M (x ̸= y), there exists an equivalent matching
M† such that {bx, sy} ∈M†, if and only if there exists a simple directed cycle
in HM that includes the directed edge from vx = {bx, sx} to vy = {by, sy}.

Proof. First, we assume there is a simple cycle z = (vx, vy, ..., vx) in HM and
will show that there is an equivalent matching that includes the pair {bx, sy}.
Let Z = {z}, then by Lemma 4.1, (V−Z , EZ) forms an M -equivalent match-
ing. The edge (vx, vy) with label {bx, sy} is in the cycle z and by extension
EZ , making the pair {bx, sy} part of the matching formed by (V−Z , EZ).

Next, we assume that there exists an M -equivalent matching M† such that
{bx, sy} ∈ M† and will show that there is a directed cycle in HM containing
edge (vx, vy). By Lemma 4.1, we know that M† is only M -equivalent if there
exists a set of simple directed non-overlapping cycles Z such that (V−Z , EZ)
form M†. The only edge labelled {bx, sy} is the edge (vx, vy), resulting in
(vx, vy) ∈ EZ ; so (vx, vy) is part of a cycle in HM .

Given Lemma 4.2, we can make a more general statement about the feasible
operating ranges of buyers and sellers.

Lemma 4.3. A buyer bk and seller sl overlap in their feasible operating ranges
if and only if there exists an M -equivalent matching that contains the pair
{bk, sl}.
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bk, sx bx, sl

by , sy

{bk, sl}

{by, sl}{by, sx} Lemma 4.2

Figure 4.5: Excerpt of HM ′ with {bk, sx} not on the cycle z (indicated in
green)

Proof. If there exists M -equivalent matching M∗ ∈ MM such that {bk, sl} ∈
M∗, then bk and sl have overlapping feasible operating ranges by Defini-
tion 4.7.

If bk and sl have overlapping operating ranges, we can show that ∃M∗ ∈
MM such that {bk, sl} ∈ M∗ by contradiction. We assume that such an M∗

does not exist. Given that bk and sl overlap in their operating ranges, there
is a common time step t ∈ τbk ∩ τsl . Given that M∗ does not exist and
Definition 4.7, there has to exist two M -equivalent matchings M ′ and M ′′

that enable bk and sl to operate at time t, i.e.

∃M ′ ∈MM s.t. {bk, sx} ∈M ′ ∧ t ∈ τbk,sx

∃M ′′ ∈MM s.t. {by, sl} ∈M ′′ ∧ t ∈ τby,sl

If {by, sl} ∈ M ′, then M ′ \ {{bk, sx}, {by, sl}} ∪ {{bk, sl}, {by, sx}}
is a feasible M -equivalent matching containing {bk, sl} contradicting our
assumption.

Otherwise, the graph HM ′ contains an edge labelled {by, sl}, from node
{by, sy} to node {bx, sl}, that is part of a simple directed cycle z in HM ′ ,
since {by, sl} ∈M ′′ ∈MM , see Lemma 4.2.

We will alter this cycle slightly to include the edge {bk, sl}. Because
{bk, sx} ∈M ′ there exists a node {bk, sx} in HM ′ . This node is either part of
the directed cycle z or not.

If {bk, sx} is part of z, then there exists a simple directed path from {bx, sl}
to {bk, sx}, which can be extended to form a simple cycle z′ by adding the edge
labelled {bk, sl} in HM ′ . This edge exists, because {bk, sl} is a feasible pair.
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If {bk, sx} is not part of z, see Figure 4.5, the following holds. Since bk and
sl overlap in their feasible operating ranges, {bk, sl} is feasible, which means
there exists an edge labelled {bk, sl} from node {bk, sx} to node {bx, sl} in
HM ′ . Since t ∈ τby,sl and t ∈ τbk,sx , see definition of M ′ and M ′′, we know
that {by, sx} is feasible and therefore there is an edge from node {by, sy} to
{bk, sx} in HM ′ .

We can construct a simple directed cycle z′′ by replacing the edge labelled
{by, sl} in cycle z with the edges labelled {by, sx} and {bk, sl}, see Figure 4.5.

By Lemma 4.1, either cycle z′ or z′′ represent an M -equivalent matching
that contains {bk, sl}, contradicting our assumption and concluding the proof.

Next, we show that the sets of agents that are assigned the same price can
be expressed by strongly connected components in graph HM . This follows
because any two agents in a pair are assigned the same price and Lemma 4.2
propagates this price throughout cycles.

Definition 4.13 (Strongly Connected Component). We say a subset C ⊆ V is
a strongly connected component of HM = (V,E), if for any two nodes in C
there exists a directed cycle involving these two nodes.

Lemma 4.4 (Price sharing agents). Given a matching M , a consistent pricing
function p assigns the same price to two buyer–seller pairs {bx, sx} and
{by, sy} if and only if vx and vy are part of the same strongly connected
component in the graph HM .

Proof. For convenience, we say that two nodes share a price if the underlying
buyer–seller pairs are assigned the same price by a consistent pricing func-
tion. Recall, that we defined consistent pricing based on overlapping feasible
operating ranges, which are constructed from all equivalent matchings MM .
From Lemma 4.3, we know that a buyer bk and seller sl overlap in their fea-
sible operating ranges if and only if there exists an equivalent matching that
contains the pair {bk, sl}. An equivalent matching containing pair {bk, sl} ex-
ists if and only if the edge (vk, vl) is part of a simple directed cycle in HM ,
see Lemma 4.2. Therefore, two nodes vk, vl with edge (vk, vl) in HM share
a price if and only if(vk, vl) is part of a directed simple cycle in HM . Be-
cause the sharing of prices between nodes is transitive, any two nodes vx, vy
share a price if and only if there is a cycle connecting the two nodes, which
is equivalent to vx, vy being part of the same strongly connected component
(Definition 4.13).
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4.4.3 Consistent and Individually Rational Prices
While consistent prices convey a sense of fairness, they would still not be
acceptable to agents if they left some agents with negative utility, i.e. if the
pricing broke Individual Rationality. In this section, we show that consistent
and IR prices exist (Theorem 4.1) for efficient allocations. For this we only
need to realise that consistent and IR prices are only impossible if there exists
a seller that, because of consistency, has to be assigned the same price as a
buyer that has a lower valuation. However, removing such two agents would
lead to an improved allocation, indicating that the original allocation was not
efficient.

Theorem 4.1 (Existence of consistent, IR Prices). Given a SW-maximizing
matching M there exist consistent prices that are Individually Rational.

Proof. Contrary to the statement, we assume that there exists a social welfare
maximizing matching M for which no consistent prices are IR. We will come
to a contradiction by constructing a new feasible matching with higher social
welfare.

By Lemma 4.4, the different subsets of agents that are assigned the same
price can be represented by strongly connected components in HM . Our
assumption that there cannot exist consistent and IR prices for matching M ,
therefore means there is a strongly connected component C ⊆ V for which no
single price is IR for all agents in it. This means there exists at least one buyer
bx with node vx in the connected component C, vx ∈ C, and one seller sy with
node vy in the same connected component C, vy ∈ C, such that νbx < csy ,
because otherwise we can pick any price below the lowest valuation of any
buyer in C and above the highest cost of any seller in C and obtain a single
individually rational price for that strongly connected component.

Because C is a strongly connected component there is a directed cycle
involving vx and vy . More specifically, there is a directed path starting at vy and
ending in vx. Let Ey,x be the set of edges in that path and V−(y,x) all the nodes
that are not visited by the path described by Ey,x. (V−(y,x), Ey,x) forms a new
matching My,x. Any buyer b or seller s in NM , with the exception of buyer
bx and seller sy is part of a buyer–seller pair that is labelled to either a node in
V−(y,x) or an edge in Ey,x. sy and bx are the exceptions because vy /∈ V−(y,x)

and vx /∈ V−(y,x) are the start and endpoints of the path described by Ey,x and
therefore have no incoming/outgoing edge in Ey,x, respectively.

By only deallocating sy and bx, we found a new matching that increased
social welfare by −(νbx − csy ) > 0. Therefore, M cannot be a social welfare
maximizing matching, contradicting our initial assumption.
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4.5 Pricing Mechanism
Having the concept of non-discriminatory pricing in time-flexible systems, we
will describe one particular mechanism that provides such prices. Generally
speaking a mechanism takes reports Θ, finds a matching M and assigns prices
p(n) to agents n ∈ N .

The mechanism uses an efficient matching M . To find prices, our mecha-
nism builds graph HM and identifies the set of maximal strongly connected
components CM . For a strongly connected component CX ∈ CM , let NCx =
SCx∪BCx be the set of sellers and buyers in that component. We assign a price
half way between the costliest seller and cheapest buyer in the component to
every agent in the component:

p(n) =
min

{
νb|b ∈ BCx

}
+max

{
cs|s ∈ SCx

}
2

∀n ∈ NCx (4.2)

The reason why this produces Individually Rational and consistent prices is
similar to the proof of Theorem 4.1, while Budget Balance is ensured by
assigning prices to buyer–seller pairs. The algorithm runs in polynomial time
as identifying strongly components can be done in linear time (Tarjan, 1972).

Theorem 4.2 (IR, BB and Consistent). The above mechanism is Individually
Rational, Budget Balanced, prices agents consistently, and runs in polynomial
time.

Proof. Because of Lemma 4.4 we know that the pricing scheme is consis-
tent. In Theorem 4.1 we saw that no buyer in a connected component can
have a valuation lower than any seller in the same connected component, i.e.
min

{
νb|b ∈ BCx

}
≥ max

{
cs|s ∈ SCx

}
and therefore the assigned prices

are IR. The mechanism is BB because it assigns prices to connected com-
ponents which consist of buyer–seller pairs. The price paid to a seller is ex-
actly compensated by the payment received from the buyer at that same node
(buyer–seller pair). Regarding the run-time, the matching problem can be
solved in polynomial time (Kuhn, 1955). For pricing, the graph HM can be
built in quadratic time, since we have a potential edge between any two nodes,
while identifying the strongly connected components can be done in linear
time in the number of nodes and edges of the graph (Tarjan, 1972). Therefore
both allocation and pricing can be done in polynomial time.

This consistent pricing mechanism has two advantages. It assures the agents
that the market operator did not make a deliberate or accidental choice to dis-
advantage them. Second, it allows the market operator to clear the market and
communicate fixed prices before deciding on a particular schedule/matching.
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4.6 Discussion: consistent pricing,
envy-freeness and fairness
Fairness is a vague intuitive human term. However, in order to design systems,
we require precise definitions and have therefore come up with specific math-
ematical concepts to represent our human intuition.

One of the strongest fairness concepts is envy-freeness. An envy-free out-
come is one in which no agent would want to switch places – be assigned the
allocation and prices of another – with any other agent. However, due to the dif-
ficulty of achieving full envy-freeness, several relaxations have been proposed.
Our concept of consistent pricing can be viewed as a new kind of relaxation of
envy-freeness.

In the following we will first look at how our work compares to envy-
freeness by considering how the field of economic psychology views fairness
(Section 4.6.1) and then compare our concept of consistent pricing to other
relaxations of envy-freeness (Section 4.6.2).

4.6.1 Fairness: envy-free or consistent pricing
Here, we compare our concept of consistent pricing directly to envy-freeness.
In particular, we are interested in how the mathematical concepts relate to
people’s perception of fairness.

First, we show that consistent pricing does not necessarily lead to envy-
freeness. Let us consider the example depicted in Figure 4.6, with non-
discriminatory prices derived as described in Section 4.5. The prices are
non-discriminatory but we can also see that seller s3 envies seller s2, be-
cause p(1, 2) is a higher price than p(3). Unlike pure envy-freeness, we allow
this envy and justify the price difference because pair {b2, s3} is not part of
an equivalent matching and therefore agents b1, b2, s1, s2 and agents b3, s3 are
priced separately.

In economic psychology, there exist two notions of fairness in pricing.
Distributed justice states that agents perceive prices as fair, if they are in
line with their reference price (Chapuis, 2012; Maxwell, 2002), e.g. historical
prices or prices that other agents are paying. Procedural justice, on the other
hand, says that prices are seen as fair by agents, if the agents know that the
process of obtaining the price was fair itself (Chapuis, 2012; Maxwell, 2002).

In the context of economic psychology, envy-freeness can, therefore, be
viewed as distributed justice, no agent sees another agent being paid better
or worse, while our concept of consistent prices reflect the procedural justice
notion of fairness, the main idea behind the process of obtaining the prices was
non-discrimination, i.e. a form of fairness. It should be noted here that these
concepts are not necessarily in conflict. Distributed and procedural justice are



64 Chapter 4 Fair Pricing for Time-Flexible Smart Energy Markets

Time

V
al

ua
tio

n/
C

os
t

b1 b2

b3

s1

s2

s3

p(1, 2)
p(3)

Figure 4.6: Not envy-free but non-discriminatory

simply two aspects of how humans perceive fairness in pricing, while envy-
freeness and consistent pricing are mathematical concepts that reflect these
aspects.

4.6.2 Comparison to relaxations of envy-freeness
Relaxations on the concept of envy-freeness allow either for a particular kind
or magnitude of envy. The concept put forth in this chapter allows for a
particular kind rather than magnitude of envy within social welfare maximizing
matchings. The only way an agent bx of pair {bx, sx} envies an agent by of pair
{by, sy} is if the pair {bx, sy} is feasible and the price for by differs from that
for bx. However, under consistent pricing, the prices can only differ if the pair
{bx, sy} is not part of any equivalent, i.e. social welfare maximizing matching.
Thus, bx can only switch places with by if a non social welfare maximizing
matching is chosen. Therefore, consistent pricing, as put forth here, relaxes
envy-freeness only to maintain maximum social welfare.

There are several distinct differences between our concept of consistent
pricing and relaxations of envy-freeness found in literature.

From the field of fair division, relaxed envy-freeness that allows for a certain
magnitude of envy has emerged. "Envy-freeness up to any good" is the idea that
given a certain bundle allocation, an agent envying another agent would cease
to do so, if we removed just one item from the other agents bundle (Chaudhury
et al., 2020; Livanos et al., 2022; Plaut and Roughgarden, 2018). This kind
of relaxation can be viewed as trying to approximate the distributed justice
notion of fairness. Our concept of consistent prices, on the other hand, invokes
fairness through procedural justice, i.e. explaining why the process of price
formation was fair.

One way to allow a particular kind of envy is to restrict the way in which
envy is directed. One such restriction is expressed in the concept of group
envy-freeness (Aleksandrov and Walsh, 2018; Todo et al., 2019), in which only
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the envy between groups of agents is considered. Group envy-free outcomes
ensure that no group of agents would want to switch with another group
of agents while individual agents can still envy each other. However, this
approach is limited to settings where agents can be seen as groups with regard
to fairness.

Another way is to use a social graph, which represents awareness of others
between the agents. (Alon et al., 2013) introduces a non-directed graph and
limits the price differences between agents on adjacent nodes, effectively
limiting envy between neighbors. More recently, in (Flammini et al., 2020,
2021) this idea is extended to directed social graphs representing the agents’
awareness of other prices in the market. However, these approaches, while
solving the problem of envy-freeness, do not translate well back to the initial
intention of fairness. An agent, who has arbitrarily been given a worse deal is
not treated fairly simply because they are not aware of the better deal they could
have been given. This is also corroborate by studies in economic psychology.
Psychological studies indicate that especially in the absence of price difference
a sense of fairness is established via procedural justice (Chapuis, 2012). The
fairness perception of an agent who is not aware of other prices in the system
is more strongly determined by the procedural way prices are derived.

In comparison, an agent under consistent pricing can rest assured that even
if they are not aware of a better deal, the reasoning behind the prices was fair
and that if they received a worse deal, that it was not arbitrary but was rooted
in a notion of consistency.

4.7 Conclusion and Future Work
Integration of flexible assets via new markets is a cheap alternative to costly
grid reinforcement. This integration, however, depends on the adoption by
users and therefore on a perception of fairness. This chapter took a deeper
look at the concept of non-discriminatory pricing itself. While often simply
assumed in literature, we showed that non-discriminatory pricing has no trivial
definition in time flexible systems. For such settings, we provided a stronger
foundation for non-discriminatory pricing as prices that are consistent over
different but equivalent outcomes. In a stylized market setting, we showed
that such consistent prices can exist without breaking individual rationality
or budget balance and provided a mechanism, which runs in polynomial time.
Furthermore, we put our notion of fairness into context by relating it to the
concept of procedural justice from economic psychology, comparing it to
envy-freeness and showing that it can be viewed as a particular relaxation of
envy-freeness.
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Building upon this work, we would like to extend our stylized market
setting to incorporate a more complex bidding language and realistic con-
straints. Beyond markets with time-flexible agents, the extended concept of
non-discriminatory prices as presented here can be applied to any setting in
which outcomes can be different but equivalent. It might be particularly in-
teresting to multi-energy systems in which the same outcome can be obtained
using a different mix of energy carriers. In such a multi-energy system an agent
expressing flexibility over several energy carriers might be reassured by know-
ing that the particular mix of energy that they were allocated was not more
expensive than any equivalent alternative.



5 Incentives for Accurate
Energy Predictions: How
toReduceEpistemicUn-
certainty

Preface Accurate predictions of power fluctuations are pivotal to the operation
of flexibility markets. While the design of flexibility markets is an active and
ongoing field of research, the question of how to elicit high quality predictions
in a non-cooperative setting is often overlooked. We contribute the concept
of best prediction incentivizing contracts. Under such contracts the best re-
sponse of an agent is to report the true distribution of its power fluctuation.
This concept differs from Incentive Compatibility by explicitly taking epis-
temic uncertainty into account: while Incentive Compatible mechanisms often
assume agents possess perfect knowledge of their own valuation, our concept
incentivizes agents to reduce their epistemic uncertainty about the world. In
practical terms, we present generic closed form solutions for polynomial dis-
tributions and show they can be used to approximate realistic Gaussian distri-
butions. Lastly, placing our work in a larger context, we show that third party
agents can profit from providing improved predictions via arbitrage. 1

5.1 Introduction
Renewable energy sources (RES) are generally seen as the essential solution to
global warming. Excessive use of fossil fuels and the accompanying output of
carbon dioxide has caused global temperatures to rise (Lee et al., 2023). RES
have become a carbon-neutral alternative to fossil fuels through advancements
in technology as well as investments in mass production (IRENA, 2023;
Timilsina, 2021).

1 This chapter is based on publication (Saur et al., 2024). Supporting code can be found under
doi.org/10.4121/1c4efcd7-1aca-498d-9337-091c8ae49db2
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However, large scale integration of RES has brought with it some challenges
for electricity systems. In contrast to conventional power plants, most types
of RES cannot control their power output. As the share of fluctuating RES
increases so does the magnitude and frequency of power imbalances, which
need to be addressed by grid operators (Kuiken and Más, 2019; Lund et al.,
2019).

To effectively deal with these power imbalances, flexibility has to be in-
tegrated into electricity grids (Auer and Haas, 2016; Kuiken and Más, 2019;
Shahzad and Jasińska, 2024). While there is no agreed upon definition of flex-
ibility, it is generally seen as the ability of power producing or consuming
devices to quickly adjust their energy output/input (Lannoye et al., 2012).

Flexibility can be provided via several different technologies. Conventional
gas turbine generators are well established and can provide flexibility by
adjusting their operating point (Oree and Hassen, 2016). Besides adjustments
on the production side, demand response can provide flexibility by adjusting
electricity demand (Korkas et al., 2016; Kuiken and Más, 2019; Palensky
and Dietrich, 2011; Zhang et al., 2025). However, flexibility can not only
be provided by adjusting production or consumption, but also by shifting
energy in different dimensions. Such flexibility can be provided by for instance
electrical storage devices (Engels, 2020; Lüth et al., 2018), which effectively
shift energy from times of excess to when energy production is falling short.
Given the high cost of electrical storage (Denholm et al., 2010), the idea of
shifting energy by utilizing several energy carriers in multi-energy systems
has emerged. Flexibility providing multi-energy systems range from combined
heat and power generators (Johnson and Mayfield, 2022; Su et al., 2026;
Wang et al., 2019) and the latent heat in residential buildings (Golmohamadi,
2022; Korkas et al., 2016; Lizana et al., 2018) to tightly integrated industrial
processes (Chen et al., 2019; Wang et al., 2017; Zhang et al., 2025) and even
compute workloads in data centers(Liu et al., 2024).

While there exists a variety of potential flexibility providers as well as a
clear need for it, efficiently integrating this flexibility is still a topic of active
research.

Flexibility market mechanisms have emerged as a viable approach for
large scale flexibility integration. Direct integration, i.e. equipping fluctuating
RES with flexible assets (Papavasiliou and Oren, 2013) has allowed RES
to better participate in conventional electricity markets (Aghamohamadi and
Mahmoudi, 2019; Qiu et al., 2022; Saur et al., 2021; Yang et al., 2023).
However, such integration ties the benefit to one particular fluctuating energy
source limiting the overall usefulness of the flexible asset. This limitation can
somewhat be addressed by integration of flexibility in larger multi-energy
systems (Kleinschmidt et al., 2020). While this adds to the usefulness of
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flexible assets, it still requires rather complex control systems (Kleinschmidt
et al., 2020), which cannot be scaled to larger systems, e.g. national electricity
markets. Market mechanisms on the other hand are able to coordinate between
disparate energy assets leading to a more efficient use of available flexibility.

The operation of flexibility markets rely on accurate predictions. Flexibility
trading has been approached both via centralized (Valarezo et al., 2021) as
well as peer-to-peer markets (Valarezo et al., 2021; Zhao et al., 2015). It is
noteworthy that all of these approaches implicitly assume accurate probability
models. This assumption is complicated two-fold: by the difficulty of the task
itself as well as the non-cooperative nature of market settings.

The task of forecasting power fluctuations is non-trivial involving different
kinds of uncertainty. The need for accurate predictions in RES integration
has been noted early on (Wan and Parsons, 1993) and steady progress has
been made over the years on providing improved probabilistic models (Hanifi
et al., 2020). However, only in recent years, the power forecasting literature
has started addressing the issue of epistemic uncertainty (Ding et al., 2022;
Liu et al., 2023; Wen et al., 2022) i.e. the uncertainty that exists about the
probabilistic models.

Uncertainty can be grouped into aleatoric and epistemic uncertainty.
Aleatoric uncertainty is the known uncertainty that can be modeled by prob-
abilistic models. Epistemic uncertainty, on the other hand, represents the un-
known uncertainty or lack of knowledge (Der Kiureghian and Ditlevsen, 2009;
Murphy, 2022). The epistemic component of the uncertainty can be reduced by
learning from additional data (Hüllermeier and Waegeman, 2021). However,
since, epistemic uncertainty represents a lack of knowledge it is very difficult
to capture in mathematical models, as has been discussed in (Hüllermeier and
Waegeman, 2021). We will circumvent this issue by creating a mechanism that
incentivizes the reduction of epistemic uncertainty rather than attempting to
model it.

The Forecasting issue is further complicated in flexibility markets by the
non-cooperative nature of market settings. Within a market setting the question
is not just how to generate accurate forecasts but why a self-interested agent
should reveal them to the system. This has been explicitly noted by (Zhao
et al., 2015) as an open challenge. Recent years have seen the development
of data markets (Goncalves et al., 2020; Han et al., 2022; Sun et al., 2023)
as well as the use of prediction markets (Shamsi and Cuffe, 2021a,b,c) in the
energy sector to address this challenge. However, such information markets are
disjoint from the physical operation of the energy system and can therefore be
more susceptible to speculation.

To summarize the engineering issue: consider a setting in which a fluctuat-
ing renewable energy source, such as a wind farm, seeks an insurance contract
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from a flexibility provider. Such an insurance contract can be mutually bene-
ficial as the fluctuating energy source is shielded from high imbalance costs,
while the flexibility provider is paid for a service they provide. The issue when
designing such an insurance contract starts with incentivizing the fluctuating
energy source to provide accurate forecasts of their energy output.

The conceptual challenge, this work addresses, stems from the fact that
the fluctuating energy source cannot have a perfect model of their forecast.
The concept of Incentive Compatibility incentivizes agents to be honest, but
implicitly assumes that the agent knows the true value to report. However,
when reporting a forecast, the agent cannot be assumed to know the true
distribution. The gap between what the agent believes to be the true forecast
and the actually true forecast is called epistemic uncertainty and is what this
work aims to address in a peer-to-peer flexibility trading setting.

The state of the art is extended in the following way.
We

• properly define our peer-to-peer flexibility trading setting and provide the
concept of best prediction incentivizing contracts as a conceptual means
to incentivizing the reduction of epistemic uncertainty (Section 5.2).

• provide best prediction incentivizing contract functions for uniform (The-
orem 5.1) and single term polynomial (Theorem 5.2) probability distribu-
tions.

• show that our single-term polynomial solution is suitable for modeling
real world applications (Section 5.3.3).

• demonstrate how the arbitrage potential in our solution incentivizes third
party agents to contribute improved predictions (Section 5.4).

• put our work into context by comparing our approach to data markets
(Section 5.5.1) as well as prediction markets (Section 5.5.2).

5.2 Problem Formulation
We consider a wind farm (WF) that is contractually obliged to produce a
certain amount of power but in reality deviates from this obligation by an
amount ∆q. We say the actual power deviation ∆q is described by a true
probability density function (pdf) fT .

To deal with the fluctuation, the WF can obtain an insurance contract
Θ = (p0, p∆), which will protect it from costly balancing markets. The
insurance contract Θ is composed of an upfront cost p0 and a payment p∆(∆q),
which depends on the actual power deviation ∆q. The balancing cost to the WF
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of power deviation ∆q given a contract Θ can be expressed as:

cB = p0 + p∆(∆q)

However, the contract Θ has to be provided by an insurance provider. The
contracts this insurance provider is willing to provide depend on the event that
the insurance is for, i.e. Θ will depend on fT . To make this connection explicit,
we say the insurance provider uses a contract creating function Ω that accepts
a probability distribution f and returns a contract Θ. Let p0(.|Ω(f)) be the up-
front cost p0 of the contract returned by Ω(f), while p∆(∆q|Ω(f)) is the cost
of power deviation ∆q given the contract returned by Ω(f).

Given that the insurance contract Ω depends on fT , the main research
question is how to elicit best approximation of fT from the agent.

5.2.1 Best Prediction Incentivizing
In a first step we assume that the WF knows the true probability distribution
fT , while the insurance provider has no information on fT . The WF reports
probability distribution f to contract creating function Ω to generate a contract
Θ.

To answer our research question we are looking for a contract creating
function Ω to make reporting fT the best approach for the WF.

The expected cost to the WF of the deviation given that the insurance
provider uses contract creating function Ω

CB(f |Ω, fT ) = p0(.|Ω(f)) + EfT [p∆(∆q|Ω(f))] (5.1)

should be minimized when the WF provides the true distribution fT , i.e.

CB(fT |Ω, fT ) ≤ CB(f |Ω, fT ) ∀f

Definition 5.1 (Incentivizing Best Predictions). We call a contract creating
function Ω or the related pricing functions (p0(.|Ω(f)), p∆(∆q|Ω(f))) best
prediction incentivizing if

CB(fT |Ω, fT ) ≤ CB(f |Ω, fT ) ∀f

5.2.2 Best Prediction Incentizing under epistemic uncertainty
So far we assumed that the WF knows the true distribution fT . However,
in reality the WF only has an approximation f of the true distribution fT .
This is because there are two kinds of uncertainty at play here. The true
uncertainty described by fT that is inherent in the event itself. The second
kind of uncertainty is called epistemic (Murphy, 2022) and is caused not by the
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event but by a lack of knowledge that is reflected in the discrepancy between
f and fT .

Given that reporting fT is optimal, there is a certain cost associated with
reporting an approximate distribution f . We will refer to this cost as the cost
of epistemic uncertainty.

CEU(f |Ω, fT ) = CB(f |Ω, fT )− CB(fT |Ω, fT )

This epistemic uncertainty about the true distribution fT and its associated
cost complicate our earlier definition of best prediction incentivizing contract
functions. The earlier definition specifically incentivizes reporting the true
distribution fT . However, it is impossible to incentivize a WF to reliably report
something it does not know.

We therefore extend our definition of best prediction incentivizing contract
functions to settings with epistemic uncertainty. To do so we will not only
require that reporting fT is optimal, but that reporting a strictly better approx-
imation always results in a lower cost of epistemic uncertainty. This way im-
proving the approximation will always result in lower costs, in essence incen-
tivizing the WF to report better approximations of fT .

First we need to define what it means for one approximation to be better
than the other. To do so we introduce an ordering ≻fT with respect to the true
distribution fT , where fT is the dominant element, i.e. fT ≻fT f1 ∀f1 ̸= fT
.

Definition 5.2. We say probability density function f1 is a better approxima-
tion of fT than probability density function f2 if f1 ≻fT f2. Several different
orderings can reasonable be considered for ≻fT . We will provide two here:

a) Given an interval [−dT , dT ] and a classF of probability density functions
on said interval, we say that f1 ≻fT f2 if

f1(∆q) ∈ [min(fT (∆q), f2(∆q)),max(fT (∆q), f2(∆q))] ∀∆q

as well as

∃∆q s.t. f1(∆q) ̸= f2(∆q)

b) Given a parameter d, which defines a unique function in a class F on the
interval [−d, d], we say that f(d1) ≻fT f(d2) if

d1 ∈ (d2, dT ] or d1 ∈ [dT , d2)

With this definition, we can extend our definition of Incentivizing Best
Predictions to settings with epistemic uncertainty.
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Definition 5.3 (Incentivizing Best Predictions under Epistemic Uncertainty).
We call a contract creating function Ω or the related pricing functions
(p0(.|Ω(f)), p∆(∆q|Ω(f))) best prediction incentivizing under epistemic un-
certainty if reporting a better approximation of fT always results in a lower
epistemic cost, i.e.

CEU(f1|Ω, fT ) < CEU(f2|Ω, fT ) ∀f1 ≻fT f2

Corollary 5.1. Given that Ω is Incentivizing Best Predictions under Epistemic
Uncertainty, a contract Θ1 created by providing f1 will have a lower expected
cost than a contract Θ2 created by providing f2 if f1 is a better approximation
of the true distribution fT , i.e.

CB(f1|Ω, fT ) < CB(f2|Ω, fT ) ∀f1 ≻fT f2

Note 5.1. Any pricing function that is Incentivizing Best Predictions under
Epistemic Uncertainty is also Incentivizing Best Predictions under perfect
knowledge.

Going forward, we will be referring to best prediction incentivizing con-
tracts/pricing functions (Definition 5.3) as BPI.

5.2.3 Comparison to Incentive Compatibility
In this section we explore the difference between our concept and the related
concept of Incentive Compatibility (IC). In an IC mechanism an agent’s best
response is to reveal their true valuation to the market (Nisan et al., 2007).
Regarding the information revelation part, IC is similar to BPI contracts. How-
ever, in our setting the true valuation of the agent is obscured by epistemic
uncertainty. The concept presented here differs from IC by explicitly account-
ing for the epistemic uncertainty that the agent has about the world.

The epistemic uncertainty stems from the kind of information we are inter-
ested in revealing: internal versus external information.

In settings with perfectly known valuations, IC mechanisms incentivizes
the revelation of private/internal information to value a good or service. For
instance, the value of a vase being sold at an art auction is entirely determined
by the private appreciation of the participants. This holds similarly for any kind
of commodity or service contract. The assumption, here, being that the agent
knows their own true valuation.

Pricing in BPI contracts explicitly aims at revealing external information
about the world itself, i.e. the true future power fluctuation. Instead of valuing
an object or service, BPI aims to arrive at the true probability distribution of
a wind farm. While the argument can be made that the agent knows their true
internal valuation, it is very unlikely that they possess perfect knowledge about
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the world. This inability to perfectly model the future is what we refer to as
epistemic uncertainty.

This difference in revealing external instead of internal information has
implications for the purpose of pricing. In both concepts, pricing is used as
a means to an end. In IC mechanisms without epistemic uncertainty, the end
is to value a good or service. In the concept of BPI, pricing is directly linked
to finding the correct predictions of an uncertain future event. This connection
between pricing and prediction can also be seen in Corollary 5.1, which states
that better predictions result in lower costs. The prices in BPI contracts is
therefore directly connected to the amount of epistemic uncertainty.

However, taking epistemic uncertainty into account also comes with chal-
lenges for the agent. Honest reports are easy to compute. Therefore, when the
true valuation is known to the agent, truth-telling is an easy strategy to im-
plement. However, correctly predicting an external event is a non-trivial task.
We will return to this challenge in Section 5.4, when discussing the arbitrage
potential of BPI contracts.

5.3 Applications of BPI contracts
So far we have provided BPI as a novel concept and discussed how it relevantly
differs from IC. However, a concept is only useful if it can feasibly be applied.
To this end, we provide BPI contracts for uniform (Section 5.3.1) and single
term polynomial distributions (Section 5.3.2) and show that the latter can be
used in more real-world settings (Section 5.3.3). For the particular cases in this
section, we will be using a parameter d instead of the entire function f as the
input to the contract generating function Ω. Given this input, we will consider
the particular ordering of Definition 5.2b.

5.3.1 Solutions for uniform distribution
To begin with, we consider a very simple setting.
Setting 1 (Uniform). The true power deviation of a fluctuating energy source
is described by a uniform probability density distribution on the interval
[−dT , dT ]. The task of the energy source operator is to provide the correct
parameter dT .

We want to design prices, p0(.|d) and p∆(∆q|d) for Setting 1 such that the
operator minimizes its cost by submitting d = dT , i.e. they are best predictions
incentivizing.

Theorem 5.1. Contract generating function Ωu(d) with pricing functions
(p0(.|d) = 0.5ln(d), p∆(∆q|d) = |∆q| 1d ) are best BPI functions under
Epistemic Uncertainty for Setting 1.
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Proof. To show that the epistemic cost always decreases by moving from a
worse approximation d2 to a better one d1, we only need to show that epistemic
costs are falling for d less than dT and are rising for d larger than dT , i.e.:

∂CEU(d|Ωu, dT )

∂d
< 0 if d ∈ (0, dT )

∂CEU(d|Ωu, dT )

∂d
> 0 if d ∈ (dT ,∞).

This can easily be shown:

∂CEU(d|Ωu, dT )

∂d
=

∂

∂d
CB(d|dT ,Ωu)−

∂

∂d
CB(dT |dT ,Ωu)︸ ︷︷ ︸

=0

=
∂

∂d

[
0.5ln(d) +

1

2
d−1dT

]
= 0.5d−1

[
1− dT

d

]
Note that

[
1− dT

d

]
> 0 for d > dT and

[
1− dT

d

]
< 0 for d < dT , which

concludes the proof.

5.3.2 Solutions for single term polynomial distributions
In this section, we will be deriving a family of contract generating functions
Ω(d|k) parameterized on a shape parameter k. We consider a single term
polynomial as the pdf f(∆q|d) on the symmetric interval [−d, d]. The general
form of f on the positive interval is:

f(∆q) = −m(∆q)k + t

Furthermore, we assume that f(∆q|d) is symmetric around ∆q = 0 and
f(d) = 0. With these two assumptions f(∆q|d) is uniquely defined given
an agent’s report d.

From f(d) = 0 it follows that

t = mdk
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Because f is a probability density function and symmetric, we know that:∫ d

0

f(∆q)∂∆q =
1

2
=

[
− m

k + 1
(∆q)k+1 + t∆Q

]d
0

=− m

k + 1
dk+1 + t · d

Replacing t = mdk we obtain:

1

2
= − m

k + 1
dk+1 +mdk+1

From which follows:

m =
1

2

k + 1

k
d−(k+1) ∧ t =

1

2

k + 1

k

1

d

This results in the general from of

fp(∆q|d, k) = 1

2

k + 1

k

[
−d−(k+1)(∆q)k +

1

d

]
if ∆q ∈ [0, d]

fp(∆q|d, k) = f(−∆q) for ∆q ∈ [−d, 0]
(5.2)

Setting 2 (Single Term Polynomial). The true power deviation of a fluctuating
energy source is described by a probability density distribution fp(∆q|d, k)
of the shape of equation 5.2 on the interval [−dT , dT ]. The task of the energy
source operator is to provide the correct parameter dT .

For Setting 2, we derive the following BPI pricing functions.

Theorem 5.2. Given a power deviation that can be described by a single term
polynomial fp(∆q|d, k) of specified degree k as described in equation (5.2),
contract function Ωp with pricing functions p0(.|d) = k+1

2(k+2) log(d) and
p∆(∆q) = |∆q| 1d are BPI pricing functions according to Definition 5.3.

Proof. To show that p0 and p∆ is BPI pricing functions, we need to show that
the expected cost CB contains a global minimum at d = dT , which we will
do by showing that the expected cost increases for d > dT and decreases for
d < dT . We denote fT as the true distribution f(∆q|dT , k).

First, we calculate the expected cost:



5.3 Applications of BPI contracts 77

CB(f, |ΩfT ) =
k + 1

2(k + 2)
log(d) +

∫ ∞

−∞
fT (∆q)|∆q|1

d
∂∆q

=
k + 1

2(k + 2)
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∫ dT

0

fT (∆q)∆q
1
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k

1

d
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1
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=
k + 1
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k

1

d
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1
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d
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Taking the first derivative of the expected cost CB with respect to the

reported interval d results in:

∂

∂d
CB =

k + 1

2(k + 2)

[
1

d
− dT

d2

]
=

k + 1

2(k + 2)

1

d︸ ︷︷ ︸
>0

[
1− dT

d

]

It is easy to see that
[
1− dT

d

]
> 0 for all d > dT , while also

[
1− dT

d

]
< 0 for

all d < dT and therefore the cost increases while d > dT and decreases while
d < dT . This results in a global minimum at d = dT .

5.3.3 Real World Applications
While Theorem 5.2 provides us with a solution for a wide range of polynomial
distributions, on first glance it seems to be limited when it comes to real-world
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applications. First, Theorem 5.2 assumes that any market operator knows the
particular degree k of the polynomial up front. Secondly, not many problems
regarding uncertainty in the energy domain are modeled as single term poly-
nomial distributions.

However, we can fine tune our theoretical solution to be applicable to
real world problems. Uncertainty in the energy domain is often modeled as
Gaussian distributions(Ge et al., 2018; Trombe et al., 2012; Zhang et al., 2019).
We will, therefore, consider in Setting 3 a truncated Gaussian distribution as
the true model of reality. Fortunately, Theorem 5.2 is parameterized on k and,
thus, provides an entire family of solutions. Using parameter k, we can choose
the solution that best approximates a truncated Gaussian distribution, i.e. we
are looking for k∗ such that ΩP (d|k∗) is best suited for the following Gaussian
setting.
Setting 3 (Gaussian). We will consider reality to be described by a truncated
Gaussian distribution N (∆q|µ, σ) (Robert, 1995) with mean µ = 0 and
standard deviation σ on a symmetric interval [−d, d].

This truncated Gaussian is, therefore, completely described by the input
parameters d and σ. We scale the standard deviation σ by 0.5d to reduce the
number of input parameters. The Gaussian setting contains not only the interval
length d but also the standard deviation σ as an input parameter. This input
parameter does not appear in Setting 2, which we will use for approximation.
By scaling σ = 0.5d, the distribution can be described solely by the input
parameter d. Therefore, the input for both this setting as well as Setting 2 is
the same, i.e. the interval length d.

This results in a truncated normal probability distributionN (∆q|d) that can
be described solely by the interval size d in the following way:

1

0.5d

1

Φ∗(d|0, 0.5d)− Φ∗(−d|0, 0.5d)
N ∗(∆q|0, 0.5d), (5.3)

where N ∗(∆q|0, 0.5d) is the untruncated normal distribution of mean µ =
0 and standard deviation σ = 0.5d with its corresponding cumulative
Φ∗(∆q|0, 0.5d) and ∆q ∈ [−d, d].

Note, that reducing the number of input parameters does not mean that this
setting can only describe a single shape of Gaussian distributions. Figure 5.1
shows Gaussians from this setting for different values of d.

In the following sub-sections, we will show that the solution from Theo-
rem 5.2 is appropriate for Setting 3. While setting 2 and 3 differ in specific
ways – one is a polynomial the other a Gaussian, one is zero at the ends of the
interval the other is not – we will see that they are similar enough in practical
terms. In particular, we will show that our solution can provide a good ap-
proximation of a Gaussian distribution (Section 5.3.3) and that the introduced
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Figure 5.1: Truncated Gaussians for different reports of d

modeling error is especially small when comparing it to the error caused by
epistemic uncertainty (Section 5.3.3). Lastly, we consider the possibility of the
agent to gain a profit by reporting a value other than dT and conclude that both
the ability and the effect of such misreporting is very limited (Section 5.3.3).

Approximating Gaussian Distributions
While we do not have BPI pricing functions for Setting 3 in closed form, we
will leverage our previous result in Theorem 5.2 to derive pricing functions that
specifically aim to approximate truncated Gaussian distribution as described in
Setting 3. Specifically, we are looking for a value of k such that the probability
distribution described in equation (5.2) best approximates the truncated Gaus-
sian. We measure the quality of our approximation by the root mean-square
error (Lane et al., 2003) over the interval [−dT , dT ]. In this subsection, our
task is to find k∗ to minimize the error betweenN (∆q|dT ) and the single term
polynomial fp(∆q|dT , k) as defined in equation (5.2).

Error(N , f) =

√
1

2dT

∫ dT

−dT

[N (∆q|dT )− f(∆q|dT , k)]2 ∂∆q (5.4)

Figure 5.2 shows the average error between our approximate solution and
the Gaussian distribution over k. The error appears to be minimal for approx-
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imately k = 1.4. Note that this value is independent of the actual size of the
interval dT as both the GaussianN (∆q|dT ) and fp(∆q|dT , k) are being scaled
by dT .

k∗ ≈ argmin
k

{Error(N , f)} (5.5)

1 2 3 4
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12

·10−2
Error

Figure 5.2: Average Error over k

Figure 5.3 shows both Gaussian distributions describing the original prob-
lem as well as the approximation fp provided by our approach. It appears that
our approach approximates the truncated Gaussian well for a range of values
of d.

In subsequent sections, we will use the solution from Theorem 5.2 with
k∗ = 1.4.

Approximation under Epistemic Uncertainty
In this section, we explore the effect of epistemic uncertainty on our approx-
imation and conclude that the error we introduce by using an approximate
model of the problem is often insignificant compared to the error caused by
epistemic uncertainty. We again consider Setting 3 and the approximation from
Theorem 5.2 with k∗ = 1.4.

In this section we will deal with two kinds of errors: the modeling error
and the epistemic error. The modeling error is caused by using an approximate
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Figure 5.3: Gaussian and its approximate distribution for k∗ = 1.4

model, i.e. single term polynomial instead of a Gaussian. The epistemic error is
due to an inaccurate report by the agent. We assume that the agent only knows
an approximate value d ≈ dT instead of the true value dT .

To more clearly highlight the different (modeling and epistemic) contribu-
tions to the overall approximation error, we introduce several notions of errors.
The total error Errortotal is simply the overall error caused by providing an
approximate value d to function fp(∆q|d, k∗), while the true distribution is the
Gaussian N (∆q|dT ).

Errortotal = Error(N (∆q|dT ), fp(∆q|d, k∗)) (5.6)

We define the purely epistemic error as the result of providing an approxi-
mate value d to the true model N (∆q|d)).

Errorepistemic = Error(N (∆q|dT ),N (∆q|d)) (5.7)

Given the total error and the purely epistemic error, we introduce the
relative modeling error as an indication of how much of the total error is due
to incorrect modeling. While the true distribution is Gaussian, we are using
the polynomial fp, see equation (5.2), to approximate it. The error caused by
this discrepancy we refer to as the modeling error. We, then, define the relative
modeling error Errormodel as the relative difference between the total and the
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epistemic error.

Errormodel =
Errortotal − Errorepistemic

Errortotal
(5.8)

Figure 5.4 shows the relative modeling error over reports d, while Figure 5.5
displays the total error. As is to be expected, the relative modeling error is
1 (i.e. the error is entirely caused by the incorrect model) when d = dT
because then the epistemic error is zero and the entire error is due to the
polynomial approximation. However, the relative modeling error quickly drops
off as d deviates from the true value of dT . It is worth noting that this narrow
band around dT , where the modeling error makes a significant contribution,
also mostly contains the values of d for which the overall error is small, see
Figure 5.5. Therefore, whenever there is a significant difference between the
true distribution and the approximate distribution provided by our solution
(Figure 5.5), most of the error is caused by epistemic uncertainty rather than
incorrect model assumptions (Figure 5.4).
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Figure 5.4: Relative Modeling Error over report d for k∗ = 1.4

In this section, we showed that our solution not only provides a good
approximation of Gaussian distributions, but also that the introduced modeling
error is relatively small once epistemic uncertainty is present. However, so far
we assumed that the agent is still incentivized to provide accurate predictions,
which we will address in the next section.
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Figure 5.5: Total Error over Report d

Incentives under Epistemic Uncertainty
While Section 5.3.3 showed that the modeling error is small compared to the
epistemic error, we, implicitly, assumed that the incentive to provide the best
prediction of dT still holds when the underlying true distribution is Gaussian.
In this section, we consider Setting 3 and the approximation, i.e. ΩP and fp,
from Theorem 5.2 with k∗ = 1.4.

Specifically, we will explore to which extend the agent is still incentivized
to provide an accurate estimation of dT . Theorem 5.2 only specifies pricing
functions that are BPI when the true distribution is a single term polynomial
of specified degree k. This raises the question of incentives when these pricing
functions are used in Setting 3. Reporting the true interval length dT is no
longer proven to be the optimal strategy. Therefore, there is a cost minimizing
d∗ that may not be equal to dT .

d∗ = argmin
d

CB (d|Ωp(d|k∗),N (∆q|dT )) (5.9)

We explore the ramifications of this deviation from truthfully reporting
dT by looking at three metrics related to the strategy, agent cost and the
resulting distribution. Regarding the strategy, we consider the absolute value
of the relative distance between d∗ and dT ,

∣∣∣d∗−dT

dT

∣∣∣. For the cost of the agent,
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we look at the relative cost reduction gained by misreporting, i.e.
∣∣∣∆Cost
CostT

∣∣∣.
Finally, we look at the quality of the resulting distribution by calculating the
total error caused by optimal misreporting d∗ when using the approximation
fp(∆q|d, k∗) as defined in equation (5.2). This error we will refer to as the
error of misreporting Errormis.

Errormis = Error[N (∆q|dT ), fp(∆q|d∗, k∗)] (5.10)

However, any exploration of these effects is contingent on the ability to
obtain the optimal report d∗. Unfortunately, an analytical solution to d∗ is dif-
ficult to obtain as there is no closed form of the integral of a Gaussian. Luckily,
the expected balancing cost CB (d|Ωp(d|k),N (∆q|dT )) of reporting d to the
polynomial contract function Ωp(d|k) in Gaussian Setting 3 has a single lo-
cal minimum with regard to the reported parameter d, see Theorem 5.3. This
means that approaches such as gradient descent and bisection method converge
quickly to the global minimum d∗.

Theorem 5.3. When applying contract function Ωp(d|k) (Theorem 5.2), to Set-
ting 3, the expected balancing cost CB (d|Ωp(d|k),N (∆q|dT )) has a single
local minimum with regard to the report d.

Proof. Note that while Setting 3 defines the real probability distribution to
be on the interval [−d, d], the agent can report any d > 0 and cost function
Ωp(d|k) is defined on d > 0. Therefore, to show that CB (d|Ωp(d|k),N (∆q|dT ))
has a single local minimum, it suffices to show that its derivative
∂
∂dCB (d|Ωp(d|k),N (∆q|dT )) changes sign from negative to positive at a
single point for d > 0. Recall the general cost function, equation (5.1) as well
as the explicit pricing functions in Theorem 5.2.
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single point, while 1
d > 0 for all d > 0, which concludes the proof.

We numerically explore the effect of reporting optimal d∗ as in equa-
tion (5.10) instead of dT in the context of using Ωp(d|k∗) (Theorem 5.2) in
Setting 3. Similar to Section 5.3.3, we assume a value of k∗ = 1.4. We use the
scipy optimize package (Virtanen et al., 2020) to calculate d∗.

First we consider the relative distance between the optimal report d∗ and
the true value dT . Figure 5.6 displays the relative distance between optimal d∗

and true dT over different values of dT . We see that the deviation from the true
value dT is generally low and less than three percentage points for a range of
values. Note, that in order to reliably report d such that the cost is less than
when reporting dT , the agent needs to know d∗ within this three percentage
point window. Given that we can assume that the reporting agent does not
have perfect knowledge of the future, it stands to reason that they will not be
able to take advantage of this difference.

Next, we consider the effect that reporting an untrue but optimal value
d∗ ̸= dT has on both the agent’s cost and the quality of the resulting prediction.
In Figure 5.7a, we see that the relative difference in cost for reporting d∗

instead of dT is very small. This indicates that any effort invested in optimizing
for d∗ over dT might ultimately be larger than its gain. Figure 5.7b depicts the
misreporting error as defined in equation 5.10 when assuming a single term
polynomial and optimal report d∗ compared to a Gaussian distribution on the
true interval [−dT , dT ]. As we can see, the effect on the prediction is less than
3 · 10−2, indicating that even if the agent reports d∗, the flexibility provider
buying the contract is still left with a virtually unchanged prediction.

Therefore, we believe our approach to still incentivize honest behavior:
First, effectively deviating from the true report is difficult in practical settings,
see Figure 5.6; Second, the gains of deviating are small, see Figure 5.7a; And
third, the error-effects on the prediction are similarly small, see Figure 5.7b.
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Real World Applications: Concluding Remarks
In conclusion, we demonstrated in this section the applicability of our theoreti-
cal results to real world problems. We showed the versatility of the results from
Theorem 5.2. From the family of BPI contracts provided by Theorem 5.2, we
produced a solution that is suitable for a setting with Gaussian distributions.

It is important to note that the solution from Theorem 5.2 does not only fit a
Gaussian well, as can be seen in Section 5.3.3. Beyond a good fit, the modeling
error is often less significant than the error caused by epistemic uncertainty, i.e.
the agent only knowing an approximate value of d, see Section 5.3.3. And even
under perfect knowledge, the effect of misreporting is small both for the cost of
the agent as well as the resulting prediction, see Section 5.3.3. All together this
produces a solution that incentivizes agents to provide improved predictions
most of the time.

5.4 Arbitrage: Reselling improved
predictions
In this section, we show how reselling contracts can both benefit the reseller
and lead to improved predictions.

In particular, we revisit the issue that the agents do not know their true
valuation, see Section 5.2.3. But, we will frame the issue in the context of
arbitrage. So far we have shown how our solution can incentivize a fluctuating
energy source to produce accurate predictions. However, this incentive might
not actually translate into better predictions, because, it is not just a matter
of willingness but also ability to report the true forecast. Unlike providing
private information, the task of providing accurate predictions is non-trivial
and might not be within the expertise of the operator of a fluctuating energy
source. However, providing such predictions might very well be the expertise
of other agents.

The challenge of enabling third party agents to participate in the prediction
process is not necessarily a technical one. In most cases, the sources of uncer-
tainty in renewable energies are events with publicly available data, such as
weather forecasts. This means from a data availability standpoint, the task of
providing accurate predictions could be done by any third party. The challenge
lies more with how to incentivize a third party to participate in the first place.

This is where arbitrage becomes relevant. Arbitrage is the act of generat-
ing a profit by reselling a good or service. The arbitrage of BPI contracts ad-
dresses the above mentioned challenge, because the contract creating function
connects prices directly to the quality of the prediction, as we have argued in
Section 5.2.3. This direct connection between prices and quality of prediction
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means that arbitrage of such contracts rewards agents that provide improved
predictions with favorable prices.

We will illustrate this potential in the following example.

5.4.1 Arbitrage Example: Middleman providing an improved Prediction
To illustrate how a third party agent can benefit from arbitraging contracts
created from BPI pricing functions, we will consider an example setting con-
sisting of a Wind Farm (WF), flexibility provider (FP) and middleman (M)
as depicted in Figure 5.8. For this example we assume the true day-ahead
wind power fluctuating is described by a truncated Gaussian on the interval
[−dT , dT ]. For the contract generating function Ωp(d|k∗), we use the cost
function as outlined in Theorem 5.2 with parameter k = 1.4, as this has been
shown to be a good approximation for a truncated Gaussian, see Section 5.3.3.
Figure 5.9 depicts the expected cost the Wind farm incurs when providing an
estimation d.

Initially, there only exists the rather inaccurate estimate d1 that the WF
produced – indicated in Figure 5.9. The WF uses this estimate to generate a
contract Θ1 from contract generating function Ωp(d|k∗). It offers the contract
Θ1 to the market. Contract Θ1, the input parameter d1 as well as the wind farm
that the contract refers to are public knowledge.

A third party agent M , observes contract Θ1 as well as input d1 and believes
it has a better estimate d2 – indicated in Figure 5.9. Therefore M decides to
buy contract Θ1 and generates a new contract using its improved estimate d2.
It then offers this improved contract Θ2 to the market, where it gets sold to the
flexibility provider FP.

It is important to note that middleman M has no energy obligation and only
engages in arbitrage. On a physical level both contract Θ1 and Θ2 refer to the
same uncertain future energy production. This means that both contracts insure
the same event and therefore the energy ∆q that is exchanged is the same in
both contracts, leaving M with no obligation.

With regard to prices, however, Θ1 and Θ2 differ in favor of M . Recall,
Corollary 5.1 from Section 5.2.2, which states that better predictions lead to
a lower expected cost when using BPI contract functions. Since d2 is closer
to the true interval size dT than d1, the cost paid for Θ1 is higher than
the cost of Θ2. This way the third party agent M has an expected profit of
CB(Θ1)−CB(Θ2) > 0 by providing an improved prediction to the flexibility
provider. This is visually indicated in Figure 5.9 as the difference between
C1 = CB(Θ1) and C2 = CB(Θ2).

This process can also lead to better predictions over time. When it becomes
public knowledge that M is generating a profit from providing improved
predictions, it will both attract others to compete with M and put pressure
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on WF to improve their predictions to lower cost. It creates a competitive
environment that rewards the agent with the best predictions.

WF Θ1 M Θ2 FP
d1 d2

CB(Θ1)

∆q

CB(Θ2)

∆q

Figure 5.8: Arbitrage Setup

1 dT = 2 3

1

d1 d2

C1

C2

d

Cost

Figure 5.9: Arbitrage by Cost Difference

5.5 Discussion
Having shown the efficacy of our solution in incentivizing good predictions
(Section 5.3) as well as the ability of our approach to accommodate third party
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prediction providers (Section 5.4) we compare our solution to two other in-
formation theoretical approaches: data markets (Section 5.5.1) and prediction
markets (Section 5.5.2)

5.5.1 Comparison to Data Markets
Data markets are mechanisms for the sharing of data between non-cooperative
agents. For the use in renewable energy forecasting, data markets enable dif-
ferent RES owners to purchase each other’s data/forecasts in order to improve
their own forecasts. A market system for a single buyer and several data sell-
ers has been proposed in (Han et al., 2022; Sun et al., 2023), while a two
sided mechanism with several data buyers and sellers has been designed in
(Goncalves et al., 2020).

Both data markets and our approach have the aim of improving forecasts.
However, they differ conceptually in two distinct ways.

First data markets are designed as secondary markets that operate exclu-
sively on the informational layer. The concept of BPI contracts as presented
here, on the other hand, are power markets that come with balancing responsi-
bilities.

Secondly, data markets unlike BPI contracts lack a clear incentive structure
to reduce epistemic uncertainty. Purchasing additional data may lead to an
improved prediction, effectively reducing epistemic uncertainty. However, this
is not guaranteed and more importantly, there is no clear incentive structure
to provide the most useful data. In contrast, BPI contracts directly incentivize
agents to provide improved forecasts by reducing epistemic uncertainty.

5.5.2 Comparison to Prediction Markets
Predictions markets aim to to predict outcomes of future events (Wolfers and
Zitzewitz, 2004) and have been applied in a wide range of applications (Horn
et al., 2014). Contracts, traded on prediction markets, yield a pay-off depend-
ing on the outcome of a pre-defined event. From the discrepancy between trad-
ing price and pay-off, the probabilities of specific outcomes can be derived.
Through the continuous trading process the distributed information of the par-
ticipants is being aggregated.

While prediction markets generally have been around for several decades,
their use in the energy literature has been a more recent development. Ini-
tial research has focused on utilizing prediction markets for hedging purposes
(Shamsi and Cuffe, 2021a,c). Recently, a prediction market for complete prob-
abilistic forecasts has been proposed by Shamsi and Cuffe (2021b).

Prediction markets are a suitable tool for providing energy forecasts, be-
cause their aim is to reveal information about a future event. Such markets,
however, differ from BPI in the way they seek to achieve this goal. While pre-
diction markets try to leverage the wisdom of the crowds to provide an aggre-
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gate prediction, BPI contracts directly incentivize accurate predictions within
the contract structure.

Similar to data markets, prediction markets differ from the concepts pre-
sented here by operating only on the informational layer. In the case of predic-
tion markets, this disconnect from the operation of the grid, makes them more
susceptible to speculation. BPI contracts on the other hand are power contracts
first and come with balancing obligations.

5.6 Conclusion
The work presented here contributes to the energy flexibility literature by pro-
viding the concept of Best Prediction Incentivizing contracts. The concept ad-
dresses the often overlooked issue of how to incentivize agents to accurately
predict their fluctuating future energy production. The concept differs from In-
centive Compatibility by focusing on reducing epistemic uncertainty about the
real world rather than just incentivizing the revelation of private information.

Furthermore, we showed the applicability of this concept to the real world.
Starting by providing BPI pricing functions for simple cases – uniform and
single term polynomial distributions – we then showed that these simple
solutions can be tuned to approximate more realistic Gaussian distributions.

Finally, we put our results into a larger context. We explored how third
party agents are incentivized by the arbitrage potential to contribute improved
predictions and compared our solution to other information theoretical ap-
proaches.

Going forward, there still remain some open questions around the integra-
tion of BPI contracts into larger energy systems. For instance, it is unclear how
wide-spread existence of such contracts would affect balancing markets. Fur-
ther research also has to be done on how inter-dependencies of different events
affect their corresponding contracts.
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The last four chapters have given us a deeper look at the questions posed at
the beginning of this work. Following this, we will connect our findings to
the specific research questions (Section 6.1), provide some broad research
directions (Section 6.2) and end with more general remarks on the energy
transition and global climate change (Section 6.3).

6.1 Addressing Research Questions
In the following, we will address the individual research questions based on
the insights we have gained from the previous chapters and thereby shed some
light on the main question of this thesis.

6.1.1 Research Question 1
The first research question is about the issue of how to balance the need for
incentives with other desired properties.

Research Question 1
How can we incentivize honesty in multi-energy markets?

This question was explored in the context of a combined heat and power
unit demand/supply double sided auction, in which also power to heat devices
can participate.

At the heart of the issue lies the basic limitation that a market cannot simul-
taneously be optimal, IC, IR and weakly budget balanced. Given that IC and IR
aligns the optimization objective of the market with actual social welfare and
weak budget balance ensures that the market is financially sustainable, we are
only left with optimality to compromise on. As we have shown in Chapter 2,
trade reduction mechanisms can be used to maintain IC, IR and weak budget
balance by removing the least valuable trades from the allocation and use them
for pricing the still allocated agents. By singling out the least valuable trades,
the mechanism only has a small negative effect on social welfare.

93



94 Chapter 6 Conclusion

Future research on the topic could explore the effect of allowing a wider
range of bundles on the social welfare loss as well as the application of trade
reduction to other domains.

6.1.2 Research Question 2
The second research question addresses the issue of how multi-energy flexibil-
ity can be integrated in the current energy system in the absence of dedicated
multi-energy flexibility markets.

Research Question 2
How can access to a district heating network be used for energy procurement
in current electricity markets?

This question was explored in the context of a flexible in time electricity
consumer with a District Heating Network (DHN) participating in simultane-
ous day-ahead auctions.

The essential motivation behind this question is that flexible in time energy-
systems will need to be integrated before dedicated flexibility markets have
been widely established. It, therefore, becomes important to understand how
flexibility can be made useful within traditional energy markets. While flexi-
bility in time enables an agent to shift their consumption to when electricity is
cheapest, access to a DHN allows for excess energy to be balanced without in-
curring imbalance costs. It is not clear how this combination of time flexibility
and energy carrier flexibility affect the optimal bidding strategy of agents.

In Chapter 3, we derive an optimal bidding criteria for a setting of multi-
unit demand and provide closed form solutions for identical auctions as well
as a numerical approach for non-identical auctions. The results show that the
ability to balance excess energy generally affects the optimal bidding strategy.
In the absence of such a balancing ability, the optimal bidding strategy is
to participate in n auctions and bid zero in all other auctions. On the other
hand, when there is such a balancing ability available, the agent is better off
participating in all auctions to varying degrees. In most cases this leads to a
more aggressive bidding strategy in which the agent is expected to win more
units of energy than they need.

It is important to note that we assume the energy used in the DHN has no
value. We, thereby, show that a connection to the DHN adds value simply by
its ability to absorb excess energy. The addition of the connection to the DHN
simply prevents high imbalance costs in case the agent obtained too many units
of energy. This ability to avoid an imbalance charge in itself is enough to cause
a change in bidding behaviour.

Further research should focus on the real world applicability of our ap-
proach with regard to both technical and economic feasibility. In regard to
economic feasibility, the most important assumption to re-evaluate is that the
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energy used in the DHN has no value itself. In this sense this work provided a
lower bound on the usefulness of power-to-heat connections by assuming heat
to have no intrinsic value at all. However, usually heating is not free and there-
fore has some economic value. In regard to technical feasibility, it is important
to explore the assumption that the district heating network is able to absorb
any excess energy. In practical settings a DHN does have limitations in the
amount of energy and maximum power it can absorb. Whether these technical
limitations limit its operational ability to absorb excess energy from a flexible
energy consumer, will vary from case to case and depends on the relative size
of DHN to energy consumer. To see to which degree the foundational results
of this work are applicable to a particular scenario, this question of feasibility
has to be addressed.

6.1.3 Research Question 3
The third research question is the first of two questions related to broader con-
ceptual challenges with flexibility markets: the question of what is considered
fair in flexible energy systems.

Research Question 3
What is fairness in flexible energy systems and how can it be achieved?

This question was explored in the context of a double sided auction with
unit supply/demand agents that are flexible within a continuous time window.

What distinguishes flexible from regular energy systems and thereby makes
this question interesting is their ability to yield outcomes that differ in details
yet result in the same overall welfare. This sameness while also being different
can be expressed in time-flexible systems as the question:”When is electricity
at 3pm the same as at 5pm?”. This ambiguity causes complications in the
traditional fairness concept of non-discrimination: the same price for the same
item is no longer an adequate definition if there is uncertainty about which
units of energy are the same.

We explored this ambiguity in Chapter 4, by making the connection
between the psychological foundations and mathematical formulations of
fairness. We then used this connection to extend the definition of non-
discrimination to a new concept called consistent pricing over equivalent
outcomes. The application of this concept requires finding a computationally
efficient representation of the set of all equivalent outcomes. For our setting
we found such a representation in the form of a directed graph in which simple
cycles indicate an alternative yet equivalent matching. Connected components
within this directed graph represent agents that should be priced equally un-
der consistent pricing over equivalent outcomes. To better understand our
approach, we put the proposed concept in the context of other fairness met-
rics as well as marketing psychology. In particular, we show that our fairness
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approach can be viewed as a relaxation of envy-freeness. In terms of market-
ing psychology, our fairness approach follows the idea of procedural justice,
which emphasizes the process being fair. This contrasts with distributed jus-
tice, which considers prices fair if they are in line with reference prices – in
the case of envy-freeness the reference is other agents.

The broader implication of our findings is that usually well defined concepts
such as non-discrimination can become ill-defined in flexible energy systems.
As flexibility across both time and energy carriers adds several dimensions
of how to deal with a problem, it unfortunately also introduces ambiguity
about which approach is optimal. In order to put the concept back on proper
footing, we have to reconsider the initial intent of the concept rather than its
mathematical formulation.

While the concept as presented here can generally be applied to any system
in which outcomes can be different yet equivalent, it does require a computa-
tionally efficient representation of equivalent outcomes. Any future application
of the concept will have to face this challenge. For some settings it might sim-
ply not be possible to provide such a representation. In such cases, it might be
useful to consider bounded fairness constraints. Instead of aiming for complete
fairness, a system can ensure that there is a limit on the favour or disadvantage
given to one agent over another.

6.1.4 Research Question 4
The fourth Research Question deals with the challenge of sharing accurate
prediction models between non-cooperative agents. Specifically it asks:

Research Question 4
How to incentivize accurate predictions in flexibility markets?

This question was explored in the context of a peer-to-peer flexibility market
with insurance contracts.

What makes the question interesting is the non-cooperative nature of mar-
kets further complicated by the existence of epistemic uncertainty. In a market
setting, agents strive to optimize for their own utility. An agent seeking to
purchase flexibility to compensate for a fluctuating renewable energy source
will attempt to obtain that flexibility at the lowest price possible. Most likely
the agent has some model describing their renewable energy fluctuation. How-
ever, the only reason why an agent would share their model is if it is in their
own best interest. In flexibility markets, the challenge of creating incentives
for the agents is further complicated by epistemic uncertainty. Even when in-
centivized to report truthfully, the agent does not have perfect knowledge and
is, therefore, simply not able to provide the true model.

We addressed this specific issue in Chapter 5 by showing that Incentive
Compatibility is no longer unambiguous or at the very least achievable when
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there is epistemic uncertainty. Truth revelation is not enforceable, when the
agent does not know the truth. We then provided a broader concept: Best Pre-
diction Incentivizing under epistemic uncertainty. It addresses the complica-
tion introduced by epistemic uncertainty by rewarding the revelation of im-
proved models rather than just the true model. This way the agent does not
need to know the true model but can operate more profitably by improving
their model of their energy fluctuation. Since concepts are only useful if they
can reasonably be applied to the real world, we provided solutions that can be
fine-tuned to fit specific settings.

The broader insight we gained is that for incentives in flexibility markets
there needs to be a more elaborate coupling between the physical and market
layer. Unlike regular energy markets in which the price is solely determined
by competition, i.e. on the market level, the resulting payments in flexibility
markets need to be informed by the outcome on the physical level, since that is
the only place that can provide feedback about the accuracy of the prediction.

The broader implication of our findings is that trading goods that relate to
uncertainties requires a different approach to incentives. While we specifically
looked at the incentive to improve the reported prediction, we did not consider
the incentive to participate in the first place. Since payments depend on an
uncertain outcome and are only incentivizing in expectation, there can still be
indidivual outcomes that put an agent at a disadvantage for having participated.
Given the uncertainty of the outcome, it becomes important to ensure that the
worst case scenarios do not discourage agents from participating.

With regards to applying our findings to actual systems, it is important to
keep in mind that neither our conceptual approach nor the specific contracts
exist in a vacuum. Our solution approach of peer-to-peer contracts has to com-
pete with alternative approaches such as prediction markets, which might be
easier to implement in some situations but have a less tight coupling between
the information and physical level. Furthermore, when applying the approach,
we presented in Chapter 5, it is currently unclear how the interdependencies
between energy fluctuations affects the flexibility contracts.

6.1.5 Main Research Question
So far we have examined specific questions related to multi-dimensional en-
ergy systems. These questions have ranged from the practical issues of day-
ahead bidding to the more conceptual inquiries into the meaning of fairness.
Equipped with these insights, we can look towards the main question of this
work: the interaction between multi-dimensional energy and energy markets.

Main Research Question
What are ways to integrate multi-dimensional flexibility into current and future
energy markets.
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Broadly speaking, the overall insights presented in this work can be grouped
into short term operational and long term conceptual insights.

Regarding short term insights, we have seen that the interconnected nature
of modern energy systems affects the behaviour of individual participants
with yet unknown long term effects on the operation of traditional energy
markets. The ability to shift energy allows market participants to over-commit
to their energy purchases as excess energy can be shuffled around later with
the overall benefit of lower operational cost. This can push market agents to
participate more broadly and aggressively across energy markets. In the end,
the interconnected nature of modern energy systems will affect the behaviour
of conventional energy markets in the future.

Regarding the long term implications, we have seen the importance of
rethinking basic concepts such as honesty, uncertainty and fairness. Even
though, we have shown that via trade reduction multi-energy markets can
retain the most important mechanism design properties, we have also explored
the unforeseen challenges that come with introducing flexibility to the market
itself.

Future energy markets addressing the issue of renewable energy fluctuations
by taking into account the interconnectedness of time and different energy
carriers will have to re-evaluate basic concepts such as fairness and honesty. As
we have shown in the last two research questions, the introduction of flexibility
and uncertainty have rendered previously well defined concepts ill-defined.
Ultimately, the implication of multi-dimensional energy systems for future
energy market design is that well established concepts have to be re-examined
to ensure that their definitions are still appropriate for whichever new market
setting they are being applied to.

6.2 Further Research Directions
From the insights we have gained so far, we now look towards further research
directions that might benefit the broader issue of market design for energy
integration. The suggestions cover both mechanism design itself as well as an
interdisciplinary perspective.

Regarding mechanism design it might be useful to consider weaker versions
of Incentive Compatibility for applications in the energy domain. Incentive
Compatibility is difficult to achieve, especially as market settings are becoming
more complicated. However, as we have already argued in Chapter 5, when
agents do not have perfect knowledge of themselves, incentives might hold
even in the absence of Incentive Compatibility. Under the assumption that an
agent has some epistemic uncertainty about their own valuation, it might be
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possible to design incentives that work in practical terms for settings in which
Incentive Compatibility is difficult or impossible to achieve.

There are two aspects of interdisciplinary research where the field of energy
market integration could stand to benefit from widening its scope: market
psychology to guide design goals and financial mathematics to find better
solutions.

The connection from market design towards market psychology might
yield relevant insights into which properties of a market are important to
the adoption of a market or technology more general. For instance, while
mechanism design research generally assumes individual rationality to be an
important property, it might actually not be in practice. Companies might see
an entrance fee simply as the cost of doing business and, therefore, be satisfied
by a mechanism that is not individually rational. It is important to realize that
the question of how companies within the energy domain perceive such trade-
offs is important to the the field of mechanism design, but it is not a question
that should be answered by it. Market psychology, on the other hand, can
explore these questions and provide design goals or indicate which aspects
of a new market design to highlight.

Financial mathematics should be viewed as a potential source of solution
approaches. The new challenges that will emerge within the energy domain
might look nothing like the issues that engineering fields are used to, while re-
sembling problems from the financial sector. Financial tools such as insurances
and options are well established mechanisms for dealing with fluctuations and
risk. Their application to energy systems with uncertain energy production
might yield solutions without the need to reinvent the wheel. Exploring this
connection is the purview of the field of energy economics.

6.3 Concluding Remarks
Coming to the end of this thesis, we leave behind the technical discussions on
energy integration to make some general remarks on the topic of global climate
change.

According to the most recent IPCC report (Lee et al., 2023), tackling global
climate change still requires significant changes to most economic activities.
A sharp reduction in greenhouse gas emissions is needed, which will require
rethinking entire industrial sectors, in order to achieve the 2 ◦C goal. However,
there are also positive signs. It should be noted that most of the issues discussed
in this work are the result of a world that is rapidly adopting green energies.
The need for flexibility is a reaction to a massive integration of fluctuating
renewable energy sources. With the cost of electricity generation from both
wind and solar being lower than that of conventional fossil fuels, the IEA
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expects renewables to not only grow in absolute terms but their share of the
overall electricity production to significantly increase (IEA, 2023a). We are
looking towards 2030s in which half of global electricity production is carbon
neutral.

However, while there are some positive signs towards a carbon free future,
the energy transition also has a socio-economic dimension to it. As it stands
it seems that the burden of this transition is not equally distributed, neither on
the global nor the local level.

Historically, North America and Western Europe becoming rich and pros-
perous has been a very energy and thereby carbon intensive process. While
de-carbonizing these countries is important, the much bigger challenge will
be for currently poor countries to become wealthy nations without a massive
carbon footprint. The fact that carbon free technologies often come with high
up front investments, further complicates this. For the poorer nations of this
world, green technologies not only have to prevent carbon emissions but also
provide a clear path towards prosperity.

Even within industrialized nations, the economic burden of change is dis-
tributed somewhat unevenly. In order to phase out fossil fuels, carbon certifi-
cates and thereby conventional energy will become more expensive. Such an
increase in basic energy cost hits more vulnerable citizens disproportionately
hard, while at the same time the technologies to alleviate this cost – electric
vehicles, heat pumps, improved housing insulation – require high upfront in-
vestment.

These socio-economic challenges will require direct financial aid as well
as some fine tuning of market mechanisms. But, ultimately, with the right
incentives as well as some level of economic aid, we are stepping towards a
sustainable, more prosperous future for all.



AAppendix

A.1 Regarding Chapter 3
A.1.1 Proofs

Proof of Lemma 3.1.

Proof. Any bid of an optimal bidding strategy is either on the edge of the
domain, i.e. some bid bk ∈ {0, λel}, or the first derivative of the cost function
is zero. First, we set the first derivative of the cost function (3.1) equal to zero.

∂Cost(B|T, s)
∂bk

=
∂CostM (B|T, s)

∂bk
+

∂CostB(B|T, s)
∂bk

= 0 (A.1)

The derivative of the market cost is simply

∂CostM (B|T, s)
∂bk

= fk(bk)bk (A.2)

For the backup cost, we have to consider the inner sum over subsets w in (3.3).
We split the sum into the terms for which k ∈ w, see second line in (A.3) and
into those for which k /∈ w, see third line in A.3.

∂CostB(B|T, s)
∂bk

= fk(bk)


∑

j∈[1,s−1]

∑
w⊂T\{k}

s.t.|w|=j−1

∏
t∈w

Ft(bt)
∏

τ∈T\(w∪{k})

[1− Fτ (bτ )](s− j)λel

−
∑

j∈[0,s−1]

∑
w⊂T\{k}
s.t.|w|=j

∏
t∈w

Ft(bt)
∏

τ∈T\(w∪{k})

[1− Fτ (bτ )]

︸ ︷︷ ︸
Prob(x<s|T\{k},B−k)

(s− j)λel



(A.3)
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Indeed, since k ∈ w, second line in (A.3), we know that |w| ≥ 1 and therefore
the outer sum is over j ∈ [1, s− 1]. The derivative of Fk(bk) is fk(bk). Since
k ∈ w, the inner sum then sums over the subsets of w of size (j − 1). When
k /∈ w, third line in (A.3), we take the derivative of [1 − Fk(bk)] resulting in
−fk(bk), while the outer and inner sum stay unchanged.

Next we combine the terms of the second and third line in (A.3) into one
summation. To do so, we first extend and shift the summation in the second
line of (A.3):∑

j∈[1,s−1]

∑
w⊂T\{k}

s.t.|w|=j−1

∏
t∈w

Ft(bt)
∏

τ∈T\(w∪{k})

[1− Fτ (bτ )](s− j)λel.

We extended the summation to iterate over the range [1, s], which can be done
as (s − s)λel = 0. We then shift the index j by one so that both sums iterate
over j ∈ [0, s−1]. This only changes the tail of the second line from (s−j)λel

to (s− j − 1)λel. These operations alter the second line in (A.3) to∑
j∈[0,s−1]

∑
w⊂T\{k}
s.t.|w|=j

∏
t∈w

Ft(bt)
∏

τ∈T\(w∪{k})

[1− Fτ (bτ )]

︸ ︷︷ ︸
Prob(x<s|T\{k},B−k)

(s− j − 1)λel

Next, we combine the two terms in (A.3) to obtain

∂CostB(B|T, s)
∂bk

= −fk(bk)Prob(x < s|T \ {k}, B−k)λel. (A.4)

Given (A.2) and (A.4) we can rewrite (A.1) in the following way:

∂Cost(b)

∂bk
= fk(bk) [bk − Prob(x < s|T \ {k}, B−k)λel] = 0 (A.5)

This equality holds if the following equation holds:

bk = Prob(x < s|T \ {k}, B−k)λel (A.6)

Next, we will show that any possibly optimal bidding strategy with bids
on the boundary of the domain also satisfies Equation A.6. To see that this
holds, first note that any Λs strategy as defined in Definition 3.1 satisfies
Equation A.6. Indeed, given Λs bidding, for any bl = 0 we know Prob(x <
s|T \ {l}, B−l) = 0, while for any bk = λel, we know that Prob(x <
s|T \ {k}, B−k) = 1 and therefore Equation A.6 holds.

Regarding other boundary points of the domain, we will show that these
strategies can easily be improved upon. If the bidding strategy contains at least
s bids of λel, then it is either in Λs, i.e. all other bids are zero, or the strategy
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can be improved by adjusting all bids, other than the s bids of λel, to zero.
This holds because the penalty of the adjusted strategy is still zero while the
payment for the items is strictly less. When the bidding strategy contains less
than s bids of λel, then for any bk = λel, Prob(x < s|T \ {k}, B−k) < 1 and
therefore ∂Cost(b)

∂bk

∣∣∣
bk=λel

> 0, see Equation A.5. This means that reducing bk

leads to lower cost. As we can see, if there is a bid of λel, the bidding strategy
can only be optimal if it is in Λs. The only other boundary points to consider
is when there is no bid of λel and some bid of bk = 0. However, since there
are no λel-bids, it is not ensured that the bidding strategy wins s auctions,
i.e. Prob(x < s|T \ {k}, B−k) > 0 and therefore ∂Cost(b)

∂bk
< 0

∣∣∣
bk=0

, see

Equation A.5. This means the cost can be reduced by increasing bk, making
this strategy not optimal.

This shows that an optimal bidding strategy on the boundary still satisfies
Equation A.6.

Proof of Theorem 3.1.

Proof. Let B = (b1, b2, ..., b|T |) be a bid vector which satisfies condition
(3.4). Let bi = 0 for some i ∈ T . Since B satisfies (3.4), we know that
Prob(x < s|T \ {i}, B−i) = 0. This implies that it is certain that the agent
wins s auctions from T \ {i}, which can only be true if we submit λel to
at least s auctions. However, submitting λel in more than s auctions cannot
satisfy (3.4) as it would follow that for every auction k ∈ T the agent wins
s auctions from the remaining T \ {k} auctions with certainty. Therefore
Prob(x < s|T \ {k}, B−k) = 0 holds, causing a bid of 0, for every auction
k ∈ T contradicting the previous statement of bidding λel in more than s
auctions. Thus the agent bids λel in exactly s auctions. By (3.4) the agent bids
0 in the remaining (|T | − s). The proof works similarly for bi = λel.

Proof of Lemma 3.2.

Proof. Given a uniform bid Bu = (bu, bu, ..., bu), the set of equations in
(3.4) becomes a set of the same equation and Prob(x < s|T \ {k}, B−k)λel

becomes a function of bu. Therefore, we only need to find the value of bu for
which this one equation holds:

bu = Prob(x < s|T \ {k}, B−k)λel.

As Prob(x < s|T \{k}, B−k)λel is λel for bu = 0, 0 for bu = λel and strictly
decreasing and continuous in between, there can only exist one crossover point
where bu = Prob(x < s|T \ {k}, B−k)λel.
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Proof of Lemma 3.3

Proof. Let B be a bid vector that satisfies (3.4) and let bl and bm be the bids
on auctions l and m, respectively. The proof will show that either B ∈ Λs or
bl = bm. Let B−l,m be the bid vector B without the bids bl and bm. We assume
B−l,m to be fixed and solve (3.4)for bl and bm, respectively (derivation can be
found in Appendix A.1.2):

bl = Prob(x < s|T \ {l,m}, B−l,m)λel

− Prob(x = s− 1|T \ {l,m}, B−l,m)λelF (bm)

bm = Prob(x < s|T \ {l,m}, B−l,m)λel︸ ︷︷ ︸
a

− Prob(x = s− 1|T \ {l,m}, B−l,m)︸ ︷︷ ︸
c

λelF (bl)

(A.7)

Given the constants a and c and the fact that F (τ) = τ
λel

, (A.7) can be rewritten
as follows:

bl = a− cbm

bm = a− cbl

Subtracting the second from the first equation leaves us with bl − bm =
c(bl − bm), which can only be true if bl = bm or c = 1. However, c = 1, i.e.
Prob(x = s − 1|T \ {l,m}, B−l,m) = 1, means winning exactly s − 1 units
from auctions T \ {l,m} with certainty. This can only be true when B ∈ Λs

and (bl = 0, bm = λel) or (bl = λel, bm = 0). Therefore either B ∈ Λs or B
is a uniform bid over all auctions.

Proof of Lemma 3.4

Proof. If the uniform bid bu = λel, then Prob(x < s|T \ {k}, B−k) =
1 ∀k ∈ T . This can only be the case if the requested number of units s is
equal the number of available auctions n = |T |. In this case B ∈ Λs. Note
that bu = 0 is impossible as it would require Prob(x < s|T \ {k}, B−k)λel =
0 ∀k ∈ T , i.e. winning s auctions with certainty while submitting a bid of 0.
Going forward, we will only consider non-boundary bids, i.e. 0 < bu < λel.

The general condition for a local minimum is that the Hessian matrix M is
positive definite(Lax and Terrell, 2017), i.e. xTMx > 0 ∀x ∈ R|T |. Given
are the uniform bid Bu and identical uniform price distributions. The Diagonal
elements of the Hessian M , are identical d, with d = ∂2Cost(b)

(∂bk)2

∣∣∣
Bu

= fk(bu),
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while all off-diagonal elements are

p =
∂2Cost(b)

∂bl∂bk

∣∣∣∣
Bu

= fk(bu)fl(bu)Prob(x = s− 1|T \ {k, l})λel.

A derivation for these second order derivatives can be found in Appendix A.1.3.
Note that for uniform price distributions fl(bu)λel = 1 and that for uniform
bidding Prob(x = s− 1|T \ {k, l}) < 1. Therefore d > p.

xTMx =

∑
t1∈T

xt1

∑
t2∈T\{t1}

xt2

 p+
∑
t1∈T

x2
t1d

>

∑
t1∈T

xt1

∑
t2∈T\{t1}

xt2

 p+
∑
t1∈T

x2
t1p = (xTAx)p.

Matrix A is 1 at every entry, making all rows linearly dependent and therefore
A has rank 1 and only one non-zero eigenvalue(Aleskerov et al., 2011) exists.
Any eigenvalue, eigenvector (λ, x) pair has to satisfy Ax = λx, which
holds for x = (x1, x1, ..., x1) and λ = |T | > 0. Since all eigenvalues of
A are non-negative, A is positive semi-definite(Aleskerov et al., 2011), i.e.
xTAx ≥ 0 ∀x ∈ R|T |, and therefore xTMx > 0 ∀x ∈ R|T |.

Proof of Theorem 3.2

Proof. Given Lemma 3.3 we know that uniform bidding and Λs-bidding are
the only two strategies satisfying Equation (3.4). Given these two options, we
only need to show that the cost of uniform bidding is always at most the cost
of Λs-bidding. We define Bu

n,s as the uniform bid vector with bid value bun,s
that satisfies Equation (3.4) for requiring s units out of n auctions. Similarly,
let Bλ

n,s be the Λs-bidding vector for needing s units out of n auctions.
We will, first, derive the general cost of bidding Bλ

n,s. When bidding BΛ
n,s,

a bid of λel is submitted to s auctions and a bid of 0 is submitted otherwise.
This means that s auctions are certainly won and all others certainly lost. The
expected cost of each auction won is 0.5λel, while the expected backup cost is
0, since s auctions are won. Therefore,

Costu(B
λ
n,s|n, s) = s · 0.5λel. (A.8)

We start by showing that the theorem holds for a more restricted case of
demanding n− 1 units out of n auctions. 1 We do so via proof by induction.
Base Case:
1 For convenience of notation, we say that n = |T | is the number of auction.
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Let n = 2 and s = 1. Note that for this edge case uniform bidding while not
a unique optimal solution still minimises the overall cost, see Appendix A.1.4.
Inductive Step: Given that the theorem holds for n = 2 and s = 1, we will
now show that it holds for general n and s = n− 1. Assuming

Costu(B
u
n,n−1|n, n− 1) ≤ Costu(B

λ
n,n−1|n, n− 1),

we show that

Costu(B
u
n+1,n|n+ 1, n) ≤ Costu(B

λ
n+1,n|n+ 1, n)

by constructing B̃n+1,n = (Bu
n,n−1, λel), i.e. bidding in n auctions according

to the uniform bid Bu
n,n−1 and submitting λel in the last auction. Since B̃n+1,n

wins the last auction with certainty, F (λel) = 1, Cost(B̃n+1,n|n + 1, n) can
be expressed as

Cost
(
B̃n+1,n

∣∣∣n+ 1, n
)
= Costu

(
Bu

n,n−1

∣∣n, n− 1
)
+ 0.5λel.

Given Equation (A.8), we can express the cost of submitting Bλ
n+1,n as

Costu
(
Bλ

n+1,n

∣∣n+ 1, n
)
= Costu

(
Bλ

n,n−1

∣∣n, n− 1
)
+ 0.5λel.

Using the inductive assumption, we get

Costu

(
B̃n+1,n

∣∣∣n+ 1, n
)
≤ Costu

(
Bλ

n+1,n

∣∣n+ 1, n
)
. (A.9)

This shows that the cost of the constructed bid B̃n+1,n is at most that of
Bλ

n+1,n ∈ Λs.
Next, we show that the cost of uniform bid Bu

n+1,n is at most that of B̃n+1,n.
Note, that since s < n, Bu

n,n−1 /∈ Λs, see the beginning of the proof of
Lemma 3.4. This means that the constructed bid B̃n+1,n is neither uniform
nor in Λs+1. Lemma 3.3 then tells us that B̃n+1,n is not a local minimum.
Therefore its cost has to be strictly larger than the cost of at least one local
minimum, which by (A.9) cannot be Bλ

n+1,n. The only alternative according
to Lemma 3.3 is the uniform bid Bu

n+1,n, which by Lemma 3.4 is always a
local minimum. Therefore,

Costu
(
Bu

n+1,n

∣∣n+ 1, n
)
< Costu

(
B̃n+1,n

∣∣∣n+ 1, n
)

≤ Costu
(
Bλ

n+1,n

∣∣n+ 1, n
)
.

Having shown that the theorem holds for s = n − 1 out of n auctions, we
next generalise this result to the setting of s units out of n auctions. To do
so, we introduce B̃n,s = (Bu

s+1,s, 0), i.e. bidding uniformly as if there only
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existed s+ 1 auctions and submitting 0 to all other auctions. Note that adding
auctions in which the agent bids 0 has no effect on the cost, because a bid of 0
incurs no market cost and also does not change the probability of needing the
backup generator. Therefore,

Costu

(
B̃n,s

∣∣∣n, s) = Costu
(
Bu

s+1,s

∣∣s+ 1, s
)

as well as

Costu
(
Bλ

n,s

∣∣n, s) = Costu
(
Bλ

s+1,s

∣∣s+ 1, s
)
.

Since we already established the validity of the theorem for s = n − 1 out of
n auctions, we know

Costu
(
Bu

s+1,s

∣∣s+ 1, s
)
≤ Costu

(
Bλ

s+1,s

∣∣s+ 1, s
)

and using this with the previous two equations we get

Costu

(
B̃n,s

∣∣∣n, s) ≤ Costu
(
Bλ

n,s

∣∣n, s) (A.10)

Note that B̃n,s is neither a uniform bid nor in Λs and, therefore, by Lemma 3.3
is not a local minimum. This means that B̃n,s has to result in a cost that is
larger than a local minimum. By Lemma 3.3, the only local minima are uniform
bidding or in Λs. However, given the inequality in (A.10), Λs-bidding cannot
be cheaper than B̃n,s.

This leads to the following inequality, concluding the proof:

Costu
(
Bu

n,s

∣∣n, s) < Costu

(
B̃n,s

∣∣∣n, s) ≤ Costu
(
Bλ

n,s

∣∣n, s) .

A.1.2 Solving B−l,m for a Pair of Bids in Lemma 3.3
We assume a fixed bid vector B−l,m and try to find the bids bl and bm such that
(3.4) is satisfied. The procedure is the same for bl and bm, we will therefore
only consider bl. Recall (3.4).

bl = Prob(x < s|T \ {l}, B−l)λel

. Winning fewer than s units from T \ {l} is the probability of winning fewer
than s units when losing auction m plus the probability of winning fewer than
s− 1 units when winning auction m.

bl = F (bm)Prob(x < s|T \ {l,m}, B−l,m)λel

+ [1− F (bm)]Prob(x < s− 1|T \ {l,m}, B−l,m)λel
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This can be rewritten as

bl = Prob(x < s|T \ {l,m}, B−l,m)λel

− Prob(x = s− 1|T \ {l,m}, B−l,m)λelF (bm)

A.1.3 Second Derivatives in Lemma 3.4
We derive the second derivative for when submitting a uniform bid that satisfies
(3.4). Recall that the first order derivative is

∂Cost(b)

∂bk
= fk(bk) [bk − Prob(x < s|T \ {k}, B−k)λel]

Therefore,

∂2Cost

(∂bk)2
=

∂fk(bk)

∂bk

=0︷ ︸︸ ︷
[bk − Prob(x < s|T \ {k}, B−k)λel]

+ fk(bk)
∂

∂bk
[bk − Prob(x < s|T \ {k}, B−k)λel]

‘Note, that the first term in the above equation is zero because Bu satisfies
(3.4) and that Prob(x < s|T \ {k}, B−k) is not a function of bk. Therefore,
∂2Cost
(∂bk)2

∣∣∣
Bu

= fk(bk).

Similarly for distinct k and l (k ̸= l), the following holds

∂2Cost

∂bk∂bl
= −fk(bk)

∂

∂bl
Prob(x < s|T \ {k}, B−k)λel (A.11)

in which Prob(x < s|T \ {k}, B−k) can be expressed more verbosely as∑
j∈[0,s−1]

∑
w⊂T\{k}
s.t.|w|=j

∏
t∈w

Ft(bt)
∏

t∈T\(w∪{k})

[1− Ft(bt)]

The following derivation works similar to what has been done in the proof
for Lemma 3.1. For the derivative of the above mentioned term we need to
separately consider when l ∈ w and when l /∈ w. When l ∈ w, we know that
|w| ≥ 1, causing the outer sum to run over the interval [1, s − 1], we take the
derivative of Fl(bl) and obtain the following

fl(bl)
∑

j∈[1,s−1]

∑
w⊂T\{k,l}
s.t.|w|=j−1

∏
t∈w

Ft(bt)
∏

t∈T\(w∪{k,l})

[1− Ft(bt)].
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We shift the outer sum by one resulting in

fl(bl)
∑

j∈[0,s−2]

∑
w⊂T\{k,l}
s.t.|w|=j

∏
t∈w

Ft(bt)
∏

t∈T\(w∪{k,l})

[1− Ft(bt)]

︸ ︷︷ ︸
Prob(x<s−1|T\{k,l},B−k,l)

. (A.12)

When l /∈ w, the outer sum is not affected and we take the derivative of
[1− Fl(bl)] and therefore obtain

−fl(bl)
∑

j∈[0,s−1]

∑
w⊂T\{k,l}
s.t.|w|=j

∏
t∈w

Ft(bt)
∏

t∈T\(w∪{k,l})

[1− Ft(bt)]

︸ ︷︷ ︸
Prob(x<s|T\{k,l},B−k,l)

. (A.13)

Combining (A.12) and (A.13) and substituting the term in (A.11) we obtain:

∂2Cost

∂bk∂bl
= fk(bk)fl(bl)Prob(x = s− 1|T \ {k, l}, B−k,l)λel.

A.1.4 Considering case s=1 and |T|=2
for Theorem 3.2 The case of requiring s = 1 units out of n = |T | = 2 auctions
is an edge case that has to be considered separately. We will show that, while
uniform bidding under the assumption of identical uniform distributions is not
a unique minima, it still minimises the cost. We do so by showing that uniform
bidding in this scenario is one of many cost minimising bidding strategies.

For this scenario, we denote the bid as B = (bk, bl). Recall that the first
derivative from equation (A.5) is as follows:

∂Cost(b)

∂bk
= fk(bk) [bk − Prob(x < s|T \ {k}, B−k)λel] = 0

Note that for this case, Prob(x < s|T \ {k}) is reduced to the probability
of losing auction l, i.e. [1− Fl(bl)].

Therefore, the derivatives become

∂Cost(b)

∂bk
= fk(bk) [bk − [1− Fl(bl)]λel]

∂Cost(b)

∂bl
= fl(bl) [bl − [1− Fk(bk)]λel]

Given that we assume uniform identical distributions, i.e. fl(b) = fb(b) =
1

λel
and Fl(b) = Fl(b) =

b
λel

, the derivatives can be simplified to:
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∂Cost(b)

∂bk
=

bk
λel
−
[
1− bl

λel

]
∂Cost(b)

∂bl
=

bl
λel
−
[
1− bk

λel

]

The optimality condition of the first derivative being 0 becomes:

bk − λel + bl = 0

bl − λel + bk = 0

Note that these two conditions are the same and we are left with an under-
determined system of equations leading to an infinite number of potential
solutions. These solutions are described by:

B = (bk, λel − bk) bk ∈ [0, λel] (A.14)

This set of solutions also contains the uniform bid B = (λel

2 , λel

2 ).
The second degree derivatives are easily calculated:

∂2Cost(b)

(∂bk)2
=

∂2Cost(b)

(∂bl)2
=

∂2Cost(b)

∂bk∂bl
=

1

λel

This leads to a Hessian matrix with a set of eigenvalues {0, 2
λel
}. The

Hessian is therefore positive semi-definite, which means the cost function is
convex (Boyd and Vandenberghe, 2004). The set of bids in Equation (A.14)
are therefore extreme points in a convex function.

Next we will show that all these points result in the same cost. The total cost
is composed of market and backup costs. For the case of n = 2 and s = 1, the
market cost, see equation (3.2), becomes:

CostM =

∫ bk

0

τfk(τ)∂τ +

∫ bl

0

τfl(τ)∂τ

=
1

2

b2k
λel

+
1

2

b2l
λel

=
1

2λel

(
b2k + b2l

)
The backup cost, see equation (3.3), is simply the probability of losing both

auctions multiplied by λel:
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CostB = [1− Fk(bk)] [1− Fl(bl)]λel

=

[
1− bk

λel

] [
1− bl

λel

]
λel

=

[
1− bk

λel
− bl

λel
+

bkbl
λ2
el

]
λel

= λel − bk − bl +
bkbl
λel

Combining the market and backup cost, the total cost becomes:

Cost =
1

2λel

(
b2k + b2l

)
+ λel − bk − bl +

bkbl
λel

Using the previously derived condition for an optimal bid (bl = λel − bk)
see equation (A.14), the total cost for the case of n = 2 and s = 1 can be
simplified to:

Cost =
1

2λel

(
b2k + [λel − bk]

2
)
+ λel − bk − [λel − bk] +

bk [λel − bk]

λel

=
1

2λel

(
b2k + [λel − bk]

2
)
+

bk [λel − bk]

λel

=
1

2λel

(
b2k + λ2

el − 2λelbk + b2k
)
+ bk −

b2k
λel

=
1

2λel

(
2b2k + λ2

el − 2λelbk
)
+ bk −

b2k
λel

=
b2k
λel

+
1

2
λel − bk + bk −

b2k
λel

=
1

2
λel

This means that independent of the exact choice of bk or bl, the result-
ing cost is 0.5λel as long as bid B satisfies condition (A.14). We there-
fore have a set of cost minimising bids, one of which is the uniform bid
B = (0.5λel, 0.5λel).
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Marek Pavlík, František Kurimskỳ, and Kamil Ševc. Renewable energy and price
stability: An analysis of volatility and market shifts in the european electricity sector
(2015–2025). Applied Sciences, 15(12):6397, 2025.

Andrew Perrault and Craig Boutilier. Approximately stable pricing for coordinated pur-
chasing of electricity. In Twenty-Fourth International Joint Conference on Artificial
Intelligence, 2015.

Andy B Philpott and Erling Pettersen. Optimizing demand-side bids in day-ahead
electricity markets. IEEE Transactions on Power Systems, 21(2):488–498, 2006.

Benjamin Plaut and Tim Roughgarden. Almost envy-freeness with general valuations.
ArXiv, abs/1707.04769, 2018.

Zihang Qiu, Wang Zhang, Shuai Lu, Chaojie Li, Jingbo Wang, Ke Meng, and Zhaoyang
Dong. Charging-rate-based battery energy storage system in wind farm and battery
storage cooperation bidding problem. CSEE Journal of Power and Energy Systems,
8(3):659–668, 2022.

Ashraf Radaideh and Venkataramana Ajjarapu. Extracting expedient short term ser-
vices from homogeneous group of thermostatically controlled loads. In 2016 IEEE
Power & Energy Society Innovative Smart Grid Technologies Conference (ISGT).
IEEE, sep 2016. doi: 10.1109/isgt.2016.7781030.



Bibliography 121

Christian P Robert. Simulation of truncated normal variables. Statistics and Computing,
5:121–125, 1995.

Juan Sebastian Roncancio, José Vuelvas, Diego Patino, and Carlos Adrián Correa-
Flórez. Flower greenhouse energy management to offer local flexibility markets.
Energies, 15(13):4572, 2022.

Michael H Rothkopf. Bidding in simultaneous auctions with a constraint on exposure.
Operations Research, 25(4):620–629, 1977.

Tuomas Sandholm and Subhash Suri. Market clearability. In International joint
conference on artificial intelligence, volume 17, pages 1145–1151. ACM, 2001.

Roland Saur, Neil Yorke-Smith, and Han La Poutré. Combined heat and power markets
by double-sided auction mechanisms. In Proceedings of 2019 IEEE PES Innovative
Smart Grid Technologies Europe, ISGT-Europe 2019, pages 1–5, September 2019.
doi: 10.1109/ISGTEurope.2019.8905714.

Roland Saur, Han La Poutré, and Neil Yorke-Smith. Towards optimal demand-side
bidding in parallel auctions for time-shiftable electrical loads. In Proceedings of
the IEEE International Conference on Industrial Informatics, pages 340–347, June
2021. doi: 10.1109/INDIN45582.2020.9442077.

Roland Saur, Han La Poutré, and Neil Yorke-Smith. Fair pricing for time-flexible
smart energy markets. In Proceedings of the 2023 International Conference on Au-
tonomous Agents and Multiagent Systems, AAMAS ’23, page 2703–2705, Richland,
SC, May 2023. International Foundation for Autonomous Agents and Multiagent
Systems. ISBN 9781450394321.

Roland Saur, Han La Poutré, and Neil Yorke-Smith. Incentives for accurate energy
predictions: How to reduce epistemic uncertainty. In Proceedings of the 15th
ACM International Conference on Future and Sustainable Energy Systems, e-Energy
’24, page 192–202, New York, NY, USA, June 2024. Association for Computing
Machinery. ISBN 9798400704802. doi: 10.1145/3632775.3661956.

Franziska Schöniger and Ulrich B. Morawetz. What comes down must go up: Why
fluctuating renewable energy does not necessarily increase electricity spot price
variance in europe. Energy Economics, 111:106069, 2022. ISSN 0140-9883. doi:
https://doi.org/10.1016/j.eneco.2022.106069. URL https://www.sciencedirect.com/
science/article/pii/S0140988322002353.

Joachim Seel, Dev Millstein, Andrew Mills, Mark Bolinger, and Ryan Wiser. Plentiful
electricity turns wholesale prices negative. Advances in Applied Energy, 4:100073,
2021. ISSN 2666-7924. doi: https://doi.org/10.1016/j.adapen.2021.100073. URL
https://www.sciencedirect.com/science/article/pii/S2666792421000652.

Karlo Sepetanc and H. Pandzic. A cluster-based model for charging a single-depot fleet
of electric vehicles. IEEE Transactions on Smart Grid, 12(4):3339–3352, jul 2021.
doi: 10.1109/tsg.2021.3064272.

Blake Shaffer. Energy and environmental policy trends: Will electric vehicle rebates
spur widespread adoption? The School of Public Policy Publications, 12, 2019.
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14 Selma Čaušević (TUD), Energy resilience through self-
organization

15 Alvaro Henrique Chaim Correia (TU/e), Insights on Learning
Tractable Probabilistic Graphical Models

16 Peter Blomsma (TiU), Building Embodied Conversational Agents:
Observations on human nonverbal behaviour as a resource for the
development of artificial characters

17 Meike Nauta (UT), Explainable AI and Interpretable Computer
Vision – From Oversight to Insight

18 Gustavo Penha (TUD), Designing and Diagnosing Models for Con-
versational Search and Recommendation

19 George Aalbers (TiU), Digital Traces of the Mind: Using Smart-
phones to Capture Signals of Well-Being in Individuals

20 Arkadiy Dushatskiy (TUD), Expensive Optimization with Model-
Based Evolutionary Algorithms applied to Medical Image Segmen-
tation using Deep Learning

21 Gerrit Jan de Bruin (UL), Network Analysis Methods for Smart
Inspection in the Transport Domain

22 Alireza Shojaifar (UU), Volitional Cybersecurity



Bibliography 131

23 Theo Theunissen (UU), Documentation in Continuous Software
Development

24 Agathe Balayn (TUD), Practices Towards Hazardous Failure Diag-
nosis in Machine Learning

25 Jurian Baas (UU), Entity Resolution on Historical Knowledge
Graphs

26 Loek Tonnaer (TU/e), Linearly Symmetry-Based Disentangled
Representations and their Out-of-Distribution Behaviour

27 Ghada Sokar (TU/e), Learning Continually Under Changing Data
Distributions

28 Floris den Hengst (VUA), Learning to Behave: Reinforcement
Learning in Human Contexts

29 Tim Draws (TUD), Understanding Viewpoint Biases in Web Search
Results

2024 01 Daphne Miedema (TU/e), On Learning SQL: Disentangling con-
cepts in data systems education

02 Emile van Krieken (VUA), Optimisation in Neurosymbolic Learn-
ing Systems

03 Feri Wijayanto (RUN), Automated Model Selection for Rasch and
Mediation Analysis

04 Mike Huisman (UL), Understanding Deep Meta-Learning
05 Yiyong Gou (UM), Aerial Robotic Operations: Multi-environment

Cooperative Inspection & Construction Crack Autonomous Repair
06 Azqa Nadeem (TUD), Understanding Adversary Behavior via

XAI: Leveraging Sequence Clustering to Extract Threat Intelli-
gence

07 Parisa Shayan (TiU), Modeling User Behavior in Learning Man-
agement Systems

08 Xin Zhou (UvA), From Empowering to Motivating: Enhancing Pol-
icy Enforcement through Process Design and Incentive Implemen-
tation

09 Giso Dal (UT), Probabilistic Inference Using Partitioned Bayesian
Networks

10 Cristina-Iulia Bucur (VUA), Linkflows: Towards Genuine Seman-
tic Publishing in Science

11 withdrawn
12 Peide Zhu (TUD), Towards Robust Automatic Question Generation

For Learning
13 Enrico Liscio (TUD), Context-Specific Value Inference via Hybrid

Intelligence



132 Bibliography

14 Larissa Capobianco Shimomura (TU/e), On Graph Generating De-
pendencies and their Applications in Data Profiling

15 Ting Liu (VUA), A Gut Feeling: Biomedical Knowledge Graphs
for Interrelating the Gut Microbiome and Mental Health

16 Arthur Barbosa Câmara (TUD), Designing Search-as-Learning
Systems

17 Razieh Alidoosti (VUA), Ethics-aware Software Architecture De-
sign

18 Laurens Stoop (UU), Data Driven Understanding of Energy-
Meteorological Variability and its Impact on Energy System Op-
erations

19 Azadeh Mozafari Mehr (TU/e), Multi-perspective Conformance
Checking: Identifying and Understanding Patterns of Anomalous
Behavior

20 Ritsart Anne Plantenga (UL), Omgang met Regels
21 Federica Vinella (UU), Crowdsourcing User-Centered Teams
22 Zeynep Ozturk Yurt (TU/e), Beyond Routine: Extending BPM for

Knowledge-Intensive Processes with Controllable Dynamic Con-
texts

23 Jie Luo (VUA), Lamarck’s Revenge: Inheritance of Learned Traits
Improves Robot Evolution

24 Nirmal Roy (TUD), Exploring the effects of interactive interfaces
on user search behaviour

25 Alisa Rieger (TUD), Striving for Responsible Opinion Formation
in Web Search on Debated Topics

26 Tim Gubner (CWI), Adaptively Generating Heterogeneous Execu-
tion Strategies using the VOILA Framework

27 Lincen Yang (UL), Information-theoretic Partition-based Models
for Interpretable Machine Learning

28 Leon Helwerda (UL), Grip on Software: Understanding develop-
ment progress of Scrum sprints and backlogs

29 David Wilson Romero Guzman (VUA), The Good, the Efficient
and the Inductive Biases: Exploring Efficiency in Deep Learning
Through the Use of Inductive Biases

30 Vijanti Ramautar (UU), Model-Driven Sustainability Accounting
31 Ziyu Li (TUD), On the Utility of Metadata to Optimize Machine

Learning Workflows
32 Vinicius Stein Dani (UU), The Alpha and Omega of Process Min-

ing
33 Siddharth Mehrotra (TUD), Designing for Appropriate Trust in

Human-AI interaction



Bibliography 133

34 Robert Deckers (VUA), From Smallest Software Particle to System
Specification - MuDForM: Multi-Domain Formalization Method

35 Sicui Zhang (TU/e), Methods of Detecting Clinical Deviations with
Process Mining: a fuzzy set approach

36 Thomas Mulder (TU/e), Optimization of Recursive Queries on
Graphs

37 James Graham Nevin (UvA), The Ramifications of Data Handling
for Computational Models

38 Christos Koutras (TUD), Tabular Schema Matching for Modern
Settings

39 Paola Lara Machado (TU/e), The Nexus between Business Models
and Operating Models: From Conceptual Understanding to Action-
able Guidance

40 Montijn van de Ven (TU/e), Guiding the Definition of Key Perfor-
mance Indicators for Business Models

41 Georgios Siachamis (TUD), Adaptivity for Streaming Dataflow
Engines

42 Emmeke Veltmeijer (VUA), Small Groups, Big Insights: Under-
standing the Crowd through Expressive Subgroup Analysis

43 Cedric Waterschoot (KNAW Meertens Instituut), The Constructive
Conundrum: Computational Approaches to Facilitate Constructive
Commenting on Online News Platforms

44 Marcel Schmitz (OU), Towards learning analytics-supported learn-
ing design

45 Sara Salimzadeh (TUD), Living in the Age of AI: Understanding
Contextual Factors that Shape Human-AI Decision-Making

46 Georgios Stathis (Leiden University), Preventing Disputes: Preven-
tive Logic, Law & Technology

47 Daniel Daza (VUA), Exploiting Subgraphs and Attributes for Rep-
resentation Learning on Knowledge Graphs

48 Ioannis Petros Samiotis (TUD), Crowd-Assisted Annotation of
Classical Music Compositions

2025 01 Max van Haastrecht (UL), Transdisciplinary Perspectives on Va-
lidity: Bridging the Gap Between Design and Implementation for
Technology-Enhanced Learning Systems

02 Jurgen van den Hoogen (JADS), Time Series Analysis Using Con-
volutional Neural Networks

03 Andra-Denis Ionescu (TUD), Feature Discovery for Data-Centric
AI

04 Rianne Schouten (TU/e), Exceptional Model Mining for Hierarchi-
cal Data



134 Bibliography

05 Nele Albers (TUD), Psychology-Informed Reinforcement Learn-
ing for Situated Virtual Coaching in Smoking Cessation

06 Daniël Vos (TUD), Decision Tree Learning: Algorithms for Robust
Prediction and Policy Optimization

07 Ricky Maulana Fajri (TU/e), Towards Safer Active Learning: Deal-
ing with Unwanted Biases, Graph-Structured Data, Adversary, and
Data Imbalance

08 Stefan Bloemheuvel (TiU), Spatio-Temporal Analysis Through
Graphs: Predictive Modeling and Graph Construction

09 Fadime Kaya (VUA), Decentralized Governance Design - A
Model-Based Approach

10 Zhao Yang (UL), Enhancing Autonomy and Efficiency in Goal-
Conditioned Reinforcement Learning

11 Shahin Sharifi Noorian (TUD), From Recognition to Understand-
ing: Enriching Visual Models Through Multi-Modal Semantic In-
tegration

12 Lijun Lyu (TUD), Interpretability in Neural Information Retrieval
13 Fuda van Diggelen (VUA), Robots Need Some Education: on the

complexity of learning in evolutionary robotics
14 Gennaro Gala (TU/e), Probabilistic Generative Modeling with La-

tent Variable Hierarchies
15 Michiel van der Meer (UL), Opinion Diversity through Hybrid

Intelligence
16 Monika Grewal (TU Delft), Deep Learning for Landmark Detec-

tion, Segmentation, and Multi-Objective Deformable Registration
in Medical Imaging

17 Matteo De Carlo (VUA), Real Robot Reproduction: Towards
Evolving Robotic Ecosystems

18 Anouk Neerincx (UU), Robots That Care: How Social Robots Can
Boost Children’s Mental Wellbeing

19 Fang Hou (UU), Trust in Software Ecosystems
20 Alexander Melchior (UU), Modelling for Policy is More Than Pol-

icy Modelling (The Useful Application of Agent-Based Modelling
in Complex Policy Processes)

21 Mandani Ntekouli (UM), Bridging Individual and Group Perspec-
tives in Psychopathology: Computational Modeling Approaches
using Ecological Momentary Assessment Data

22 Hilde Weerts (TU/e), Decoding Algorithmic Fairness: Towards In-
terdisciplinary Understanding of Fairness and Discrimination in
Algorithmic Decision-Making



Bibliography 135

23 Roderick van der Weerdt (VUA), IoT Measurement Knowledge
Graphs: Constructing, Working and Learning with IoT Measure-
ment Data as a Knowledge Graph

24 Zhong Li (UL), Trustworthy Anomaly Detection for Smart Manu-
facturing

25 Kyana van Eijndhoven (TiU), A Breakdown of Breakdowns: Multi-
Level Team Coordination Dynamics under Stressful Conditions

26 Tom Pepels (UM), Monte-Carlo Tree Search is Work in Progress
27 Danil Provodin (JADS, TU/e), Sequential Decision Making Under

Complex Feedback
28 Jinke He (TU Delft), Exploring Learned Abstract Models for Effi-

cient Planning and Learning
29 Erik van Haeringen (VUA), Mixed Feelings: Simulating Emotion

Contagion in Groups
30 Myrthe Reuver (VUA), A Puzzle of Perspectives: Interdisciplinary

Language Technology for Responsible News Recommendation
31 Gebrekirstos Gebreselassie Gebremeskel (RUN), Spotlight on Rec-

ommender Systems: Contributions to Selected Components in the
Recommendation Pipeline

32 Ryan Brate (UU), Words Matter: A Computational Toolkit for
Charged Terms

33 Merle Reimann (VUA), Speaking the Same Language: Spoken
Capability Communication in Human-Agent and Human-Robot
Interaction

34 Eduard C. Groen (UU), Crowd-Based Requirements Engineering
35 Urja Khurana (VUA), From Concept To Impact: Toward More

Robust Language Model Deployment
36 Anna Maria Wegmann (UU), Say the Same but Differently: Com-

putational Approaches to Stylistic Variation and Paraphrasing
37 Chris Kamphuis (RUN), Exploring Relations and Graphs for Infor-

mation Retrieval
38 Valentina Maccatrozzo (VUA), Break the Bubble: Semantic Pat-

terns for Serendipity
39 Dimitrios Alivanistos (VUA), Knowledge Graphs & Transformers

for Hypothesis Generation: Accelerating Scientific Discovery in the
Era of Artificial Intelligence

40 Stefan Grafberger (UvA), Declarative Machine Learning Pipeline
Management via Logical Query Plans

41 Mozhgan Vazifehdoostirani (TU/e), Leveraging Process Flexibility
to Improve Process Outcome - From Descriptive Analytics to Ac-
tionable Insights



136 Bibliography

42 Margherita Martorana (VUA), Semantic Interpretation of Dataless
Tables: a metadata-driven approach for findable, accessible, inter-
operable and reusable restricted access data

43 Krist Shingjergji (OU), Sense the Classroom - Using AI to Detect
and Respond to Learning-Centered Affective States in Online Edu-
cation

44 Robbert Reijnen (TU/e), Dynamic Algorithm Configuration for
Machine Scheduling Using Deep Reinforcement Learning

45 Anjana Mohandas Sheeladevi (VUA), Occupant-Centric Energy
Management: Balancing Privacy, Well-being and Sustainability in
Smart Buildings

46 Ya Song (TU/e), Graph Neural Networks for Modeling Temporal
and Spatial Dimensions in Industrial Decision-making

47 Tom Kouwenhoven (UL), Collaborative Meaning-Making. The
Emergence of Novel Languages in Humans, Machines, and
Human-Machine Interactions

48 Evy van Weelden (TiU), Integrating Virtual Reality and Neuro-
physiology in Flight Training

49 Selene Báez Santamaría (VUA), Knowledge-centered conversa-
tional agents with a drive to learn

50 Lea Krause (VUA), Contextualising Conversational AI
51 Jiaxu Zhao (TU/e), Understanding and Mitigating Unwanted Bi-

ases in Generative Language Models
52 Qiao Xiao (TU/e), Model, Data and Communication Sparsity for

Efficient Training of Neural Networks
53 Gaole He (TUD), Towards Effective Human-AI Collaboration: Pro-

moting Appropriate Reliance on AI Systems
54 Go Sugimoto (VUA), MISSING LINKS Investigating the Quality

of Linked Data and its Tools in Cultural Heritage and Digital
Humanities

55 Sietze Kai Kuilman (TUD), AI that Glitters is Not Gold: Require-
ments for Meaningful Control of AI Systems

56 Wijnand van Woerkom (UU), A Fortiori Case-Based Reasoning:
Formal Studies with Applications in Artificial Intelligence and Law

57 Syeda Amna Sohail (UT), Privacy-Utility Trade-Off in Healthcare
Metadata Sharing and Beyond: A Normative and Empirical Evalu-
ation at Inter and Intra Organizational Levels

58 Junhan Wen (TUD), "From iMage to Market": Machine-Learning-
Empowered Fruit Supply

59 Mohsen Abbaspour Onari (TU/e), From Explanation to Trust:
Modeling and Measuring Trust in Explainable Decision Support



Bibliography 137

60 Marcel Jurriaan Robeer (UU), Beyond Trust: A Causal Approach
to Explainable AI in Law Enforcement

61 Shuai Wang (VUA), Links in Large Integrated Knowledge Graphs:
Analysis, Refinement, and Domain Applications

62 Khaleel Asyraaf Mat Sanusi (OU), Augmenting a learning model
within immersive learning environments for psychomotor skills

63 Rashid Zaman (TU/e), Online Conformance Checking on De-
graded Data

64 Jens d’Hondt (TU/e), Effective and Efficient Multivariate Similar-
ity Search

65 Aswin Balasubramaniam (UT), Disentangling Runner Drone Inter-
action Potentialities

2026 01 Pei-Yu Chen (TUD), Human-Agent Alignment Dialogues: Elicit-
ing User Information at Runtime for Personalized Behavior Sup-
port

02 Hezha Hassan Mohammedkhan (TiU), Estimating Body Measure-
ments of Children from 2D Images: Towards the Automatic Detec-
tion of Malnutrition

03 Kyriakos Psarakis (TUD), Democratizing Scalable Cloud Applica-
tions: Transactional Stateful Functions on Streaming Dataflows

04 Boyu Xu (UU), Exploring Indirect Relations Between Topics in
Neuroscience Literature Using Augmented Reality to Inform Ex-
perimental Design

05 Koen Minartz (TU/e), Stochastic Simulation with Geometric Deep
Generative Models

06 Azim Afroozeh (CWI, VUA), FastLanes: A Next-Gen File Format
07 Inès Blin (VUA), Narrative Understanding with Knowledge Graphs
08 Paul van Vulpen (UU), Debating Digital Dominance: Decentralized

Technology Governance For Strategic Autonomy
09 Afrizal Doewes (TU/e), Rethinking Automated Essay Scoring:

Agreement, Fairness, and Feedback
10 Nikolaos Delapaschos Kondylidis (VUA), Establishing Task-

Oriented Understanding between Agents
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Foundational and Conceptual
Challenges

The widespread adoption of renewable energy sources has greatly 
contributed to the fight against climate change. This success, however, 

has put a significant strain on power grids.

Further integration of renewable energy sources, while necessary, will 
require a smarter use of existing infrastructure. Power-to-gas, electric 

vehicles and heat pumps already allow us to provide flexibility by shifting 
energy use across domains. This thesis explores how new market designs 

can better facilitate such multi-energy flexibility.

This work discusses both foundational questions of multi-dimensional 
energy trading and conceptual questions of applying fairness and 

honesty to multi-dimensional energy markets: What are fair unit-prices 
when energy can be shuffled across time? How can an agent be 

incentivized to be honest about its forecast when it does not know it 
perfectly itself?
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