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Chapter 1

Quantum versus classical resources in
computational complexity

In the early 20th century, Hilbert advocated that mathematicians’ primary aim
should be to establish mathematics on a solid and provably consistent foundation
of axioms, from which all mathematical truths could be deduced [Hil00]. With
such a system in place, all mathematical truths could, at least in principle, be
obtained using methods of first-order logic.

The above is a slight simplification of what is known as Hilbert’s program,
from which we can identify three distinct objectives. First, consistency: the set of
axioms should be free of contradictions and provably so. Second, completeness: all
mathematical truths should be derivable from these axioms. Third, decidability:
there should be a well-defined procedure that can determine, within a finite time,
whether any given mathematical statement can be proven from the set of axioms.

In 1931, it was shown that Hilbert’s program could not be fully realised.
Godel’s incompleteness theorems [G6d31] intuitively state that (i) in any con-
sistent formal system that can express arithmetic, there are true mathematical
statements that cannot be proven within the system, meaning such systems are
inherently incomplete; and (ii) a consistent formal system cannot prove its own
consistency, shattering the possibility of achieving the first two of Hilbert’s ob-
jectives.

What about decidability? Of course, the existence of a well-defined procedure
to decide the truth of a statement is only possible if the mathematical system
is complete to begin with, so (ii) already implies that such a procedure cannot
exist. However, at the time, the notion of an algorithm had not yet been precisely
defined. This is what Turing accomplished in 1936 by introducing a formal notion
of effective computability through the concept of the Turing machine [Tur36]. He
proved that certain problems, such as the halting problem—determining, given a
Turing machine M and an input x, whether M on input x will eventually halt
or continue running forever—cannot be solved by any Turing machine, demon-
strating the impossibility of a universal decision procedure within an algorithmic
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framework.

Yet, Turing was not alone (nor the first) in doing so. Around the same time
he introduced Turing machines and the halting problem, Church independently
proved the existence of undecidable problems using A-calculus [Chu36b, Chu36a].
Meanwhile, work by Godel and Kleene on recursive functions provided yet an-
other formalisation of computation [G6d31, Kle36]. The works of Church and
Turing showed that all three models—Turing machines, A-calculus, and recursive
functions—are equivalent in terms of computational power: a function is com-
putable in one model if and only if it is computable in the others. This forms
the basis of the Church—Turing thesis, which asserts that any function that can
be computed by an algorithm can be computed by a Turing machine. As far as
is known, no physical or mathematical evidence contradicts the thesis, and it is
therefore widely accepted as holding across all models of computation.

Once one accepts this thesis, it is natural to hypothesise further: the effi-
cient Church—Turing thesis extends the notion of computational equivalence to
computational efficiency [VEB91].! Tt posits that any “realistic” model of com-
putation can be efficiently simulated by a (randomised) Turing machine, with at
most a polynomial overhead in time and space. To discuss its plausibility, we
need to make a leap to the field of physics.

Only a few decades before Hilbert’s address, the physics community had been
undergoing its own scientific revolutions. In 1894, Michelson expressed the senti-
ment among the physics community as follows [Mic96]:

While it is never safe to affirm that the future of Physical Science
has no marvels in store even more astonishing than those of the past,
it seems probable that most of the grand underlying principles have
been firmly established [...] the future truths of physical science are
to be looked for in the sixth place of decimals.

Michelson’s words still echoing, the next decades would produce the theory of
relativity—showing that space and time should really be space-time; and quantum
theory—telling us that mechanics should really be quantum mechanics. It became
clear that at the very large and very small scales, the world behaved radically
differently from what everyday intuition, based on classical mechanics, would
predict.

However, quantum theory comes with its challenges when one attempts to
simulate it to make predictions about our world. In classical mechanics, one
typically assumes knowledge of a system’s individual components, such as initial
positions, masses, energies, charges, and initial (angular) momenta, along with
any external forces. These parameters are tracked and updated as the system

! Also referred to as the strong Church-Turing thesis or the feasibility thesis, though it does
not originate from Church or Turing.



evolves according to the laws of classical mechanics. In the Turing machine model,
this generally poses no problem when it comes to storage: all relevant information
can be efficiently stored (up to a certain precision) and updated on a large data
storage tape. Quantum mechanics, however, reveals that a system’s information
is actually “stored” in a wave function, which requires an exponentially growing
vector description as the number of components increases. As a result, even
for moderately sized quantum systems, tracking the system’s wave function may
require Turing machines to use computational resources (e.g., time, memory, etc.)
that exceed even the scale of the universe!

This “memory problem” was one of the prime motivations for Feynman to pro-
pose in 1982 that we should use quantum-mechanical computing devices, more
conveniently called quantum computers, to solve quantum-mechanical computa-
tional problems [Fey82]. In fact, in 1980 Paul Benioff already proposed the idea of
a quantum mechanical model of a Turing machine, which could perform compu-
tations using quantum mechanical principles [Ben80]. Inspired by this, Deutsch
generalised the Turing machine to the quantum Turing machine and proved that
as far as computability is concerned, the Church-Turing thesis still holds its
ground: any function that can be computed by a quantum Turing machine can
be computed by a Turing machine (and vice versa) [Deu85]. But what about
efficiency?

In a spectacular result, Shor showed in 1994 that the computational problem
of integer factorisation can be efficiently solved on a quantum computer [Sho94].
This result implies that at least one of the following three statements must be
true: (i) the efficient Church-Turing thesis is false; (ii) integer factorisation can
be solved efficiently classically; (iii) quantum mechanics is incorrect. Arguably
the “least unlikely” of the three, it is now widely accepted that the efficient
Church-Turing thesis is likely incorrect and should be extended to refer to quan-
tum Turing machines instead. Hence, while quantum computers do not allow us
to compute more functions than classical computers, they can compute certain
functions more efficiently [Mon16, HM17, DMB*23].

Since quantum information and computation generalise their classical coun-
terparts, not much seems lost by making all computational resources quantum
from a purely theoretical point of view, as long as we are willing to incur an
asymptotically small overhead to account for reversibility [Ben89] and extensive
error-correction to deal with the fragility of quantum information [Sho96]. So,
should we just replace all computational resources with “something quantum”?

Though asymptotically small, more and more evidence shows that in practice
these overheads can be astronomical [CKM19, BMN*21]. This means that, for
example, when quantum algorithms offer only a small (polynomial) advantage,
the required problem sizes may be so large that these speedups become meaning-
ful only for those willing to perform computations over months, years, or even
millennia [BMNT21, CFNW23, CFNW24, DGLM24, BW24]. Hence, from a prac-
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tical standpoint, quantum computation and information should not be viewed as
a universal tool applicable to all problems, but rather as a highly specialized in-
strument: potentially powerful, yet not suitable for every task.

At the heart of this practical consideration lies a fundamentally theoretical
question: in what contexts do quantum resources truly shine—offering dramatic
asymptotic advantages that dwarf even the most pessimistic estimates of the
overheads—and for what tasks might we as well leave it to classical resources, de-
spite marginal asymptotic quantum advantages? The central theme of this thesis
can therefore be summarised by the following question:

What is the interplay between quantum and classical resources in computation,
and for which tasks are quantum resources provably (much) better?

This dissertation will explore this question in the context of the theory of
computational complexity, which studies the resources required to solve problems
within different computational models. It classifies problems based on their in-
herent difficulty, considering factors such as time, space, and access to additional
resources like provers or oracles. In computational complexity theory, one can rig-
orously compare quantum versus classical algorithms, classical versus quantum
proofs, classical versus quantum advice, classical versus quantum query access to
oracles, classical versus quantum samples, classical versus quantum reductions,
and so on.

In this way, one can show that using quantum resources in computation
can lead to provable superpolynomial advantages in communication complex-
ity [BCWO98, Raz99, BCWdWO01], sample complexity [BJ95, GKZ19], query com-
plexity [Sim97, CCD03, AA15], and space complexity [GKKT07, KPV24]. In
each of these settings, quantum models outperform classical ones by exploiting
more powerful access models and/or by leveraging inherently quantum phenom-
ena like entanglement or interference.

Moreover, it is also possible to study the interplay between quantum and
classical resources by combining classical and quantum resources in a single com-
putational setting—such as quantum verifiers with access to classical proofs or
classical proof systems with access to quantum reductions. This way, we can gain
insights into what aspects of computation truly benefit from quantum over clas-
sical. Computational complexity theory also allows us to study problems with
access models that only make sense in the context of quantum computing. And
perhaps most importantly, it allows us to study our main question in a precise
manner, making definite statements that hold independently of hardware consid-
erations.?

2And, importantly for quantum, the hardware’s current limitations.



1.1. Low-energy states and their descriptions )

Beyond the practical motivation, we will see that this angle occasionally
gives insights into the peculiar nature of quantum physics. Sometimes quan-
tum resources cannot do much better than classical ones, hindered by the fact
that some simple classical concepts—such as copying, deleting and reading out
information—have no perfect quantum analogue. Yet, as is well known?® (and
as we will see in this dissertation), these limitations are sometimes precisely the
reason that quantum can do something spectacular.

A vast body of research already addresses our central question in many differ-
ent ways. Yet, even 40 years since David Deutsch first formalised the quantum
Turing machine [Deu85], there still seems to be room to add new insights into the
power and limitations of, as well as the connections between, quantum and clas-
sical resources in computation. Specifically, we will explore our central question
in three main directions, each of which forms its own part:

I. Low-energy states and their descriptions.
II. Quantum probabilistically checkable proof systems.
ITI. Unitary query and sample complexity.

For the rest of this introductory chapter, we will introduce each of these
directions, explaining their relevance in a broader context, how they connect
to our central question, and what the main contributions of this dissertation are.
This will be done at a fairly informal level, with references therein to the chapters
where the topics are treated at a formal level.

1.1 Low-energy states and their descriptions

Part 1 of this dissertation follows Feynman’s original intuition that “quantum
problems should be solved by quantum computing devices”. Specifically, we
will focus on computational problems related to low-energy states of quantum-
mechanical systems, which play an important role in many applications. A
quantum-mechanical system is described via its energy operator, the so-called
Hamiltonian H, which models the interactions between the different components
of the system. For example, in a spin system, the Hamiltonian can model ex-
change interactions, which arise due to the Pauli exclusion principle and the
Coulomb interaction between electrons; in a molecule, this could be the individ-
ual kinetic energies and interactions among atomic nuclei and electrons. For most
systems, it is assumed that these interactions are local: this means that H can

3For example, no-cloning is one of the most important assets in quantum cryptography.
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be decomposed as a sum of Hermitian operators, i.e.,

H=>H,

1€[m]

where each H; acts only non-trivially on at most £ subsystems. Locality in this
sense is not to be confused with geometrical locality, which describes to what
extent individual systems can be put on some kind of hypergraph structure, such
that systems far apart do not (or only weakly) interact.

One of the most basic tasks in determining properties of a quantum system
is to compute its ground-state energy, i.e., the minimum eigenvalue of H, which
we will denote by ) in this introductory chapter. Information about the ground
state provides insights into reaction rates, molecular geometry, binding energies,
band structures, and more—quantities that are, for instance, important in the
design of drugs [CRO'19] and materials [TW18§].

Computing the ground state energy of a k-local Hamiltonian can be formal-
ized as the following computational problem: you are given as an input classical
descriptions of the local terms which together form the Hamiltonian H, and two
parameters a, b such that b — a = J, where 0 is the so-called promise gap. The
task is now to determine whether A\ < a or Ao > b, promised that either one
is the case. It is known that this problem is QMA-complete when k£ = 2 and
d = 1/poly(n) [KKRO06], where QMA is the quantum analogue of NP. This
remains true for more restricted families of Hamiltonians, for instance nearest-
neighbour Hamiltonians on a two-dimensional lattice of qubits [OTO08], as well
as many other physically realistic models [SV09, WMN10, CMP18, OTWF22].
Moreover, this hardness persists even in the excited state setting, where one is
interested in computing energies above the ground state level [JGL10]. Assuming
that QMA # BQP, where BQP captures all problems quantum computers can
solve using polynomially-bounded space and time, this suggests that estimating
energies of low-energy eigenstates of many physical Hamiltonians up to inverse
polynomial precision is a hard problem even for quantum computers.

Yet, it is widely believed that Feynman’s intuition—computational quantum
problems should be solved with quantum computational devices—should still ap-
ply to some extent and that, despite these hardness results, quantum comput-
ers will have a profound impact on performing computations for quantum sys-
tems [Aar09, BBMC20]. The central question in Part I is to investigate in what
setting in the context of ground and excited state energy estimation this belief
can indeed be mathematically justified:*

(Q1) Is there evidence for the existence of a well-defined, practically motivated
setting in ground- or excited-state energy estimation where quantum com-
puting offers a superpolynomial advantage over classical computing?

4The use of the word “setting” here is important, as showing so unconditionally would prove
P # PSPACE, resolving one of the major open problems in computational complexity theory.
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1.1.1 Ansatze

To set the stage for our considered approach to ground state energy estimation
(discussed next), we first consider the notion of ansdtze from the field of physics.
In the context of ground states, an ansatz usually refers to an “educated guess”
for a class of states that

(a) has some desirable properties, such as an efficient classical description from
which useful information can be extracted;

b) forms a good approximation to the ground state (or another state of inter-
g g
GSt).

Some well-known examples of ansétze are tensor network states (e.g., matrix
product states, projected entangled pair states), product states, and variational
quantum circuits. For some families of Hamiltonians, one can even prove that
the ground states come from such a restricted family of states. For example, it
is known that the ground state of any 1D gapped local Hamiltonian can be well
approximated by matrix-product states [Has07].

However, both criteria (a) and (b) above are not well-defined in a mathemat-
ical sense. Moreover, what qualifies as “desirable properties” can vary depending
on the application. For instance, in the context of ground state energy estima-
tion, you might at the very least want to be able to (potentially heuristically)
compute the energy of the state represented by the ansatz. If you have access to
a quantum computer, you may wish to implement the state as an actual quantum
state on the computer to further probe its properties.

In Chapter 3, we formalise several distinct types of desirable properties within
what we refer to as access models. Here “access” refers to the ways in which
information can be extracted from a given description of a state in an ansatz.
This is motivated by the work of Gharibian and Le Gall, who defined a class of
states that capture all ansitze allowing the following access model: (i) sampling
basis states according to the Born rule, and (ii) querying the amplitude of an
individual basis state [GL22].

We then compare this access model with two alternative ones: one requir-
ing efficient classical (approximate) computation of local observables, and an-
other in which the state can be efficiently prepared as a quantum state. We also
study some properties of these different access models and define classes of asso-
ciated states—those that satisfy the criteria of the access model-—which will then
“guide” us in solving our ground state energy estimation problem in the next
section.

1.1.2 Computing ground state energies with guiding states

In an attempt to bypass worst-case QMA-hardness results, the quantum comput-
ing community usually proposes a two-step procedure [AL99, AGDLHGO05]:
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1. A classical (or quantum) heuristic algorithm is applied to obtain a so-called
guiding state |1), which is hoped to have “good” fidelity with a ground
space.

2. The guiding state [¢) is used in Quantum Phase Estimation (QPE) [Kit95]
(or an alternative method [LT20b, LT20a]) to efficiently compute the cor-
responding ground state energy.

The motivation behind this two-step procedure is that it seems to capture the best
of both worlds: for Step 1, classical heuristics have had decades of development,
are fast to implement, and can be optimized more easily compared to quantum
heuristics (e.g., variational quantum eigensolvers, see [CAB*21] for a survey).
Additionally, for many of these guiding states, it is known that it is possible to
prepare the state on a quantum computer (as further discussed in Chapter 3).
Step 2, on the other hand, seems to capture a unique strength of quantum com-
puters: the ability to resolve an eigenvalue within additive 1/poly(n) precision of
a (sparse) Hermitian matrix given just an approzimation |1) to the corresponding
eigenvector. In the context of ground-state energy estimation, the approximation
via a guiding state does not need to be good in terms of its energy: the above
procedure runs in polynomial time as long as the fidelity with the ground space
is 1/poly(n).

In [GL22], Gharibian and Le Gall initiated the formal study of the complexity
of the second step outlined above. Specifically, they introduced the Guided k-
local Hamiltonian problem (k-GLH), which is roughly stated as follows: given a
k-local Hamiltonian H, properly normalized so that ||H|| < 1, an appropriate
representation of a guiding state [¢) with (-fidelity with the ground space of
H, and real thresholds b > a, decide if the ground energy Aq satisfies \y < a
or > b. For the guiding state representation, the definition can be modified to
accommodate different types of access models (see Section 1.1.1).

Gharibian and Le Gall then proved that 6-GLH is BQP-hard for inverse poly-
nomial precision and up to a maximum allowed fidelity, i.e., b —a > 1/poly(n),
and ¢ = 1/2 — 1/poly(n). However, for any constant k and constant fidelity
(, k-GLH can be efficiently solved classically within constant precision, i.e., for
b—a € ©(1). Here, constant precision refers to precision that is constant with re-
spect to a renormalised Hamiltonian with operator norm at most 1. Since k-GLH
is in BQP for any b —a = Q(1/poly(n)) and ¢ = Q(1/poly(n)), the BQP-hardness
in the inverse-polynomial precision regime provides a provable superpolynomial
quantum advantage in the ground state energy estimation context (under the
assumption that BQP # BPP).

The result in [GL22] partly addresses our question, yet many aspects remain
open. For instance, the Hamiltonian for which BQP-hardness is proven in [GL22]
is not very physical: it is 6-local and lacks geometrical locality. Thus, it is de-
sirable to extend the result to more physically motivated Hamiltonians if we aim
to capture the “practically motivated”-part of the question. Moreover, beyond
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ground states, excited states also play a crucial role in many applications. For
example, many photophysical and photochemical processes, such as energy trans-
fer [NOAOT18], bond dissociation [ZLTN20], light emission, and non-adiabatic
dynamics [NWB*20, WLZ23], revolve around electronically excited states. Can
the hardness result be extended to this setting as well? Furthermore, what hap-
pens for larger fidelities? Lastly, what is the complexity of the problem if we
also consider the complexity of Step 1?7 In Chapter 4, we address all of these
questions, which can be informally summarised by the result:

(R1) There exist 2-local, physically motivated Hamiltonians for which estimating
the ground- (or excited-) state energy, given access to a guiding state with
fidelity at least 1 —1/poly(n), is BQP-complete. If the guiding state is only
promised to exist, the problem becomes QCMA-complete.

Here, the class QCMA is analogous to QMA, but with classical instead of quantum
proofs: the verifier is still a quantum computer, but the proof (in this case, a
classical description of the guiding state) must be efficiently describable using a
classical bit string.

Under the (widely believed) assumption that BQP # BPP, the above re-
sult demonstrates the existence of a well-defined, practically motivated setting
for ground state energy estimation in which quantum computers are superpoly-
nomially more efficient than the best classical algorithms. We will also show
that, from a complexity-theoretic perspective, no power is lost by restricting the
guiding states to a subset of all states for which the expectation values of local
observables can be computed classically, provided these states can still be pre-
pared on a quantum computer. This implies that the guiding state assumption
is significantly weaker than imposing structure on the ground state itself: requir-
ing structure only on the guiding state (the former) would imply QMA = QCMA,
whereas requiring it on the ground state (the latter) would imply QMA = NP. Fi-
nally, this provides complexity-theoretic justification for using classical heuristics
rather than quantum heuristics in Step 1 of the proposed two-step procedure.

1.1.3 Finding ground state descriptions

Ground-state preparation, as opposed to ground-state energy estimation, is crucial
for applications where one seeks to probe properties of the ground state beyond
its energy value, such as when studying its behaviour under time evolution [L.1096]
or when one wants to compute two-point correlation functions (e.g., to charac-
terise quantum chaos [GHST20]). So far, we have only discussed estimating the
ground-state energy and potential ground-state ansatze, without considering the
complexity of preparing an arbitrary ground state itself. Trivially, the ability to
prepare the ground state enables one to estimate its energy, but what about the
converse?
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For most classical problems, the other direction of the reduction is straight-
forward, as the problem of finding a solution is often reducible to deciding whether
there erists a solution. Following Irani, Natarajan, Nirkhe, Rao and Yuen [INN*22],
we study this in a particular type of oracle setting: we assume black-box access
to a machine that solves some type of decision problem complete for a class of
interest, which can be done at unit cost.® For example, given a constraint satis-
faction problem (CSP) on n bits, an NP oracle can decide whether there exists an
assignment that satisfies the constraints. If so, one can make adaptive queries to
the oracle—asking whether the constraints remain satisfiable under a given par-
tial assignment—thereby learning one bit of information about some satisfying
assignment x* with each query.

As was pointed out by Irani, Natarajan, Nirkhe, Rao and Yuen, “quantum
solutions” (i.e., QMA witnesses) seem to be fundamentally different from classical
solutions (i.e., NP witnesses) because

(i) the description-size complexity of a quantum state on n qubits is generally
exponential in n;

(ii) there does not appear to be a natural way of conditioning a quantum state
on a partial assignment.

This intuitive obstruction can be formalised in the relativised world, as [INNT22]
shows that relative to a quantum oracle QMA fails to have search-to-decision
reductions. This result is in contrast with some related classes where the wit-
nesses are classical: for instance, NP, MA, and QCMA all have search-to-decision
reductions relative to all oracles [INN122].

Suppose we believe that (i) is indeed a truly fundamental obstacle. What
would then be the second-best thing one could hope for? Going back to the local
Hamiltonian problem, we observe that the full quantum state in fact contains
more information than is needed; since the Hamiltonian is local, it suffices to
have sufficiently good approximations of all k-local density matrices of a low-
energy state. Constant-locality density matrices do not suffer from point (i)
above, as any n-qubit state only has a polynomial number of them and each has
a polynomially-sized description (for inverse exponential accuracy). However, it
is well-known that it is again QMA-complete to check if all density matrices are
consistent with a global quantum state [Liu06, BG22]. Yet, this leaves open the
possibility of finding approximate descriptions of local density matrices of a local

A subtle but important clarification is needed here. In this setting, we assume access to
a QMA oracle capable of solving any promise problem in QMA, not just the specific decision
problem corresponding to the search task of interest. This is equivalent to assuming access to
an oracle for a single QMA-complete problem A, since any problem B in QMA is polynomial-
time reducible to A. However, if A is only assumed to be contained in QMA, the corresponding
oracle might be too weak, as it would not capture the full power of QMA. In fact, in this case,
the result would not even hold for NP, since it is known that there exist problems in NP that
do not admit such search-to-decision reductions unless EE = NEE [BG94].
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Hamiltonian when given access to a QMA oracle. In Chapter 5, we will prove
that this indeed is possible for all local Hamiltonians, and even more generally
for any problem in QMA.

(R2) For any problem in QMA, there exists a classical polynomial-time algorithm
with access to a QMA oracle that outputs approximations of the density ma-
trices of a near-optimal quantum witness, for any desired constant locality
and inverse polynomial error.

Our result allows one to store a classical fingerprint of a low-energy state that can
be used to compute expectation values of local observables, like two-point corre-
lation functions, indefinitely. Moreover, our result suggests that the lack of the
“bottom-up” property—global quantum states generally cannot be reconstructed
from their marginals—Ilies at the core of why search-to-decision does not seem to
work for quantum proofs.

1.2 Quantum probabilistically checkable proof
systems

In Part IT we will look at proof systems. The aforementioned classes NP, QCMA
and QMA are all examples of such proof systems, and share the property that
they all consider the setting where an all-powerful prover is allowed to send an un-
trusted proof to a computationally-bounded verifier. In the 80s, researchers tried
to scale up the power of such systems by allowing interaction between the prover
and verifier (IP), which could even be further strengthened by allowing multiple
uninteracting provers (MIP), leading up to the celebrated IP = PSPACE [Sha92]
and MIP = NEXP [BFL90| theorems.

Naturally, people asked what would happen if one were to scale down the
power of proof systems. A probabilistically checkable proof (PCP) system consists
of a polynomial-time verifier that uses r(n) random coins and makes at most g(n)
queries to a proof provided by the prover. For a proof written in binary, a query
corresponds to reading out a single bit at a specified location in the proof. The
PCP theorem [ALM198, AS98] states that all problems in NP can be decided,
with a constant probability of error, by only using a logarithmic number of coin
flips and only 3(!) queries to the proof [HO1].

The PCP theorem is also important from a practical point of view in approxi-
mation theory: it directly implies that it is NP-hard to decide whether an instance
of a CSP is either completely satisfiable or no more than a constant fraction of
its constraints can be satisfied. This is usually referred to as the hardness of
approximation formulation of the PCP theorem. Later, it was shown that it is
possible to prove the PCP theorem by reducing a CSP directly to another CSP
with the above property. This transformation, due to Dinur [Din07], is usually
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referred to as gap amplification, referring to the increase in the difference (the
gap) in the fraction of constraints which can be satisfied in both the YES- and
NO-instances.

Naturally, quantum complexity theorists have asked whether an analogous
theorem exists in a quantum setting, proposing proof-checking and hardness of
approximation versions of a quantum PCP conjecture. The hardness of approx-
imation formulation states that the local Hamiltonian problem with constant
promise gap, relative to the operator norm of the Hamiltonian, is QMA-hard.
This formulation of the quantum PCP conjecture has been the predominant
focus of the quantum PCP literature, and progress has been made in giving
evidence both in favour and against the conjecture. Amongst the positive are
the NLTS theorem and its cousins, excluding a large set of potential NP wit-
nesses [ABN23, CCNN23b, CCNN23a, HATH24, AGK24|. Evidence against (as-
suming NP # QMA) are results showing the “quantum hardness” of the local
Hamiltonian problem vanishes in the constant precision regime when one im-
poses some extra structure on the problem (e.g., constraining the interaction
graph or ground space structure), whilst the same problem remains (quantumly)
hard when the promise gap is inverse polynomial [BBT09, BH13b, ABG19, GL22,
CFG'123, WFC24].

We summarise our main direction as the following questions:

(Q2) Can quantum proofs be more efficiently verified? What about the verification
of classical proofs by a quantum verifier?

1.2.1 Local Hamiltonians versus proof-checking

The proof-checking formulation of the quantum PCP conjecture, which states
that one can solve any promise problem in QMA by using a quantum verifier
which only accesses a constant number of qubits from a quantum proof, has
received considerably less attention than the local Hamiltonian formulation. A
reason for this is that both conjectures are known to be equivalent under quantum
reductions. This was already observed in the first work proposing a quantum
PCP [AALV09], although it was not formally written down. Perhaps that is
why, even after more than two decades since the question of whether a quantum
PCP exists was first posed [AN02], many basic questions regarding the proof-
checking formulation have not been addressed. For instance, as already raised
in [AALV09], does the choice of the distribution over which the proof qubits are
selected matter? Is adaptive access to the proof more powerful than non-adaptive
access in the constant-query setting, or do they have the same power, as is the
case classically? What about having multiple provers, or classical proofs?

To address previously posed questions regarding quantum PCPs, in Chapter 6
we revisit the definition of the complexity class related to quantum PCPs. We
will study a general notion of quantum PCP verifiers, which include the ability to
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make adaptive queries to multiple untangled quantum proofs. Having this new
definition of a quantum PCP at hand, we study its connection to the hardness-
of-approximation formulation of the local Hamiltonian problem via a quantum
reduction.® As it turns out, our definition and quantum reduction to a constant
promise gap local Hamiltonian turn out to be powerful tools in proving several
properties of quantum PCPs.

(R3) For any problem that is decided using an adaptive quantum PCP with
multiple unentangled provers, there exists a quantum reduction to a local
Hamiltonian problem with a constant promise gap. This can be used to
show that adaptive proof access offers no additional power over non-adaptive
access in the constant-query regime, and that if the multiple-unentangled-
prover version of QMA (i.e., QMA(2)) admits a constant-query quantum
PCP, then QMA(2) = QMA.

In Chapter 6 we give some additional results that follow from our reduction
as well, like proving hardness for an average-energy per site formulation of the
quantum PCP conjecture and a connection to the class QCMA.

1.2.2 Quantum PCPs with classical proofs

A major open question regarding quantum proof systems is what the “right”
quantum generalisation of NP [Gha24] is. In particular, the QCMA versus QMA
question asks whether it suffices to use classical proofs or whether quantum
proofs are strictly more powerful. An argument for why they might be differ-
ent, formalised through a quantum oracle separation by Aaronson and Kuper-
berg [AKO07], is that given a proof of size m qubits, there exist a doubly ex-
ponential (in m) number of quantum states with pairwise small overlap; since
a polynomial-sized classical string can only describe an exponential number of
states, this counting argument shows that most states cannot have an efficient
classical description. However, this argument already fails for the simple reason
that, assuming a fixed universal gate set, for input size n all possible QMA-
verification circuits themselves must be specified using poly(n) bits, which means
that there are only an exponential number of possible verifiers. Since for every
YES-instance a single quantum proof suffices, descriptions of the verifiers them-
selves already provide an efficient description of any quantum proof you would
ever need.” Hence, the space of all relevant quantum proofs occupies only a very
tiny fraction of the entire possible Hilbert space. A more physical intuition of

6 As briefly mentioned earlier, while the existence of reductions between the two formulations
is widely known in the community, they have never been fully written down except in the works
of [Gril8] and [HATH24], both of which consider restricted formulations of quantum PCPs.

"Or, to put it in a local Hamiltonian formulation, the description “ground state of Hamilto-
nian H” also captures all possible relevant quantum proofs.
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why QMA could be equal to QCMA comes from the local Hamiltonian problem:
since QMA-hardness even holds for 2-local Hamiltonians defined on a lattice, one
only has to care about geometrically local 2-local density matrices, which means
that one does not have to worry about longer range entanglement [AN02].

To gain further intuition into how quantum verifiers can process quantum
proofs as compared to classical proofs, it makes sense to study this question
also in a PCP setting. In Chapter 7, we study quantum PCPs with classical
proofs, analogous to how QCMA differs from QMA. In defining the corresponding
complexity class, one is immediately faced with a choice: one can assume that
queries to the proof are classical, which captures the locality aspect of PCPs; or
the queries are allowed to be quantum, which is more faithful to the query aspect
usually considered in a quantum setting. In the standard quantum query model,
one assumes access to a bit string y of length 2" via an (n + 1)-qubit unitary
operator U, defined by its action on computational basis states as U, |i) |a) =
i) |a @ vy;), with @ € {0,1}. This means that in a single quantum query, all entries
of y can be accessed in superposition—a feature known to lead to superpolynomial
advantages over classical queries for some computational tasks [BV93, Sim97,
AA15).

In Chapter 7, we will study quantum-classical PCPs in both query models,
arriving at some surprising results which shed light on the interplay between
quantum verifiers and classical proofs.

(R4) Quantum-query quantum-classical PCPs with an inverse-polynomial promise
gap can be simulated by classical-query quantum-classical PCPs with a
constant promise gap, making only three classical queries. Moreover, the
corresponding class of promise problems is contained in BQ - NP, the class
of all promise problems that admit a quantum reduction to CSPs. For a
(poly-)logarithmic number of queries, the complexity classes corresponding
to the two access models can be separated relative to an oracle.

As it is unlikely that QCMA C BQ-NP (which we support with oracular evidence),
this result gives strong evidence there exists no constant query quantum-classical
PCP for QCMA, even though we can amplify the promise gap from inverse polyno-
mial to constant.® Intuitively, our result is in line with the intuition that classical
proofs in a quantum setting generally should be viewed as “uncompiled”, and
generally are only useful to a quantum verifier if they describe a quantum circuit
which can be used to prepare a quantum proof.

8This is the much sought-after type of amplification needed to prove the quantum PCP
theorem when quantum proofs are considered. Interestingly, the fact that we can show it for
a quantum-classical PCP provides strong evidence against the existence of a quantum-classical
PCP (in our setup) for QCMA.
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1.3 Unitary query and sample-to-sample com-
plexity

In our final part, we shift our focus to other measures of computational complex-
ity. Up to this point, there was usually a restriction on the resources in terms of
time, space, etc., and we looked at what types of problems could be solved in a
complexity class which captures these restrictions. Query and sample complexity
are two different notions of complexity, where there will still be restrictions on
the allowed model of computation, but we will from that point on only care about
how efficient our model is in terms of using some “fundamental object” needed
to solve the task at hand (e.g., the number of queries to a function or number of
needed samples). Our questions in Part III will be as follows:

(Q3) Are there other complexity measures for which we can show a quantum ad-
vantage over classical computation? Moreover, are there complexity mea-
sures that are simply inherently quantum?

1.3.1 Unitary query complexity

An inherently quantum query complexity model is that of unitary query complez-
ity, where one assumes black-box (controlled) access to an n-qubit unitary U or
its inverse. In unitary property testing, U itself is considered to be the input, and
one wants to test whether U satisfies some property or is far away from having
this property, minimising the number of queries one has to make to U. Whilst
standard query complexity is very useful in obtaining insights into the differ-
ences in computational power between different classes of computation, classical
or quantum, unitary query complexity gives a potentially useful way to compare
inherently quantum classes. These problems, first studied by Wang [Wan11], got
considerably more attention recently [SY23, CNY03, WZ23|.

Query complexities can vastly differ among different computational models.
For example, the search problem, which is to decide whether a string of length
N is either the all-zeros string or has at least one entry with a “1”7, is known
to have classical query complexity of ©(N) and quantum query complexity of
O(v/'N) [Gro96, BBBV97]. However, with the aid of a proof by an untrusted
prover, the query complexity of the search problem becomes 1 in both cases, as the
prover can provide the location of the entry to be checked by the verifier. A similar
result holds for a unitary property testing analogue of search as introduced by
Aaronson and Kuperberg [AKO07], where one has to decide whether a given black-
box unitary U applies either the identity operation I or the reflection I — 2 [1))(v)|
for some unknown N-dimensional quantum state |¢)). This problem has in general
a quantum query complexity of ©(v/N) but can again be solved by just a single
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query if a quantum state is provided by an untrusted prover as an extra input.’
For many other unitary property testing problems, it is unclear whether quantum
(or classical) proofs and /or trusted advice states might help in solving these tasks.

In Chapter 8, we will study the connection between unitary query complexity
and channel discrimination, which is a well-studied problem in quantum informa-
tion theory.

(R5) Problems in unitary query complexity can be reduced to unitary channel
discrimination, giving information-theoretic query lower bounds which hold
even in the presence of quantum proofs and advice.

In particular, our technique is useful for investigating the difficulty of quantum
tasks involving unitary queries that demand high precision. It is also extremely
simple to apply—for example, we prove an optimal lower bound for the quantum
phase estimation problem in just 7 lines, and our result even holds in a stronger
setting than previous proofs [Bes05, WZ23]. We will also discuss the implications
for the multiple unentangled prover variant of QMA (i.e., QMA(2)), whose com-
putational power has long been a central open question in quantum complexity
theory.

1.3.2 Sample-to-sample problems

Another complexity measure, frequently encountered in a learning context, is that
of sample complexity. At a basic level, sample complexity typically differs from
query complexity in that the problem solver only controls how the given objects
are processed, not which objects are provided. While sample complexity can
be studied in a fully quantum setting—for example, when learning an unknown
quantum state given (a tensor product of) copies of the state [AA24]—our focus
will be on the model of quantum samples which follows the one used in quantum
learning theory [BJ95, AdW17]. Here, one is given sample access to elements from
a finite set S according to a probability distribution D : S C {0,1}" — [0, 1], and
quantum samples correspond to having access to copies of the state

Sp) =Y V/D(a) ).

€S

Measuring |Sp) in the computational basis is then equivalent to classically sam-
pling from S according to D.

In Chapter 9, we will study sample complexity in what we call a sample-to-
sample setting: here, you are given samples S according to a distribution D,
and the goal is to output a single (classical) sample from a set S’ (potentially
according to a distribution D). This differs from most problems that use sample

9This relies on having controlled access to U. Applying |0)0| @1+ |1X1|@U to |+) |) leaves
the first register in |[+) when U =1 and transforms it to |—) when U =1 — 2 [¢))X1)|.
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Figure 1.1: Comparing a single round of complement sampling with £ input
samples for quantum and classical players, given a problem instance S with car-
dinality K. A quantum player gets access to k copies of the state |S), and a
classical player gets access to k elements sampled according to the uniform dis-
tribution over S (denoted as U(S)). Note that giving the classical player access
to measurements of |S) in the computational basis would yield the same input
model.

complexity as a measure, in the sense that we are not trying to learn S’ to make
it reproducible; rather, our focus is that, given some samples from S, we output
a single correct answer from S’ (with high probability). A trivial example is the
case where S and S’ are constructed by sampling strings of length n, placing y
in S and y with its last bit flipped in S’ until all strings have been assigned,
with D and D’ both being uniform distributions. Clearly, a single sample from S
suffices to produce a sample from S’ (even according to D'). However, the task
becomes significantly harder when, instead, we arbitrarily pick all but one of the
bit strings of length n, and let S’ be the remaining bit string.!°

From a purely information-theoretic perspective, it is not immediately clear
that quantum samples should provide any advantage over classical samples for
such sample-to-sample tasks. Since the required output is a classical n-bit string,
it is natural to compare the amount of classical information received per sample.
Holevo’s theorem guarantees that the maximum information content per sample
is the same for quantum and classical samples: both yield at most n bits of
classical information [Hol73]."

Yet, in Chapter 9, we will show that a particular sample-to-sample task cap-

1ONote that this is just a reformulation of a search problem in a sample-to-sample setting.

1The same argument is known to give misleading intuition in the context of quantum com-
munication complexity, where the required output is typically just a single bit. Nonetheless,
we include it here to justify our comparison between classical and quantum samples in the
sample-to-sample setting, as the models would clearly be incomparable if it were not true.
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tures, in the best possible way, how quantum computers can leverage quantum
resources in ways for which there is no classical counterpart.

(R6) There exists a sample-to-sample problem which has sample complexity

e exactly 1 for quantum samples;

e O(2") for classical samples, even when a small failure probability is
allowed.

The task, which we call complement sampling (see Fig. 1.1), has the property
that for some S C {0,1}" we always take the set S’ = S = {0,1}" \ S (the
complement).

From a theoretical perspective, the above result exhibits a remarkable feature:
it shows that in a sample-to-sample setting, quantum computation can achieve the
largest possible separation from classical computation, namely a gap of constant
versus a linear (in N = 2") number of samples. This contrasts with, for example,
the case of black-box query complexity, as Aaronson and Ambainis showed that no
partial Boolean function has constant quantum query complexity while requiring
a linear number of randomized queries [AA15].12

We will also show that under the assumption of the existence of one-way func-
tions, complement sampling gives provable, verifiable and (possibly) NISQable!3
quantum advantage in a sample complexity setting. Moreover, we argue that
complement sampling is another key example of how a limitation of quantum
information—namely, that of “destroying” a quantum sample upon measurement—
is at the heart of why such a large separation in sample complexity is possible.

12 Aaronson and Ambainis proved that the separation can be at most constant versus Q(\/ N),
which is achieved by the Forrelation problem.
BImplementable on near-term noisy intermediate-scale quantum devices.



Chapter 2

Background on quantum computational
complexity

In this chapter, we introduce some basic notation and give an introduction to
the basic prerequisites of quantum computational complexity theory. This is by
no means exhaustive, nor intended to be; for much more detailed background
information, we recommend [AB09, Wat08] for complexity theory, [Watl18] for
quantum information theory, and [NC10, dW19] for quantum computing in gen-
eral.

2.1 Notation

The symbols C, R, Z, Z,, and N represent the sets of complex, real, integer,
positive integer, and natural numbers, respectively. For a positive integer N, we
use the notation [N] to denote the set {1,..., N}. If X is a finite set, | X| refers
to its size, and conv(X) represents the convex hull of the elements in X.

For a positive integer d, we denote by S; the symmetric group on d elements;
U(d) the unitary group of degree d; and by SU(d) the special unitary group, where
all matrices have determinant 1.

When the base is not explicitly stated, log always refers to the base-2 log-
arithm. The natural logarithm is denoted as In. We use (Z) for the binomial
coefficient, and write ([Z}) for the set of all k-element subsets of [n] (so unordered
and without repetitions). We denote [n]* for the set of all k-tuples of elements
from [n] (ordered and allowing repetitions). Given a g-tuple (iy,...,7,) of ¢
unique elements, Perm(iy, ..., 4,) := {n(i1,...,4,) : 7 € S,} denotes the set of all
q! permutations of the tuple.

For bit strings z,y € {0,1}", we use x @ y to denote their bitwise XOR
operation. For a set S, we write S* to denote the set of all arbitrary-length
tuples of elements from S. Specifically, {0, 1}* represents the set of all bit strings.

When we write H, possibly with subscripts or superscripts, it always refers

19
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to a Hilbert space unless stated otherwise, and we will generally omit specifying
this explicitly when clear from context. We often write H := C? for some positive
integer d € N, implying that the Hilbert space is equipped with the standard inner
product over C%. Specifically, for u,v € C¢, the inner product is u-v = i) Wi Vis
where v is the complex conjugate of u;. Unless otherwise specified, Hilbert spaces
used in formal statements in this thesis will be finite-dimensional, and we write
dim(H) for the dimension of H.

We use bra-ket (Dirac) notation to denote quantum states. A ket |v) denotes a
vector v in a Hilbert space H. Formally, a bra is a linear functional on H, defined
by taking the inner product. Specifically, a vector (w| : H — C, when evaluated at
a vector |v) € H, equals the inner product of |w) and |v), written as (w|v), which is
called a braket. When H = C¢, a column vector 1 = (11, ..., 14)T corresponds to
|¢) and (1| denotes the conjugate-transpose row vector, i.e., (Y| = (¥5,...,¥5).

For Hilbert spaces H and H’, we write L(#, ') to denote the set of all linear
maps from H to H'. When H' = H, we simply write L(?). We denote the sets of
Hermitian, positive semidefinite, unitary, and density operator on H as Herm(H),
PSD(#H), U(H) and D(H), respectively. For a subspace S C H, we write Ig for
the projector onto S. For any linear map A € L(#H,H'), we write rank(A) for
the rank of A, and denote the full set of eigenvalues of A as eig(A). If A is also
Hermitian, i.e., A € Herm(#H), we write \;(A) for its ith eigenvalue, with the
eigenvalues ordered non-decreasingly. If two eigenvalues are equal, their relative
order is arbitrary. Again for A € Herm(# ), we sometimes write dim(A) instead of
dim(H) when the Hilbert space is only implicitly defined. For A, B € Herm(H),
we write A > B to indicate that A — B is positive semidefinite. When we write
A = ¢ for some scalar ¢ € R, we mean that A > cl holds, where I is the identity
operator on H. The trace of an operator A € Herm(#) is denoted by tr[A], and
is defined as the sum of the diagonal entries of A with respect to any orthonormal
basis of H. For a linear operator A € L(H,H') and a subspace S C H, we write
Als to denote the restriction of A to the domain S.

Let x € H be a vector in a Hilbert space. The £,-norm of z, for 1 < p < oo,

is defined as!
1/p
ol = (z |xi|p) |

Let A € L(H,H') be a linear map between Hilbert spaces. The Schatten-p norm
of A, for 1 < p < o0, is defined as

Il = (i (VAR )",

!"Where the case p = oo corresponds to taking the limit p — oo, which results in ||z|| =
max; |x;|. For the Schatten p-norm on operators, p = oo is defined similarly.
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where AT is the adjoint of A. Special cases include:

Al =t (VATA) 4]l = (6 (A74))", 4]l := masx || Ac]p,

l[z]l2=1

which are the trace, Frobenius, and operator (or spectral) norms of A, respec-
tively. Because the operator norm on linear maps and the Euclidean norm (/-
norm) on vectors play such a prominent role throughout this thesis, we will gener-
ally omit the subscript in the norm notation when dealing with these two norms;
it will be clear from context whether the norm is over a vector or operator.

Many statements in this dissertation will hold asymptotically, i.e., when a
relevant parameter grows sufficiently large, and it will often be useful to ex-
press this using big-O notation. Let f,¢g : N — R be two functions. We write
f(n) = O(g(n)) if there exist constants ¢ > 0 and ny € N such that f(n) < cg(n)
for all n > ng. We say f(n) = Q(g(n)) if and only if g(n) = O(f(n)), and
f(n) = O(g(n)) if both f(n) = O(g(n)) and f(n) = Q(g(n)) hold. Moreover,
f(n) = o(g(n)) means that for every e > 0, there exists an nyg € N such that
f(n) < eg(n) for all n > ng; conversely, f(n) = w(g(n)) holds if g(n) = o( f(n)).
Finally, we write f(n) = Q(g(n)) to mean that f(n) equals Q(g(n)) up to poly-
logarithmic factors. This notation extends analogously to the other asymptotic
forms introduced above.

We use poly(n) to denote any function f : N — R such that f(n) = O(n°)
for some constant ¢ > 0. Similarly, polylog(n) denotes any function of the form
O((logn)°) for some constant ¢ > 0, and exp(n) denotes any function of the form
O(2™) for some constant ¢ > 0. We extend these definitions in the natural way
to functions with real-valued inputs and multiple arguments.

2.2 Quantum mechanics: the rules of the game

The discovery of modern quantum theory in the 1920s brought about one of
the greatest revolutions in our understanding of nature. By unifying the wave
and particle interpretations of light and matter, the theory provided solutions to
problems such as the photoelectric effect, Compton scattering, and black-body
radiation.

In modern society, the word “quantum” is often associated with being “hard
and complex?”. While many of its implications—like particle-wave duality, su-
perposition, and entanglement—are very counter-intuitive to how we experience
the world in our daily lives, the “rules of the game” are deceptively simple: the
theory is built on just four basic postulates, all grounded in linear algebra.

2Though this association is not entirely unjustified, as the state vectors have complex entries.
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2.2.1 The four postulates

In order to do all of quantum mechanics, one only needs the following four axioms.

2.2.1. Axiom (Quantum System). A quantum system is described by a unit vec-
tor [1) in a complex Hilbert space H.

We will only be concerned with finite-dimensional Hilbert spaces, which are finite-
dimensional complex vector spaces equipped with an inner product.?
The second axiom deals with how closed quantum systems evolve over time.

2.2.2. Axiom (Evolution). The time evolution of a closed quantum system as-
sociated with a Hilbert space H is governed by the Schrodinger equation. For
t >0, the state vector [ (t)) € H, initially |1(0)), evolves according to a unitary
operator U(t), given in terms of the system’s Hamiltonian H (the total energy

operator) by '
[0 (#) = U@ [(0)) = e [1(0))

where h is the reduced Planck constant and i is the imaginary unit.

Axiom 2.2.2 states that, at least in principle, knowing the Hamiltonian H and
the initial state |1(0)) provides all the information needed to compute the state
|1(t)) at any future time.

Observing a quantum system, formally called a measurement, breaks the quan-
tum system’s status as “closed”, as it necessarily involves an interaction with an
external environment (the observer). The next axiom explains how a measure-
ment operation interacts with the quantum system being observed.

2.2.3. Axiom (Measurement). Let H be the Hilbert space of a physical system.
Let Q) be a set of measurement outcomes, where to each outcome w € ) we
associate a subspace S, C H, forming an orthogonal decomposition of H, i.e.,
H = D,cq . Suppose the system is in state |¢) € H, and we perform a mea-
surement corresponding to this decomposition. Then the probability of observing
outcome w € ) is given by Born’s rule:

Prlw] = [[TIs, [v) [,

where 1lg, denotes the orthogonal projector onto S,,. Conditioned on observing
outcome w, the post-measurement quantum state is

A HSu W)
)= e

3In the finite-dimensional setting, every inner product space is complete with respect to the
norm it induces, so the completeness condition of a Hilbert space is automatically satisfied.
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In the above axiomatic description, we formulated measurements as so-called
projection-valued measures (PVMs). It is possible to define measurements more
generally in terms of POVMs (Positive Operator-Valued Measures), which allow
measurement, operators that do not necessarily correspond to orthogonal projec-
tors. A POVM is described by a set of m positive semi-definite operators {Ei}ie[m}
acting on the Hilbert space H with the properties

e (Positivity:) E; > 0 for all i € [m)];
o (Completeness:) >, i =1L

Although POVMs describe a broader class of measurements on a given system,

Naimark’s dilation theorem shows that any POVM can be implemented as a

projective measurement on a larger Hilbert space, such that the outcome statis-

tics on the original system are preserved [Nai40, Pau03]. Hence, the axiomatic

description does not need to account for these more general measurement types.
Finally, the fourth and last axiom deals with system composition.

2.2.4. Axiom (System Composition). Let n be a positive integer, and consider a
quantum system composed of n subsystems with associated Hilbert spaces H, ..., Hy.
Then the overall Hilbert space is given by the tensor product

H=H,® - QH,.

Axiom 2.2.4 brings us back to Feynman’s argument from Chapter 1 about why
quantum systems are difficult to simulate using their state vector description: if a
quantum system consists of n subsystems, each associated with a two-dimensional
Hilbert space Hg := C?, then the total system lives in the Hilbert space H = HS",
which has dimension 2". Consequently, fully describing an arbitrary state |¢)) € H
requires specifying 2" complex numbers.

2.2.2 The density matrix formalism

More generally, one can also capture uncertainty about a quantum system by
using the density matriz (or mized state) formalism, which generalizes the pure
states used in our axioms in Section 2.2.1.%

4Just as in the case of POVMs, axioms based on the density matrix formalism do not
introduce any new physics: any experiment involving mixed states can be viewed as a procedure
in which a random choice is made at the beginning (e.g., by flipping coins), after which fixed
quantum operations are applied deterministically to the resulting pure state. An alternative
argument is via the existence of purifications, which will be explained later.
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2.2.1. DEFINITION (Quantum state). A quantum state is a semidefinite operator
with trace one. We denote by

D(H) = {p € PSD(H) | tx[p] = 1}
the set of all possible quantum states on a Hilbert space H.

The evolution of a mixed state p under a unitary U is given by UpUT, and
Born’s rule for a projective measurement Ilg is defined in terms of the trace,
i.e., tr[llg, p]. More generally, the expectation value of an observable A is given by
(A) = tr[pA]. System composition again follows the tensor product formulation.
Hence, it is straightforward to define all the axioms in Section 2.2.1 in terms of
the density matrix formalism.

By the spectral theorem, any mixed state can be represented as a statistical
ensemble of pure states [i;) with corresponding probabilities p(i). The density
matrix p for a mixed state is then given by

pP= ZP(Z) DXl -

Given a description of the density matrix p, it is easy to check if p is a pure state:
for a pure state, p*> = p (i.e., p is a rank-one projector) and tr[p?] = 1, whereas
for a mixed state, tr[p?] < 1.

For a quantum system of dimension d, the normalized identity matrix 1;/d
represents the so-called maximally mixed state, which is the density matrix with
maximum entropy: in this state, all possible outcomes are equally probable, and
there is complete uncertainty about the system’s state.’

Partial trace. An important operation in the density matrix formalism is the
partial trace. The partial trace is used to obtain the reduced density matrix of a
subsystem from the density matrix of a larger, composite quantum system. This
operation effectively “traces out” the degrees of freedom associated with the part
of the system that is not of interest, leaving us with a description of the remaining
subsystem.

2.2.2. DEFINITION (Partial Trace). Consider a composite quantum system with
associated Hilbert space H4 ® Hp in a state pap € D(Ha ® Hp). The partial
trace over subsystem B, denoted by trp : D(H4 ® Hp) — D(Ha), is defined as

trB[pAB] = Z (HA ® <b’) PAB (HA ® |b>) )

where {|b)} is any orthonormal basis for Hp. We often write py = trg[pas].

5Note what happens to the maximally mixed state under any unitary transformation.
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Purification. For every mixed state p € D(H), there exists a purification 1)
H @ Haux, Where H,yx is called the auxiliary space, provided that dim(Haux)
dim(#).5 This is easily seen by considering the spectral decomposition p

> p(@) |¢i)X ;| and defining

|¢> = Z V p(l) |¢Z> ® |Z'>aux7

v m

where {|7)} is an orthonormal basis of Hau. Since both the auxiliary space and
the basis can be chosen arbitrarily, the purification of a mixed state is not unique.
However, all purifications are related by isometries on the auxiliary space.

Given two mixed states, it is also possible to relate the different purifications
to their fidelity.

2.2.3. THEOREM (Uhlmann’s Theorem [Uhl76]). Let p,o € D(Ha) be density
operators on a Hilbert space Ha, and let Hp be a Hilbert space such that both
states admit purifications on Ha ® Hg. Then

F(p,o) = max [(,|¢0)],

[bp)sltbo) |

where the mazimum is over all purifications |1,), |Vy) € Ha @ Hp, i.e.,

p = tra ([Vo)0o]), 0 = trag ([e)ol)

In other words, the fidelity between two mixed states is the maximum fidelity
between all possible purifications of the states.

2.2.3 Some peculiarities of quantum mechanics

Entanglement and non-separability. Let AB be a composite quantum sys-
tem consisting of subsystems A and B. In general, not every state of the joint
system can be written in the product form [|¢,) , ® |ty) 5. For example, consider
the state

1
7

where [1g) and |¢1) are two orthogonal states from some Hilbert space H. In
particular, a measurement of system A in the basis {|¢o),[11),...} will also
“collapse” the B system to the same state according to the measurement outcome.
This inherently quantum phenomenon is called entanglement.

(1Y) 4 [0} 5 + 1) 4 [¥1) ) (2.1)

6In fact, the condition dim(Haux) > rank(p) is sufficient, but this refinement is not needed
for this dissertation.
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2.2.4. DEFINITION (Entanglement). Let Hap = Ha ® Hp be some composite
quantum system. A state |¢)) € Hap is said to be entangled if it cannot be
written as a product state of the form

) = [Ya) @ [Y)
where [¢),) € Ha and |¢y) € Hp.

For mixed states, entangled states are defined as the set of all states that are
not separable, where a separable state is a generalisation of a pure state of the
form

p=>_pi)p, @ p,

where . p(i) = 1. Hence, for separable states we can have correlations between
the two parties’ individual measurements, but they can be accounted for solely
by classical correlations.

No-signalling. Can entanglement be used to send messages across large dis-
tances instantaneously, since measuring system A affects the state of system B,
even when they are far apart? To Einstein’s relief,” the answer is no: the no-
signalling (or no-communication) theorem asserts that it is impossible for one
observer, by measuring part of an entangled quantum state, to communicate
information to another observer.

2.2.5. THEOREM (No-Signalling). Let pap be a quantum state on the composite
Hilbert space Ha @ Hp. Let {E2} be a POVM on A and {EP} a POVM on B.
Then, for any unitary U € U(Hp), the marginal probability of obtaining outcome
a 18

Yot [(El o) IoU)pap (1o U] = tr[Efpa] |

where pa = trglpap]. That is, local operations on B (including unitaries and
measurements) do not affect the statistics observed on A.

For a proof, see [Chil4, Section 3.4]. Since the role of the registers A and B is
symmetric (and their labelling arbitrary), local operations on A do not affect the
statistics observed on B.

If this were possible, it would contradict general relativity, which prohibits information
transfer faster than the speed of light.
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No cloning. Unlike classical information, quantum states cannot be cloned by
any unitary operation acting on a larger Hilbert space.

2.2.6. PROPOSITION (No cloning). Let H' = H ® Hext be a composite Hilbert
space with dim (Heyt) > dim (H). Let |0) € Hexe be an arbitrary fized state.
Then, there exists no unitary U : H' — H' that performs the mapping

U ) [0) = [4) [¥) l9(¥)),
for some state |g(1))) that may depend on |), for every |i) € H.

This is easy to show, as unitarity implies the conservation of inner products.®

2.3 Quantum information

Given the rules of quantum mechanics, quantum information concerns how quan-
tum systems can be used to store, process, and transmit information. Quantum
systems come in many forms, such as photon polarisation, electronic states, spin
states, and more. To abstract away from the specific physical systems and their
interactions, we will introduce the concepts of qubits and channels.

2.3.1 Qubits and channels

The fundamental unit of information in classical information theory, called the
bit, is a simple two-level system. In vector notation, the state space of any
deterministic two-level system can be written as {|0),|1)}, where |0) and |1) are
the standard computational basis vectors, given by

() - (0)

If you allow for randomness, i.e., probabilistic mixtures of deterministic states,
any possible two-level state can be modelled as pg |0) + p; |1) with p, p1 > 0 and
po + p1 = 1. In quantum information, the fundamental unit of information is the
so-called qubit, which generalises the probabilistic case by allowing for complex
numbers:

) =al0) +51),

8Suppose, for the sake of contradiction, that such a unitary U exists. Take two distinct
states |11) and |¢9) such that (Y1]Ys) = a with 0 < |a] < 1. Then, a = ((1](0]) (Jv2)|0)) =

(1O T (|92)10)) = ((W1l2))* (g(1)lg(w2)) = ® (g(1)|g(th2)). Taking absolute values
gives |a| = |a|? - [ {g(¥1)|g(¥2)) | < |af?. Since 0 < |a| < 1, this implies || < |af? < |af, a
contradiction. Therefore, no such unitary U can exist.
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where o, 8 € C and |a|* + |3]* = 1. We will usually write any n-qubit state in
the basis of n-bit computational basis states. That is, for any n-qubit state |¢),

we can write
)= > aulr),

ze{0,1}m

with 32 cro1yn |az|* = 1. In the density matrix formalism, a qubit is considered
to be any state p € D(C?).

The most general way to manipulate quantum information is through quantum
channels.

2.3.1. DEFINITION (Quantum channel). A quantum channel is a completely pos-
itive, trace-preserving (CPTP) linear map.

Examples of quantum channels include unitary or isometric transformations (€(p) =
VpVT), measurements (€(p) = > tr[pO;]17)(4]), and tracing out a subsystem

(E(pa) = trp(pan))-

2.3.2 Distance measures
The following distance measures on quantum states and channels will play an

important role throughout this dissertation.

States. We first consider the trace distance, which is a measure of the distance
between two quantum states.

2.3.2. DEFINITION (Trace distance). For two density matrices p,o € D(H), the
trace distance D(p, o) is defined as

Dpo) = 5lo—ali =5 o[~V

2.3.3. PROPOSITION (Properties of the trace distance). The following properties
hold for the trace distance with respect to all density matrices p,o € D(H 4):

(i) D(p,0) is a metric on the space of density matrices: it is non-negative,
symmetric, satisfies the triangle inequality, and D(p,o) = 0 if and only if
p=o0.

(ii) Unitary invariance: For any unitary U € U(Ha), we have D(p,o) =
D(UpUT,UaU?).

(i1i) Tensor product property: For any v € D(Hp), D(p ® 7,0 ®v) = D(p,0).

(iv) Variational form: D(p,0) = supy<p<; tr[P(p — 0)].
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Point (iv) of Proposition 2.3.3 is also known as the operational interpretation
of the trace distance, as it shows that the trace distance precisely characterises
the optimal success probability of distinguishing two input states p and o given
with equal prior probability. This can be seen as follows: consider any POVM
E = {FEy,Ey} with P = E; and E; = 1 — P. If we observe outcome “17, we
conclude p; if we observe outcome “2”, we conclude o. Assuming that p and o
are each given with probability 1/2, the success probability of correctly identifying
the input state is

1 1 1 1 1
Pauess = Pr[1]p] + 3 Pr2|o] = 5 tr[Eyp| + 5 tr[Fyo]| = 5 (I1+tr[P(p—o0)]).
Maximising over all such measurements yields
nax 1 1 1
Pauess = sup 5 (1+tr[P(p—0)]) = 5+ 5D(p,0). (2.2)
0<P<I 2 2 2

More generally, the trace distance can also be used to characterise the so-
called total variation distance between two probability distributions induced by
POVMs on either p or . To do this, we first define the total variation distance
for probability distributions on finite domains.

2.3.4. DEFINITION (Total variation distance). Let p,q : E — [0, 1] be probabil-
ity distributions over a finite set £. The total variation distance between p and
q is defined as

Drv(p,q) = % > Ip(x) — g(x)].

zel

Analogous to the trace distance, total variation distance characterises the
maximum achievable bias for a distinguisher between two probability distributions
given only a single sample.

Observe that if p and o are diagonal matrices, given by p = > . p(4) |i)(i| and
o =Y.q(i)|i)i| for some distributions p and ¢ on a finite set £ = {i}, then we
automatically have

Dip,0) = 5 e[ Vlo =] = 5 S 10) — )] = Drvip,a),

as was to be expected, since diagonal density matrices can be interpreted as
classical probability distributions over an orthonormal basis. For arbitrary density
matrices, the trace distance between the states equals the total variation distance
between the outcome distributions of the POVM that maximises this distance,
as shown in the following lemma.
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2.3.5. LEMMA ([NC10, Theorem 9.1}). Let {E,,} be a POVM. Define probability
distributions p and q by py, = tr[En,p] and ¢ = tr[Ey,o]. Then,

D =D .
max ™V (ms Pm) = D(p, 0)

m

For any fixed POVM applied to two possible input states, Lemma 2.3.5 pro-
vides a useful upper bound: the total variation distance between the resulting
outcome distributions is bounded above by the trace distance between the states.

Quantum channels. Similar to quantum states, we also need a definition of a
distance on the space of quantum channels. For this, we use the diamond distance.

2.3.6. DEFINITION (Diamond distance). The diamond distance ||€ — F||, be-
tween two quantum channels &, F : D(#H1) — D(Hs) is defined as
1€ =Fllo="sup (€ @D)(p) = (FD(p)l1,

PED(H1®@Hext)
where dim(Hey) > dim(Hy).

Analogous to how the trace distance characterises the optimal success proba-
bility of distinguishing two quantum states given a single copy and no prior bias,
the diamond distance captures the optimal success probability of distinguishing
two quantum channels when the unknown channel can be applied only once. This
can be directly seen from its definition, since it involves a maximisation over both
input states and measurements on the output.

The following properties concerning the diamond norm will be useful through-
out this dissertation.

2.3.7. PROPOSITION (Properties of the diamond distance). The following prop-
erties hold for the diamond distance with respect to all quantum channels £,E :

(i) It is a metric on the space of quantum channels: it is non-negative, sym-
metric, satisfies the triangle inequality, and ||€ — &'||e = 0 if and only if
E=¢.

(i1) Unitary invariance: For all unitaries U € U(Hy) and V € U(Hz), we have
E—E o =|F = Fllo, where F,F' € D(H1) — D(Hz) are given by

Flp) =VEWUpUNVT and F'(p) = VE (UpUNVT,
for any input p € D(H4).

(111) Hybrid argument: For all quantum channels F,F' € D(Hz) — D(H3), we
have

|FE—FE e <€ =E o+ |IF = Fllo. (2.3)

Proofs of all of the above statements can be found in [Wat18].



2.4. Computational complezity theory 31

2.4 Computational complexity theory

Computational complexity theory explores how the computational resources re-
quired to solve a problem scale with some measure of the problem size n. These re-
sources can include time, memory (space), energy, bits of communication, queries
to an all-powerful oracle, and many more. To meaningfully study and compare
how different algorithms or protocols make use of computational resources, we
must first fix a model of computation in both the classical and quantum settings.
To that end, we introduce the Turing machine and the quantum circuit model.

2.4.1 Turing machines and the quantum circuit model

When reasoning about resource efficiency, it may seem necessary to be extremely
careful in choosing a mathematical definition for a computational model. How-
ever, it turns out that a single simple model—the Turing machine—seems to
capture all (classical) realisable computational methods with at most a polyno-
mial loss of efficiency.

Turing machines. The Turing machine, named after Alan Turing who intro-
duced the model in 1936 [Tur36], operates on an infinite tape divided into cells,
each labelled by an integer. The machine has a read /write head that moves left or
right along the tape (denoted by D = {L, R}) and can write symbols from a finite
alphabet ¥ to the current cell. Without loss of generality, we take 3 = {0,1} to
be binary. The machine’s actions are controlled by a finite set of states (), with a
starting state gop and a halting state ¢;. The machine’s behaviour is determined
by a transition function ¢ defined as

0:QxXY—=>QxXxD.

When the machine is in state ¢ € ) and reads a symbol o € 3, the function
d(q,0) = (¢',0',d) instructs the machine to write ¢’ to the current cell, move the
head in direction d € D, and transition to state ¢'.

The computation begins with an input string x € X" written in the first n
cells, with the head positioned at cell 0 and the machine in the initial state qq.
The remaining cells contain a special blank symbol “#”, indicating that the cell
is empty. The transition function is repeatedly applied until the machine reaches
the halting state gy, at which point the non-empty contents of the tape represent
the output.

We will also consider the notion of oracle Turing machines. An oracle Turing
machine is a Turing machine equipped with an additional oracle tape. It can
write a string z, called the query, on this tape and enter a special query state. In
one step, it transitions to either the gyes or gy, state, depending on whether z is in
the oracle set O C {0, 1}*. Regardless of the choice of O, a membership query to
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O counts as a single computational step. If M is an oracle machine, O C {0, 1}*
an oracle, and = € {0,1}* an input, we denote the output of M on input = with
oracle O by M9(z).

It is also possible to extend all of the above to a randomised Turing machine:
one can modify the definition by allowing that, at each step, instead of always
following a single transition, the machine may have multiple possible transitions
based on random decisions (e.g., coin flips). Likewise, a further generalization
is possible by considering quantum Turing machines [Deu85], but since their
definition is cumbersome (and sparsely used in the literature), it will be more
useful to define quantum computation in terms of the quantum circuit model,
which is, when the circuits are uniformly generated by a polynomial-time clas-
sical Turing machine, polynomially equivalent to the quantum Turing machine
model [CCY93].

The quantum circuit model. Let n € N be some notion of input size. In the
quantum circuit model, one generally considers access to an m-qubit quantum
system, with m = poly(n), which is initialised in some fixed initial state (usually
|0™)). To this initial state, one is allowed to apply so-called quantum gates from
a predefined set of universal quantum operations G, and finally, a measurement
is performed (typically in the computational basis). There are several notions of
gate universality [Aha03], but we will use the following definition throughout this
dissertation:

2.4.1. DEFINITION. A finite gate set G is universal if, for every positive integer
n, every unitary U € U(2"), and every € > 0, there exists a finite sequence of
gates Uy, ...,Ur, with U; € G for all i € [T, such that ||U;...Ur — Ul| <e.

If G is finite, then we can only achieve € approximations, as there are uncountably
many unitary transformations but only a countable number of quantum circuits
constructed from a finite set of gates.

An example of a universal gate set is “Clifford + 77, which consists of the
generators of the Clifford group and a T-gate:

1000
1 /1 1 10 0100 1 0
H‘ﬁ<1 —1)’5_(0 i)’CNOT_ 0001 ’T_(o e”/‘*)'

0010

It is known that all universal gate sets are polylogarithmically equivalent by the
Solovay—Kitaev theorem, so little is lost by restricting to a single universal gate
set. The version we use is adapted from [Chil7, Chapter 2]:

2.4.2. THEOREM (Solovay—Kitaev). Let Gy and Gy be two universal gate sets that
are closed under inverses.” Then any M -gate circuit over G; can be approzimated

9Recently, it was proven that the condition of being closed under inverses is not neces-
sary [BGT21].
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to precision € > 0 by a circuit over Gy of size O(M - polylog(M/€)), and there is a
classical algorithm for constructing such a circuit in time O(M - polylog(M/e)).

The careful reader may notice that there is one key distinction between how
one aspect of “efficiency” is defined in the Turing machine model and that of
the quantum circuit model: whilst the former specifies the time used by the
Turing machine, so far in the quantum circuit model we have only talked about
efficiency in terms of the number of gates. In this dissertation, we will assume
that gates from any “standard” universal gate set (if we do not specify one, pick
your favourite and fix it throughout) can be implemented in constant time, and
the same holds for measurements in the computational basis. Hence, when we say
that a quantum algorithm runs in polynomial time, this implies that its underlying
quantum circuit has polynomial gate complexity. Similarly, since error correction
can be performed using an additional number of gates that is polylogarithmic in
the number of initial gates and the inverse of the desired precision (assuming an
error rate per gate below a universal threshold) [Sho96], any quantum algorithm
specified by a fixed initial state, the application of a polynomial number of gates,
and a polynomial number of (intermediate) measurements in the computational
basis is immediately considered polynomial-time.

Often, we require that a circuit description can be efficiently generated from an
input description. Moreover, this becomes necessary when the input size varies,
as different input sizes require different circuits. To formalise this, it is useful to
introduce the notion of P-uniformity.

2.4.3. DEFINITION (P-Uniformity). Let S C {0,1}*. A family of quantum cir-
cuits {Q, : x € S} is called polynomial-time uniform (abbreviated as P-uniform)
if there exists a deterministic Turing machine that, on input x, outputs a descrip-
tion of (), in time polynomial in |z|.

We often consider families of circuits parametrised by the input length n :=
|z|, i.e., {Qn : n € N}. In Definition 2.4.3, this implies that V, = V, whenever
|z| = |y|. However, Definition 2.4.3 is particularly useful when we want to hard-
code the input z into the circuit, a situation that arises frequently throughout
this dissertation.

Now that we have defined our models of computation, let us briefly return to
the remark about the Church—Turing thesis and its extended version from Chap-
ter 1. Since it is known that a Turing machine can simulate a quantum Turing ma-
chine [Deu85| and the uniform quantum circuit model is polynomially equivalent
to quantum Turing machines [CCY93|, this implies that, from a computability
perspective, quantum Turing machines (or quantum computations in the quan-
tum circuit model) and classical Turing machines have the same power. However,
as mentioned in Chapter 1, it is widely believed that the extended Church—Turing
thesis is violated by quantum computation, meaning that quantum resources can
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be more efficient than their classical counterparts. To capture the power of clas-
sical and quantum computing when resources are limited, we will study so-called
complexity classes.

2.4.2 Languages versus promise problems

Traditionally, complexity theory defined its classes in terms of languages. A
language is a function L : {0,1}* — {0,1}, partitioning the set of all words
x € {0,1}* into those that are part of the language (i.e., L(x) = 1, x € L, or
x € Lye) and those that are not (i.e., L(x) =0, x ¢ L, or € Ly,).

Informally, syntactic complexity classes are those for which one can syntac-
tically enforce that the algorithms defining members of the class are valid (for
example, that they run in polynomial time, always output 0 or 1, etc.). This
means that the complexity classes can be defined in terms of languages, and that
each syntactic class has a “standard” complete language (see Section 2.4.3 for
those not familiar with this notion), that is

{(M,z): M € M and M(z) = 1}, (2.4)

where M is the class of all machines of the variant that define the class, appropri-
ately standardised (for example, all polynomial-time Turing machines) [Pap03].

Semantic classes are different: these classes usually have in their definition a
property that cannot be easily checked, for example, the existence of a randomised
Turing machine M which, for each input z, outputs 1 with probability > 2/3
or < 1/3. In fact, for semantic classes, the “standard” complete language as
in Eq. (2.4) is usually undecidable [Pap03]. As argued in [Pap03], it is possible
to define semantic classes by the absence of such a complete language.

To work around this and still consider some notion of complete problems,
it will be useful to consider promise problems and promise classes. A promise
problem generalises the concept of a language by partitioning all words =z € {0, 1}*
into three non-intersecting sets A = (Aygs, Axo, Aivv). We are only concerned with
how a class behaves on the so-called valid inputs, which are all x € (Aygs U Ayo)-

As is standard in quantum complexity theory, we will define all classes in
terms of promise problems, omitting the prefix “Promise” for a class C when
considering its promise version PromiseC [Wat08]. If we refer to the syntactic
definition, we will explicitly state this in the text. We will also generally omit
A when defining a promise class A, as Aygs and Ay, implicitly define Ay .

The definitions of (almost all) complexity classes can be found in the Complex-
ity Zoo.'® For completeness, we have included definitions of all classes considered
in this dissertation (excluding those mentioned only in footnotes) that are not
already introduced in the main text, in Appendix A.

Ohttps://complexityzoo.net/Complexity_Zoo.
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Figure 2.1: Hasse Diagram of (most of) the complexity classes given in Ap-
pendix A. Whenever a line from a set A goes upward to a set B, we have A C B.

2.4.3 Reductions, hardness and completeness

We recall three central notions in complexity theory: reductions, hardness, and
completeness.

2.4.4. DEFINITION (Polynomial-time reductions). Let A = (Aygs, Axo) and B =
(Bygs, Byo) be two promise problems. We say A is polynomial-time Karp reducible
to B (shortened to polynomial-time reducible), denoted as A < B, if there exists
a function f : {0,1}* — {0, 1}* such that:

e For every x € Ay, we have f(z) € Byes.
e For every z € Ay, we have f(z) € By,.

e The function f is computable in time polynomial in |z|.

There are also other types of reductions: for example, one can consider functions
f that are efficiently computable by randomised computation or even quantum
computation, which will be central in Chapter 6 and Chapter 7. One can also
consider so-called Turing reductions, which informally state that a problem A is
Turing-reducible to B if there exists an oracle machine that can compute A by
using an oracle for B as a subroutine.

Having defined polynomial-time reductions, we can now give the definitions
for hardness and completeness.
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2.4.5. DEFINITION (Hardness and completeness). Let C be a complexity class of
(promise) problems. A (promise) problem A is said to be hard for the class C
under polynomial-time reductions if for every (promise) problem B € C, B < A.
We say that A is complete for C if it additionally satisfies that A € C.

Intuitively, C-complete problems can be viewed as the “hardest” problems con-
tained in the class C. However, it is important to stress that this intuition fails if
C C P: by equipping C with the power to perform polynomial-time reductions, it
can solve any problem in P, since any problem in P is polynomial-time reducible
to the problem of checking whether a single input bit is 0 or 1. However, this
problem does not have to be in C, as C C P. This also implies that all languages in
P, except for the empty language and the language of all strings, are P-complete
under polynomial-time reductions.!!

2.4.4 Beyond complexity classes: alternative complexity
measures

One of the biggest hurdles in complexity theory is that even some of the most
plausible separations cannot be proven with our current mathematical techniques.
For example, it is widely believed that P £ PSPACE, yet we do not know how to
prove this.

However, there are also other ways to compare the power of different models of
computation, beyond the time and space we have considered so far, such as query
complexity, communication complexity, and sample complexity. In particular,
query complexity and sample complexity will play important roles in Chapter 8
and Chapter 9, respectively.

Query complexity. Query complexity measures the number of queries to an
oracle (i.e., a black box function that provides answers to specific types of ques-
tions) needed to solve a problem. In classical query complexity, one of the most
studied settings is that of decision tree complexity: here, the goal is to compute a
Boolean function f : {0,1}" + {0, 1} using queries to the input. Also, f can be
a partial, i.e., f: {0,1}" — {0,1, L}. Here, ‘L’ denotes that the function value
can be 0 or 1 arbitrarily. The simplest query setting is where, for a given input
x € {0,1}", the value f(z) is returned.

In quantum query algorithms for Boolean functions, there are typically two
types of query access to f. In the standard query model, the oracle acts as an
n + 1-qubit unitary operator Uy defined in terms of its action on basis states by

Uy la) la) = |2) la @ f(z))

1A more meaningful question is which problems are P-complete under reductions weaker
than full polynomial-time computation, such as logspace reductions.
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with @ € {0,1}. Another model is the phase query, where f is accessed via an
n-qubit unitary operator U phase defined by

Ut phase ) = (=1)7) |z) .

Since a phase query can be implemented at the cost of a single standard query'?,
we use standard query and phase access interchangeably throughout this disser-
tation.

It is also possible to consider an inherently quantum model of query complex-
ity, where one has (controlled) black-box access to an n-qubit unitary U and its
inverse UT, rather than to a Boolean function. In this setting, U itself is typically
treated as the input, and the goal is to decide whether it satisfies a given property
using as few queries to U as possible.

Sample complexity. Another complexity measure, frequently studied in a
learning context, is sample complexity. In this dissertation, we consider the sample
complexity of solving tasks when given access to a finite set S C {0, 1}", sampled
according to a probability distribution D : S — [0, 1]. In this setting, we define a
quantum sample from D as access to a single copy of the state!® [BJ95, AdW17]

1Sp) = 3" /D) Ix)
T€S

Observe that if |Sp) is measured in the computational basis, this is equivalent to
obtaining classical samples according to the distribution D.

120bserve what happens when Uy is applied to |z) |—).

13Tn [BJ95, AdW17], the setup is slightly different, as the individual samples are of the form
|z, e(x)) with ¢ : {0,1}™ — {0,1} an unknown function. However, this is entirely analogous to
our definition, in the sense that we view a quantum sample as a superposition over all possible
classical samples with amplitudes given by the square roots of the probabilities.
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Chapter 3

Local Hamiltonians, marginals and
ansatze

In this chapter, we lay much of the groundwork for Part I and, to some extent,
for Part II. We begin by introducing the local Hamiltonian problem, formalis-
ing the task of ground state energy estimation, which is central to this part of
the thesis. To establish hardness results for the local Hamiltonian problem (and
related problems), the canonical approach is the Feynman-Kitaev clock construc-
tion, which we describe in Section 3.2. We also present a simplified version of
Kitaev’s original proof that the 5-local Hamiltonian problem is QMA-hard, de-
veloping ideas that will be useful in Chapter 5. In Section 3.3, we take a brief
detour to discuss another QMA-complete problem: the consistency of local den-
sity matrices, which appears frequently throughout this thesis. We give a new
proof of containment in QMA that extends the range of parameters for which the
problem is known to lie in QMA, improving on previous results [Liu06, BG22].
In Sections 3.4 and 3.5, we introduce access models and, associated with them,
classes of quantum states that define commonly used ansdtze for ground state
energy estimation. These will play a central role in Chapter 4. Finally, in Sec-
tion 3.6, we establish a connection between these classes and the ground states
of certain Hamiltonians.

3.1 The local Hamiltonian problem

A quantum-mechanical system is characterised by its Hamiltonian H, the opera-
tor corresponding to its energy. Throughout this dissertation, we restrict ourselves
to Hamiltonians acting on finite-dimensional Hilbert spaces, which ensures that
their spectra are finite and thus bounded both from below and above.

An important property of a Hamiltonian is the energy difference between its
ground state and first excited state, known as the spectral gap, which we denote
by v(H). A family of Hamiltonians {H,, = H(n) : n € Z,}, parametrised

41
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by a notion of system size n (e.g., the number of spins), is said to be gapped
if v(H,) = (1), meaning that the spectral gap remains lower bounded by a
constant as n — oo.

When simulating a quantum-mechanical system governed by a Hamiltonian,
we can consider the following general setting, as described by Osborne [Osb12].!
We are given as input a family of Hamiltonians {H, : = € X C {0,1}*}, a family
of observables {O, : x € X}, an initial state py, a (possibly complex) time ¢ € C,
and an accuracy parameter € > 0. The task is to compute the expectation values
tr[O,p.(t)] up to additive precision €, where

o—itHs | poeitHe
Pz (t) = ( ‘ ) ; ‘ .
tr |:(6—th35) poe—thgc]

When t € R, pg is a simple state that can be efficiently prepared on a quantum
computer, and the observables O, can be efficiently measured, the above task
corresponds to what is commonly referred to as Hamiltonian simulation, which is
known to be universal for quantum computation [L1096]. When ¢ = —i3/2 and
po = I/ tr[l}, the state p,(t) corresponds to a thermal state at inverse temperature
B > 0. In the limit 8 — oo, p.(t) approaches the so-called ground state pgs, i.e.,
the eigenstate of lowest energy. Similarly, by letting py = (I — Il,)/ tr[l — I,
where Il is the projector onto the subspace spanned by all ground states, the
same limit yields the first excited state. In the context of energy estimation, the
observable of interest is simply the Hamiltonian H, itself.

All physical systems we consider throughout this thesis will be defined in
terms of qubits and have the property of being local.

3.1.1. DEFINITION (Local operators). We say that an n-qubit Hermitian opera-
tor M is k-local if and only if it can be expressed as

M=P.(Ax1)P !,

for an arbitrary k-qubit Hermitian matrix A, where P, is a permutation matrix

defined by
Prlay - xn) = |Tr1) - Ta(m))-

Often, we will only specify A and use it in place of M when the identities are
clear from the context, and the specification of the permutation is not relevant
for our purposes.

Given a physical system, one of the primary tasks is to compute its ground
state energy. For systems composed of qubits, this task can be formalised as the
following promise problem:

'We slightly modify the definition given in [Osb12], as we do not yet need to formally present
the task as a collection of promise problems.
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3.1.2. DEFINITION (Local Hamiltonian problem, LH(k, a, b)).

Input: A classical description of a collection of k-local Hermitian operators
{H;}icpm), with [[H;|| < 1 for all 4 € [m], which define an n-qubit k-local
Hamiltonian H = Y ", H;, where m = poly(n), and two efficiently com-
putable real numbers a, b such that b > a.

Promise: Either \o(H) < a or A\o(H) > b holds.

Output: YES when \(H) < a, and NO when A\o(H) > b.

3.1.3. REMARK. Moreover, without loss of generality, each term H; can be as-
sumed to satisfy 0 < H; < I, since this can be manually enforced by adding an
identity matrix and rescaling each term by a factor of 1/2, which decreases the
relative promise gap (which is relative to the total number of terms) by a factor
1/2.

In Chapter 1, we briefly touched upon the importance of the local Hamiltonian
problem in practical applications. In the following two subsections, we substanti-
ate this by providing additional motivation from the perspectives of both physics
and theoretical computer science.

3.1.1 Motivation from physics

In many physical systems, the ground state is interesting primarily for two rea-
sons: (i) most quantum phenomena only exhibit themselves at low temperature;
and (ii) in some systems the ground state actually forms a very good approx-
imation to any thermal state at low temperature, where “low” can even mean
at room temperature.? For (i), a key example is that of superconductivity: at
standard atmospheric pressure, cuprates currently hold the temperature record—
manifesting superconductivity up to 138 K [DCS*95], far below a room tempera-
ture of 7' = 298 K. Point (ii) is particularly common for metals, where the Fermi
temperature defines the temperature scale at which excited states become impor-
tant, which is typically when the temperature is of the order of T' ~ 10* K or
higher. This means that a metal at room temperature is effectively in its ground
state, with only a few excitations governed by Fermi-Dirac statistics.

We can give a particularly simple example of (ii) by considering arguably the
simplest possible quantum system: a single two-level particle in a magnetic field,
described by the Hamiltonian

H=-BZ

Y

2Regarding Point (i), it was recently proven that for a local Hamiltonian H, all thermal
states with 8 > fy, where By > 0 is some constant, are separable [BLMT24]. However, the
actual value of 3y (and the corresponding temperature) may be far lower (higher) than what is
typically encountered in practice.
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where B > 0 is the magnetic field strength and Z is the Pauli Z-matrix. The
eigenvalues of H are given by F. = £B, giving a partition function of

Z = Ze_ﬁEi = PB4 BB,
i

Here 8 = 1/kgT is the inverse temperature with kg &~ 8.617 x 107> eV /K being
Boltzmann’s constant in electron volts per Kelvin. The next argument is an ex-
ample of why—unlike theoretical computer scientists—physicists usually do have
to worry about the actual numerical values in their expressions. The probability
of the system being in the ground state £ = —B at temperature 7" is then

e’B e’B 1

Z By e BB 14288

For large 8B, this probability approaches 1, meaning that the system remains in
its ground state with high probability at low temperatures. For example, if B is
on the order of 1 eV, then at room temperature (7" = 298 K), we find

1

HTIBB 1—-15x 10_34,
e

Q

indicating that the system is overwhelmingly in its ground state. Of course, most
physical systems of interest have much more complex spectra, and whether the
ground state provides a good approximation to a thermal state depends on the
details of the energy level distribution.

Now that we have some motivation for why ground states occupy an important
place among all eigenstates, we still need to explain why the corresponding energy
value is significant in the first place. Again, we consider the setting where the
family of Hamiltonians we are interested in can be viewed as a parametrised
Hamiltonian, i.e., H, = H(z) with z € X C {0,1}*. A simple example of this
is the hydrogen molecular ion Hy , whose electronic structure Hamiltonian in the
Born-Oppenheimer approximation® can be parametrised as H(x), where z is a bit
string representing the distance between the two protons [AF11]. Being able to
compute the ground state energy for each x € X (each of which represents some
value of r) allows us to identify the most stable configuration. In this way, ground
state energy computations provide insight into the geometry of the molecule. For
many industrially relevant quantities in quantum chemistry—such as reaction
rates, binding energies, and molecular pathways—the simulation problem reduces
to computing the ground state energy as a function of the nuclear coordinates of
a molecular system [CRO*19].

3In its standard form, this Hamiltonian is not defined in terms of qubits as in Definition 3.1.2,
as it models the interactions between electrons and atomic nuclei. However, it can be trans-
formed into a related qubit Hamiltonian with the same spectral properties using a fermion-to-
qubit mapping such as the Jordan-Wigner transformation [JW93].
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3.1.2 DMotivation from theoretical computer science

The local Hamiltonian problem can be seen as a quantum generalisation of the
canonical NP-complete Constraint Satisfaction Problem (CSP). Consider a col-
lection of m clauses {C;}icpm), where each clause C; : {0,1}F — {0,1} assigns a
0/1 value to a setting of its k input bits. Each clause is associated with a subset
S; C [n] of k out of n variables, and we say that a global assignment x € {0,1}"
satisfies C; if the restriction of x to C;, denoted zg,, is accepted by C;. The task
of determining whether there exists an x such that all clauses are satisfied, i.e.,
Ci(zg,) = 1 for all i € [m], or whether for every = there exists some i € [m] for
which C;j(zg,) = 0, can be framed as a local Hamiltonian problem. To do this,
one considers the k-local terms

Hi= > |yl

ye{0,1}%:Cy(y)=0

which assign an energy penalty of 1 to each |y) that does not satisfy clause C;.
These act non-trivially only on the k& qubits corresponding to the variables in-
volved in C;. The full n-qubit Hamiltonian is then given by H = Zie[m] H;, where
each H; is implicitly tensored with identities on the other qubits and permuted to
act on the qubits with labels S; (see Definition 3.1.1). The ground state energy
of H is 0 if all clauses can be satisfied, and at least 1 otherwise.

More importantly, just as k-CSP problems are considered canonical NP-complete
problems, the k-local Hamiltonian problem serves as the canonical complete prob-
lem for the quantum analogue of NP, namely QMA [KSV02], which will be the
topic of the next section.

3.2 QMA-completeness: tick-tock goes the clock

In this section, we briefly overview the ideas behind the Feynman-Kitaev circuit-
to-Hamiltonian mapping and some of its variations, which will serve as key tech-
niques in the next two chapters. We aim to be as concise as possible while
still introducing the most important ideas and notation, and refer the reader
to [KSV02, Ghal2] for more comprehensive treatments.

3.2.1 Circuit-to-Hamiltonian mappings

Let A = (Aygs, Axo) be an arbitrary promise problem in QMA, and let U = {U,, :
n € N} be the corresponding P-uniform family of QMA verifiers. Without loss
of generality, we assume that each U, € U consists of only two-qubit gates from
some fixed universal gate set G, and has completeness 1 — a(n) and soundness
a(n) for any choice of a(n) > 1/exp(n). Fix some input size n. With a slight
abuse of notation, we omit the subscript and refer to the verification circuit for
input size n simply as U.
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Let T = poly(n) denote the number of elementary gates in U, so that U =
V... Vi, where each V; is a two-qubit gate from G tensored with identities. Fol-
lowing standard convention, we set Vy := I. The Hilbert space on which U acts,
denoted by Hcomp, can be decomposed as

Hcomp - 7'[input 0%y Hproof & Hancillay

where Hinpus == C*" is the input register containing the input state |), Hproof =
C2™ is the proof register containing a p(n)-qubit witness, and Hapcina == C?" is
the ancilla register initialized in |0™), with m = poly(n).

We first consider the general setting of Kitaev’s original circuit-to-Hamiltonian
mapping [KSV02], which acts on the Hilbert space

Hcomp ® Hcloclm

for some Hilbert space Heoa- We do not specify the dimension of Heoac at this
stage, as it depends on the particular construction being used. We adopt the
shorthand “out” for the output qubit with associated subspace Hout € Heomp-

The Hamiltonian corresponding to the circuit-to-Hamiltonian mapping is then
given by

HFK - Hin + Hprop + Hou‘w (31)

with Hin € Herm(Hinput & Hancilla ® Hclock)a Hprop € Herm(Hcomp & Hclock) and
Hoy € Herm(Houw @ Heloek ), given by (omitting some identity matrices)

Hi = | D (= Jaal) + 3 _(T=0)0l,) [ ©  [o)X0]
=1 - | Jj=1 ., acts on Helock
acts on Hinput acts on‘;[ancma

T
Hpyop = E H, where
t=1

1 1
H=-- V., @ t-1 -5 VI & |t—1)
2~~~ —_— 2~ ——
acts on Heomp  acts on Helock acts on Heomp  acts on Hcjock

I ®t—1)t—1|,

acts on Hcomp

DN | —

1
= I tXT
oL@ [Ny o+

acts on Hcomp

acts on Helock acts on Helock

How == [0X0] ® [TNT| (3.2)
—— ——

acts on Hout acts on Hclock

Note that all local terms are projectors, so the operator norm condition of Defini-
tion 3.1.2 is satisfied. Moreover, observe that Hrx = Hpk(z), since Hy, = Hi,(x)



3.2. QMA-completeness: tick-tock goes the clock 47

depends on the input x, which means that we associate a different Hamiltonian
with each input . From now on, we omit register subscripts whenever their
meaning is clear from context.

Let Hy = Hyx — Hyu be the Hamiltonian that is just as Hpkx but without
the Hoy term. The family of history states, parametrized by proofs {|¢) : |¢) €
Hproot} 1 given by

T

D Vi Vile) ) |07 [8). (3.3)

t=0

1
T+1

n(l¥))) =

These history states span the ground space of Hy with ground state energy 0
[KSV02]. It is easily verified that if U accepts (z, |¢))) with probability p, then
we have that the corresponding history state of Eq. (3.3) has energy

(n(1))] Hi In(19) = 7. (3.4)

Moreover, by linearity, we have that for any two quantum states |¢),|¢) and
complex numbers ay, ay € C satisfying |a;|* + |ag|* = 1, it holds that

a1 [n(|91))) + az n([i2))) = |n(ea [¥1) + aa [¥ha)))

from which it follows that any linear combination of history states is itself a history
state. A useful property of Hy is that its spectral gap can be lower bounded in
terms of T, which is implicitly proven in [KSV02].

3.2.1. LEMMA (Adapted from [KSV02, Chapter 15]). Hy has a spectral gap of
A> L
= (T+1)?

If we use a binary representation of integers to represent the clock space, |t) =
lrep(t)) with rep(-) : N — {0,1}*, then we have that Haoa = CT* and Hrk
becomes a O(logn) local Hamiltonian (recall that 7' = poly(n)). We will denote
the entire space the Hamiltonian acts upon when using this specific representation
of the clock 8 == Heomp @ CTT! and will later see that S can be embedded as
a subspace into a larger space to achieve a constant locality for the resulting
Hamiltonian.

In [KSV02], QMA-hardness is established by proving the following statement:

3.2.2. THEOREM (Adapted from [KSV02, Chapter 15]). The Hamiltonian Hpx
as per Eq. (3.1) satisfies

o [fx € Ay, then its ground state satisfies Ao(Hpk) < o/ (T + 1);

o Ifx € Ayo, then its ground state satisfies No(Hrk) > Q((1 — /a)/T?).
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Hence, when «(n) was chosen sufficiently small, the promise gap becomes strictly
positive and is lower bounded by Q(1/7?).*

Having established some basic properties of this general construction, our
goal is now to explore variations that offer improvements—particularly in terms
of locality, improving from k£ = O(logn) to k = O(1). Generally, this is achieved
by developing more efficient representations of the “clock component” of the
construction. This leads to new Hamiltonians H, but all those we consider include
a term H,,, allowing us to define Hy := H — Hgy, just as we did for Hpg
in Eq. (3.1). As we will see next, a simple modification presented in [Kit95]
allows us to make the construction 5-local.

Kitaev’s H-local construction. We use a unary encoding to represent the
clock space, which means that Hciock new = c?’. Consequently, the resulting
Hamiltonian will act upon a larger space than before, and we associate an injective
linear map (in fact, an isometry):

@ Hcomp & Hclock — Hcomp & Hclock,newv

that maps states from the old construction to the new one. We write £ to denote
the unary representation of the time step ¢ in the computation, i.e.,

£y =11...10...0),
N—— —
t T—t

so that the history states can be written as

T

LSV Ve [9)[0...0)

In([y))) = JTil 2 t).

We take ¢ to be the map that transforms [t) — |{) for ¢ € {0,1,...,T} and
acts on Heomp as the identity operator. We now define a new representation of
the clock operators in the unary-encoded space. This transformation of the clock
operators can be understood as defining a map

D L(Hcomp & Hclock) — L(%comp ® Hclock,new)v

which maps each logical clock operator to a new operator acting on the unary-
encoded space. As we are only interested in how ® transforms the operators in

4Choosing a smaller value of a(n) implicitly makes T larger, but it will remain polynomial
as long as a(n) > 1/exp(n).
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Hyy, the following specification of the transformation suffices:
|0X0] = |0XO0], ,
|0X1] = [0)X1]; @ [0X0],,
X = [1X1], @ [OX1 ],y
£ = 1) = 1L,y @ |OXL], @ [0X0ly 5
T = 1XT| = 1)Ly @ [0X1]7,
[ TXT] = [1X1 ]

We let Hpx = ® (Hyxk), and consider the Hamiltonian

Hyg s = Hyk + Hggab, (3.5)
with
T-1
Hstab = Z ‘O><O‘t ® ’1><1’t+1 )
t=1

so that Hgap, ’f> =0 for all t € {0,...,T}. Note that, when represented using
qubits, all the newly defined operators on Hciock new are at most 3-local. Since we
we use a 2-local universal gate set G, this means that Hpk 5 is indeed 5-local.

Finally, we let £ C Heomp®@Helock new be the image of S under ¢, i.e., ¢(S) = L,
and define £+ such that £ ® LY = Heomp ® Helodknew- 11 other words, the
subspace S C Heomp @ Helock is mapped isomorphically onto the subspace £ C
Heomp ® Helocknew- Note that Hpx 5 acts invariantly on £ (and thus also on £+,
as it is Hermitian), as it never mixes valid and invalid clock strings.

We now have everything in place to explain why going from Hpx to Hrk s
improves the locality whilst preserving the desired spectral properties. The key
idea of the construction is that, restricted to £, the new Hamiltonian Hyxk 5
acts in exactly the same way as Hpg acted on S before, whilst states in £+
are given an additional energy penalty. Thus, for any state |¢)) € S, we have
Hyx 5 o(|Y)) = ¢ (Hrk |¢)), and we have that completeness follows immediately.
For soundness, we will use that Hpk s acts invariantly on £. When Hpg s is
restricted to £+, the added term Hy,, ensures that HFK,5| L = 1. From this
we can conclude that the subspace of all eigenstates having energy < 1 has no
intersection with £+, and we have that in this low-energy subspace, Hrk 5 also
acts exactly like Hpk.® Hence, Theorem 3.2.2 and Lemma 3.2.1 still apply even

°For a short proof of this general fact: let A, B € Herm(H), and let £ C H be a subspace
invariant under both A and B, so £ is also invariant under both. Suppose that B|; = 0,
B|si = a>0,and A = 0. Let |¢) be a normalised eigenvector of A+ B with eigenvalue A < a,
and write [¢) = a|¢) + b|¢t), with |¢) € L, |[¢+) € L+, and |a* + [b|* = 1. Since both A
and B preserve £ and £+, their sum does as well. Thus, A(a|¢) + b|¢*)) = (A + B)(a|¢) +
b ’¢L>) = aA|p) + b(A+ B) |¢J->, using that B |¢) = 0. Matching the £*-components gives
(A+ B)b|¢*) = Ab|¢t). But A= 0 and Bls: = a, so (¢*| (A+ B) [¢pF) > «, contradicting
A < « unless b = 0. Thus |¢) € £ and is an eigenvector of A.
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in this new representation with Hy,, added.®

Improved constructions. Further improvements have reduced the Hamilto-
nian to 3-local [KR03] and ultimately to 2-local [KKRO06]|, which the smallest
locality for which one can obtain QMA-hardness since the 1-local Hamiltonian
problem is trivially in P (the ground state is simply the tensor product of the
ground states of each 1-local term). We will not be interested in the precise
details of these constructions, as we will only use them in a black-box fashion
throughout the rest of the dissertation. We will denote the 3-local Hamiltonian

The small-penalty clock construction. The next modification to the origi-
nal construction that we consider involves changing the relative weighting of the
Hy term compared to the Hy component, a technique known as the small-penalty
clock construction [DGF22]. In this construction, a small penalty ¢ > 0 is applied
to the Hyy: term, yielding the Hamiltonian

HSPCC = Hin + Hprop + EHout- (36)

We will usually write Hspoc, to indicate a small-penalty construction Hamil-
tonian which uses a k-local circuit-to-Hamiltonian mapping, where the value k
depends on the used construction (which will be made explicit in the text).

The core contribution of [DGF22] is the use of tools from the Schrieffer-Wolff
transformation to derive precise bounds on the intervals in which the low-energy
eigenvalues must lie. This provides control over the relationship between the
acceptance probabilities of the circuit and the low-energy subspace of the Hamil-
tonian. The following lemma, adapted from [DGF22], will serve as a key technique
in Chapters 4 and 5 of this thesis.

3.2.3. LEMMA (Small-penalty clock construction [DGF22, Lemma 26]). LetU =
{U, : n € N} be a P-uniform family of QMA wverification circuits. Let n be the
input size and consider an input x € {0,1}". Suppose U,, consists of T = poly(n)
gates from some universal gate-set using at most 2-local gates. Denote P(1) for
the probability that U, accepts (z,|vy)), and let Hspces be the corresponding 3-
local Hamiltonian from the circuit-to-Hamiltonian mapping in [KR03] with an
e-factor in front of How. Then there exists a constant ¢ > 0, such that for all
0 < e <c¢/T?, we have that within the low-energy subspace S. of Hspcc s, i-€.,

Se = span{|<1>> . <(I)‘ Hspcqg |(I)> S 6}

6This generally holds for any type of clock construction that has the property that its low-
energy subspace coincides with that of Hpk.
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the eigenvalues \; satisfy

1= P([¢))
T+1

_o(rre), 2P0 | O(T3e2)] | (3.7)

i €
{6 T+1

where {|1;)} are the eigenstates of the Mariott-Watrous operator of the circuit
U,, given by

0, = <<xy 2l® <0\®q<”>> Ul ([o)o| 1) U, <|x> 2I® yo>®q<”>) .

3.2.4. REMARK. Different circuit-to-Hamiltonian constructions typically rely on
using different forms of Hg.,, and the encoding of the clock space. As long the
history states span all 0-eigenstates of Hy, and the smallest non-zero eigenvalue of
Hgap, is at least 1/4, and the entire Hamiltonian acts invariantly on the subspace
with the “correct” clock states, the proof of Lemma 3.2.3 in [DGF22] should
translate to any such “Feynman-Kitaev”-type construction. In particular, the
lemma can be reformulated in terms of the standard 5-local circuit-to-Hamiltonian
mapping described in Section 3.2.1.

3.2.2 QMA-hardness: a simple proof

We now return to the 5-local construction of Section 3.2.1 and combine it with
the idea of the small-penalty factor to give a simple proof that the 5-local Hamil-
tonian problem is QMA-hard for some b —a = 1/poly(n). Kitaev’s original proof
relies on a lemma that lower bounds the smallest eigenvalue of the sum of two
positive semi-definite operators A; and A,, which is shown to depend on the an-
gle between their respective null spaces [KSV02]. As we observed in the previous
subsection, Theorem 3.2.2 only gives a strictly positive (and thus valid) promise
gap if error reduction is applied to the QMA circuit being reduced from, which
is slightly unsatisfactory, as it means that the circuit-to-Hamiltonian mapping
cannot be directly applied to an arbitrary QMA verifier.

Before we proceed, a small remark: the small-penalty clock construction
of Lemma 3.2.3 can in fact be directly applied to show that the 3-local Hamilto-
nian problem is QMA-hard (even without applying error reduction to the QMA
verifier). In the YES-case, there exists a quantum proof |¢;) such that P(|i;)) >
2/3, whereas in the NO-case we have that P(]i;)) < 1/3 for all quantum proofs
|4;). Hence, picking € = ¢T"~* for some sufficiently small ¢ > 0 results in a
strictly positive promise gap of Q(7°) = 1/poly(n). However, making the proof
fully self-contained would require proving Lemma 3.2.3, which is arguably more
involved than returning to Kitaev’s original proof.

We will show that one can also use the small-penalty factor to give a direct
proof that does not rely on Lemma 3.2.3. The ideas developed here will also be
important in Chapter 5.
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We first prove the following lemma, which shows that states with sufficiently
low energy with respect to the Hamiltonian of Eq. (3.6) must have a large fidelity
with the space spanned by history states.

3.2.5. LEMMA. Let |U) be a state such that (V| Hpx 5 |V) < 0 and let A be the
spectral gap of Hy. Write Il for the projector onto the subspace spanned by
history states. Then,

)
et |[T)))° > 1 — —.
My 92 2 1=
Proof:
Recall that Hy == Hyks — How. Since H,y is positive semi-definite, we have

that (U] Hy |¥) < 6 must hold as well. Let {|i);)} be the eigenbasis of Hy, which
consists of history states (with energy 0) and non-history states (with energy at
least A by Lemma 3.2.1). We can write Hy = Ay + A>a, where Aj are all the
terms in the spectral decomposition of H with eigenvalues exactly zero and Asa
those with eigenvalues > A. We have

6 > (V| Hek 5 |¥)
> (V| Ho [¥)
> (U] Ag | W) + (U] Asp |0
0+ (U] Y A wae] W)
A > A
> A S [ )
A >A
> A (U] (I — M) | T)
= A (1 — ||y "I’>H2) ;

v

where we used that the history states span the ground space of Hy. The statement
follows directly from rearranging the inequality. O

It can easily be checked that Lemma 3.2.5 also holds in the case when we use
Hgpcce, Hspoc,s or Hspec s, as we only require the property that Hg, is positive
semidefinite and that Lemma 3.2.1 holds for the used construction.

Having Lemma 3.2.5 in hand, it becomes easy to pick an ¢ > 0 to show
QMA-hardness for the 5-local Hamiltonian problem.

3.2.6. THEOREM. Let A = (Aygs, Axo) be any promise problem in QMA, let
U = {U, : n € N} be a corresponding P-uniform family of QMA wverifiers with
completeness ¢ and soundness s such that c —s > 1/poly(n). Then there exists a
polynomial-time reduction from the corresponding circuit verification problem to
a 5-local Hamiltonian problem with inverse polynomial promise gap that does not
use error reduction on the circuit.
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Proof:

We will analyse a Hamiltonian Hgpcc 5 of the form of Eq. (3.6), which is just as
Hpgk 5 but with a small penalty € in front of H,,;. Clearly, the Hamiltonian Hspcoc s
can be constructed in polynomial time from a description of U,, and z, since each
term is efficiently computable. We will specify e later, but assume for now that
it is lower bounded by some polynomial in ¢,s and 1/7 and that it satisfies
e < A, where A is the spectral gap of Hy = Hspccs — €Hou. When € Aygg,
we have that there exists a history state with energy at most e(1 —¢)/(T + 1).
Now for x € Ay,. We can write any state |¥) in the eigenbasis of Hy as |U) =
f |hist) + /1 — 32|hist™), for some real 8 € [0,1], where |hist) lives in the space
spanned by the history states and |hist™) in the space orthogonal to it. In its
eigenbasis, Hy is diagonal. We consider the following two cases:

Case (i): (V| Hgpccs |V) > € for all states |U). In this case, the promise gap
is simply lower bounded by

(-r50) o0

which is inverse polynomial in n when € is some inverse polynomial in n.

Case (ii): There exists a state |¥) such that (V| Hspeos |U) < €. By Lemma 3.2.5,
setting 0 := €, we have that for such a |¥) it must hold that

provided € < A (which holds by assumption). Therefore,

(V| Hspocs |¥) = <5 (hist| 4 /1 — 52<hiStL\> Hspceys <5 [hist) 4+ /1 — 52|hiStL>>
= 52 <hlSt| HSPCC,5 |hlst> + ﬁ\/ 1-— 52 <hlSt| HSPCC,5|hiStL>
+ B/1 — B2(hist™| Hspoc 5 |hist) + (1 — 82) (hist™| Hspoc 5|/ hist™).
Let us consider the four terms separately. For the first one we have

1—s
hist| H. hist) > e——
< 1S| SPCC,5| IS>_6T+1’

using the promise on the QMA problem. For the second term,

(hist| Hspoc s|hist™) = (hist| Hy + € Hoye|hist™)
— ¢ (hist| Hoy|hist™)
> —€,
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using that || Hew|| < 1 and that (hist| Hy|hist™) = 0, which holds since |hist) and
|hist") are linear combinations of eigenstates of Hy. Similarly, for the third term,
it must also hold that <histL| Hspco s |hist) > —e. Finally, for the last term,

<hiStL|HSPCC’5|hiStL> Z A Z 0,

using again that H,y is positive semidefinite. Combining all of the above, we find

;,_51 —28\/1 - B2

-
> (1- 5t -5

Using Lemma 3.2.1 to lower bound A (which also holds for this particular Hy),
the promise gap becomes at least

><1 e> 1—s 5 € 1—c¢
= AT AT T

(U] Hspoos | W) > %€

c— s € 1 €
=T 1 AT A°
c—s € 1 €3/2

_c 2
‘T+1 AT+1 “UA

c—s5 22\ 3/2 3/2
T O(ET) O(T € )

—Q(1/17)

= €

for some choice of € = Q((c — s)?/T°), which is 1/poly(n) since ¢ —s > 1/poly(n)
and T" = poly(n). O

We note that this promise gap has worse scaling in 7' than what is achieved
in Theorem 3.2.2. Finally, containment in QMA can easily be shown by Kitaev’s
energy estimation protocol, which we will study in more detail in Section 6.3.2.

3.3 The quantum marginal problem

In the previous section, we showed that the ability to solve the local Hamiltonian
problem up to inverse polynomial precision suffices to solve any problem in QMA.
However, one might observe that, whereas determining the acceptance probability
of a QMA verification circuit requires access to the entire quantum proof as a
global quantum state, computing the energy of a state with respect to a local
Hamiltonian only requires local information from the proof—that is, classical
descriptions of its local reduced density matrices.
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But, of course, there is a catch: given a set of local density matrices, one
must still verify whether they are consistent with a global quantum state. The
question of whether a collection of reduced density operators for subsystems of a
multipartite quantum system is compatible with a common global density oper-
ator is known as the quantum marginal problem. This problem can be formally
defined as a promise problem as follows:

3.3.1. DEFINITION (Consistency of local density matrices, CLDM(q, «, ).

Input: A classical description of a collection of local density matrices {p; }icfm) on
n qubits, m = poly(n), where each p; is a density matrix over qubits C; C [n]
with |C;] < q. For each i € [m], write C; = [n] \ C; for the complementary
subset. Additionally, we are given two efficiently computable real numbers
a, (8 such that § — a > 0.

Promise: One of the following two cases holds:

(i) There exists an n-qubit mixed state o such that for all i € [m)],
ltre,[0] = pil], < o
(ii) For all n-qubit mixed states o, there exists an i € [m] such that
Htr@[a] - Pz‘”l > .
Output: YES if (i) holds, and NoO if (ii) holds.

If & = 0, we write CLDM(q, /).

If (CLDM(q, o, B)) were solvable in QCMA for any 8 — a = Q(1/poly(n)), it
would imply that QCMA = QMA: the prover could simply provide the reduced
density matrices corresponding to the ground state of a QMA-hard local Hamil-
tonian, along with a classical proof. The verifier could then compute the energy
and use the classical proof to verify that the density matrices are consistent with

a global quantum state (to sufficiently high precision). However, the following
theorem shows that CLDM is QMA-hard.

3.3.2. THEOREM ([BG22]). There exists a constant ¢ = O(1) and a polynomial
p(n) such that CLDM(q, i, 8) with f —a > 1/p(n) is QMA-hard.

Liu proved hardness under Turing reductions and showed that CLDM is in
QMA for parameters satisfying /49 =: ¢ > 1/poly(n) and o = 0 [Liu06]. Broad-
bent and Grilo established hardness under standard polynomial-time Karp reduc-
tions, and extended the containment result to arbitrary « (with e = 8/4f—a > 0),
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although their containment proof contains a minor flaw [BG22].” Neverthe-
less, the question remains open as to whether CLDM(q, «, ) is in QMA for any
B —a > 1/poly(n).

We now show that a different proof technique can be used to lift this restriction
on . Our protocol is based on two key ideas: (i) with a sufficient number of
copies, one can learn the local marginals of any given state; and (ii) using a
specific formulation of a quantum de Finetti theorem, these marginals can be
shown to be close to those of an actual quantum proof. We briefly outline both
concepts below.

3.3.1 Full state tomography of marginals

The task of full state tomography is to, given access to copies of an unknown quan-
tum state p, learn an e-approximation p (with respect to some distance measure on
quantum states), while minimising the number of copies required and, potentially,
also the total processing time. Since we only care about overall efficiency, we will
use the most basic state tomography protocol, as it allows for the simplest analy-
sis. For an n-qubit system, a Pauli word (also called a Pauli string) is any operator
of the form P = 01®0,®- - -®0,,, where each o; € {Iy, X, Y, Z} is a Pauli operator.
For a Pauli word P;, write M; for the measurement M; = {(FP; +1)/2,(I— P;)/2}
with corresponding outcomes {+1,—1}. Hence, given a state p, we have that
the random variable X; € {41, —1} corresponding to the measurement of p
using M;, satisfies E[X;] = tr[2(P; +D)p|(+1) + tr[2(I — P))p] (1) = tx[P;p].
Since the Pauli words {P;},cie2) form a basis for the space of d-dimensional
Hermitian matrices, we can write any density operator p = ) jeld?] ¢; P; where
c; = tr[P;p]. If instead we have estimates ¢; such that |¢; — ¢;| < ¢, then we have
that p = >, &P satisfies [|p — pl|, < d®e.

3.3.3. LEMMA. Let p € D(C*") and let {C;}icpm) be a collection of subsets of
qubit indices, each satisfying |C;| < q. Write p; = trg [p]. Then, there erists

a measurement M = {Méi) ® @MY ‘ a € {jzl}l} on the state p®' and a

classical algorithm running in poly(l) time that, given the measurement outcomes,
outputs a classical description of {p;}icpm) satisfying

lpi — pilli < e foralli € [m],
with probability at least 1 — 0§, using
=0 (mqlﬁq log(m/é)/e2)

copies of p.

"The proof relies on Hoeffding’s inequality to establish soundness. However, the random
variables it is applied to are generally not independent in this context, as the proof may involve
highly entangled states.
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Proof:

The measurement consists of applying a tensor product of different Pauli mea-
surements M; across the many copies of p to obtain estimates ¢;; ~ tr[P;o;],
from which all the marginals p; can be approximately reconstructed. Since each
measurement only acts on a single density matrix of a single copy of p, this en-
sures the tensor product structure of the overall measurement. Let d; = 2/
so that p; = trg [p] is the di-dimensional density matrix corresponding to the
reduced density matrix of p that has indices from C;. We have p; = > Jeld?] iy,
where ¢;; = tr[Pjp;]. Using the measurement M; corresponding to P;, where
each measurement outcome is bounded, standard mean estimation (see for ex-
ample [Lee20]) gives an estimate ¢;; such that |¢;; — ¢;;| < €/d? with probability
1 —§/(md?), using O(d}log(md?/8)/e?) copies of p. We set p; = Zje[d?] ¢
By a union bound and converting a bound on the max norm to the trace norm,
we must have that for each i € [m], ||p; — pil|; < € holds with probability at
least 1 — §/m for each i. Another union bound shows that the probability of
llpi — pill; < € holding for all ¢ € [m] simultaneously is at least 1 — J. Using
the upper bound d; < 27 for all ¢ € [m], the total number of copies (and thus

measurements in the tensor product) can be upper bounded as
O (mql6log(m/8)/€®) .

As the post-processing time consists primarily of the addition of all obtained
measurement outcomes, it clearly can be done in time poly(). O

3.3.2 Quantum de Finetti under local measurements

Before explaining the ideas behind the variant of the quantum de Finetti theo-
rem we use, it is helpful to introduce some additional notation. First, we will
use superscripts instead of subscripts to indicate different parts of multipar-
tite states pAt-At. For bipartite states pXY, we stick to the convention that
omitting superscripts corresponds to taking the partial trace over those sys-
tems; for example, p* = try[p*Y]. We say that p?t-4r is permutation sym-
metric if pA=m-A=k) = pAr-Ar for any permutation 7 € S (recall that Sy is
the symmetric group of order k). We associate to any POVM {M;} a map
AX) = >, Tr(MX) |k)k|, where {|k)} is an orthonormal basis. Thus, the
A(X) are so-called quantum-classical channels, as they map density operators to
other density matrices that are diagonal in the basis {|k)}. This implies that for
two states p and o, we have

%HA(p —0)lly = Drv ({pe}, {ar})

where p;, = tr[Myp| and g, = tr[Mo] (see also Section 2.3.2).
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Informally, the classical de Finetti Theorem states that if the joint probability
distribution of a sequence of random variables is invariant under any permutation
of the variables, then the marginal probability distribution of a subset of | < k
variables from such a k-variable sequence will be close to a convex combination
of i.i.d. variables [DF80]. Quantum versions of the de Finetti Theorem posit that
an [-partite quantum state pAt4 which is the reduced state of a permutation-
symmetric state pA14% on k > [ subsystems, is close to a convex combination
of i.i.d. quantum states, i.e., p4 &~ [ du(o) oc®, with p a probability measure
on quantum states. Different quantum de Finetti theorems consider different
notions of “closeness”, e.g., [Ren07], [CKMRO7], and [BCY11]. We will focus
on closeness with respect to local measurements performed on the subsystems,
for which a quantum de Finetti theorem was proven by Brandao and Harrow
[BH13a].

3.3.4. LEMMA ([BH13a]). Let p™1-4x € D(A®*) be a permutation-invariant state.
Then for every 0 <1 < k, there is a measure v on D(A) such that

2021n | A
k—1 ~

max
Az,

(I® A @ @A) (pA1-~Az - / V(do)a®l>

1

Given any input state on k registers, the permutation-invariant assumption can
always be enforced by randomly permuting all the input registers (this does of
course alter the input state if the state was not already permutation-invariant).

3.3.3 The quantum marginal problem is in QMA

We now have all ingredients to give our QMA protocol for CLDM(q, e, 3), which
is given in Protocol 3.3.1.

The core idea is that, with enough copies of a state, the verifier can estimate
its local marginals via tomography. Then, using Lemma 3.3.4, we argue that any
permutation-invariant state (which includes the verifier’s post-processed state) is
close to a separable state. Hence, from the verifier’s perspective, the tomography
is effectively performed on a state that is nearly separable, even if the prover were
to send a highly entangled state. From this, we can show that the acceptance
probability of the protocol is very close to that of an idealised version in which
the prover sends a mixture of actual tensor-product copies, from which soundness
follows.
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Protocol 3.3.1: QMA protocol for CLDM(q, «, 5)

Input: Classical descriptions of the density matrices {p;}icpm and the
indices {C;}icjm) of the qubits on which they are supported, problem
parameters ¢, § and «.

Set: € = (8 —«)/4, 5 :=1/6,1:= O (mql6?log(m/d)/e*),
L= 2l§2+?nln2
= 2o 4lning

Protocol:
1. The prover sends a state pAt-4 € D(A®F).

2. The verifier randomly permutes the index labels and traces out the last
k — I registers, creating the state pA14.

3. The verifier performs the measurement of Lemma 3.3.3, with desired
precision € and success probability 1 —9, on the registers Ay, ..., A; and
uses the measurement outcome to construct { ﬁi}ie[m].

4. Accept if ||p; — pill, < a+ € for all i € [m], and reject otherwise.

3.3.5. THEOREM. CLDM(q, a, ) is in QMA for any ¢ = O(logn) and f — o =
Q(1/poly(n)).

Proof:
We will show the correctness of Protocol 3.3.1.

Completeness. In this case, the prover sends the state o®*, which is already
permutation-invariant. After Step 2, the resulting state is ¢®'. Hence, we have
access to [ perfect copies of o, meaning that by Lemma 3.3.3, the estimates 7; of
all m density matrices o; will be retrieved up to precision € with high probability.
Since we are in a YES-instance, this means that, conditioned on the estimation
procedure succeeding, we have ||6; — p;||; < a+¢ for all i € [m], so we will accept
with probability 1. Thus, the overall success probability is lower bounded by the
success probability of the estimation procedure, which is > 1 — ¢ > 2/3 for our
choice of §.

Soundness. For any state p4% Step 2 ensures that the density matrix de-
scription of the state after Step 2, i.e., pAt~4t is permutation-invariant. Let
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P(p“1+41) be the probability that the overall protocol in Protocol 3.3.1 accepts,
given that the state after Step 2 is described by pA1-4:. We will first argue that
if the prover was honest and indeed provided a tensor product of multiple copies
of some state, then we reject with high probability. Next, we will argue that
by Lemma 3.3.4, Step 2 ensures that any arbitrary (so entangled) state must be
close to such a state, and thus will also be rejected with high probability. We will
now make this formal. Just as in the completeness case, suppose the state after
Step 2 is again of the form

AL A @l

for some arbitrary o € D(A). Conditioned on the success of Step 3, which occurs
with probability 1 — 4, we will find a set {7; };cm] such that H&i — trg, 0”1 < € for
all ¢ € [m]. However, the promise implies that for any such o, there must be some
i € [m] such that ||6; — pi]|, > 8 — € > a + e. Hence, we have P(c®') < §. By
convexity, the same argument implies that P ( i V(dO')0'®l) < ¢ for any measure
v on D(A).

Recall that the A;(-) are quantum-classical channels, mapping quantum states
to discrete probability distributions, where each channel implements a single mea-
surement M) = {MJ(rJl), MY} corresponding to the one in Lemma 3.3.3 (note
that the index j here does not represent the Pauli word, but labels the measure-
ment instead). Step 4 can potentially distinguish between the two probability
distributions described by the following two density matrices which are diagonal

in some orthonormal basis
p1 = (Al R ® Al) (pA1~~Az)

and

pim (e o) ([ utamo™ )

for some measure v as per Lemma 3.3.4. Write p;, ps for the distributions asso-
ciated with measuring p;, p2 in their eigenbasis, respectively. By Lemma 3.3.4,
and using the fact that the total variation distance upper bounds the maximum
bias in the output by a single-sample distinguisher (see Section 2.3.2), we have

’p(pAl--'Al) - P (/ z/(da)a®l) ’ < Drv(p1,p2)
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where

DTV(p1>p2> = D(th)
Al Q- ®Al) (pAl...Al o /V<d0)0'®l)

g

1

< max [[(IQA,®--- @A) <,0A1“‘Al - /V(d0)0'®l)
Y .
1 /[221In|A|

< 2 e

2 kE—1

<9,

for our choice of parameters in Protocol 3.3.1. Here we also used that the trace
distance is non-increasing under the application of a quantum channel. Thus, for
our choice of §, we have P(pA1~4) < 2§ =1/3, as desired.

Complexity. Step 2 clearly takes time polynomial in n when k = poly(n).
Step 3 runs in polynomial time when [ is polynomial in n, and Step 4 runs in
polynomial time when the sizes of the density matrices are at most polynomial in
n and m = poly(n). All conditions hold when ¢ = O(logn), 5 — a > 1/poly(n),
and m = poly(n). O

3.4 States with useful succinct representations

By a simple counting argument, one can show that for n qubits, there exist dou-
bly exponentially many quantum states, each with pairwise small fidelity. Con-
sequently, the vast majority of quantum states cannot have efficient classical
descriptions, as polynomially sized bit strings can describe at most exponentially
many distinct objects. However, one could argue that we do not care about most
Hamiltonians or quantum states in most scenarios. For instance, if we restrict
attention to families of Hamiltonians with only local terms, we claim that (up to
inverse exponential error in some suitable distance measure on quantum states)
the ground state of any such Hamiltonian on n qubits can be specified using a
polynomial number of bits. Namely,

{|¥)} = {ground states of desc(H)}, (3.8)

where desc(H) denotes a classical description of the Hamiltonian H. This de-
scription is efficient because locality ensures that desc(H) has polynomial size
(up to exponential precision).

Still, one might justifiably argue that Eq. (3.8) is not useful, as the description
does not allow us to extract any properties of the ground states. The same
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holds for density matrices: while they allow us to compute properties of local
observables, as we learned in Section 3.3, it remains a hard problem to verify
whether they are consistent with a global state.

Besides having local terms, many other properties of Hamiltonians put restric-
tions on the family of possible Hamiltonians, like spectral gaps, geometric locality,
specific families of terms, etc. It is believed (and sometimes even proven) that
such structural constraints on Hamiltonians impose constraints on the structures
of their ground states. There are families of states that do have useful classi-
cal descriptions and that are believed (or even proven) to capture some of these
structural properties, some of which will be introduced in the next subsection.
These families are commonly referred to as ansdtze in the physics literature, and
will be central to the remaining sections of the second half of this chapter.

3.4.1 Some examples of ansatze

We begin by reviewing some ansatze that are frequently encountered in prac-
tice. These will later serve to motivate our definitions of more abstract classes of
ansatze that conform to specific access models.

Product states. Perhaps the simplest ansatz—commonly referred to as mean-
field theory in quantum many-body physics or the Hartree-Fock method in quan-
tum chemistry—is that of product states. For simplicity, we define these states in
terms of clusters of qubits.

3.4.1. DEFINITION (k-clustered product states). We say that a state |u) € C*"
is a k-clustered product state if there exists a number m < n such that

) = [u) 4, @ - @ |um) 4,

where each |u;) , € C2™' and {Ay,..., A} is a partition of the set [n] such that
|A;| < Kk for all i € [m)].

It is also possible to define k-clustered product states more generally by allow-
ing each |u;) in the product to be a state over a qudit of dimension d;. Notably,
there is no entanglement between the different components of the product.

Constant-depth quantum circuits. Another important class of ansatze con-
sists of constant-depth quantum circuits.

3.4.2. DEFINITION (Constant-depth circuit state). A constant-depth circuit state
on n qubits is specified by a fixed initial state (typically |0™)), a fixed gate set G
of a finite number of gates, an optional topological constraint that restricts which
qubits may interact via multi-qubit gates, and a maximum circuit depth. The
depth refers to the number of sequential layers of gates that may be applied in
parallel.
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It is known that when two gapped ground states of lattice Hamiltonians are in
the same quantum phase of matter (or topological phase), they can be connected
by a constant-depth quantum circuit [KR24]. Moreover, constant-depth quantum
circuits form the class of states central to the NLTS theorem [ABN23].

Tensor network states. A tensor network state is a type of ansatz frequently
encountered in quantum many-body physics, where a quantum state is described
by a network of interconnected tensors. Formally, for a system of n qubits, any
wavefunction |¢) can be written as

W)= D7 T iy i),

11,82,--+yin

where T i a rank-n tensor, and the indices 41,49, . .., 4, run over the phys-
ical degrees of freedom. The tensor T is typically decomposed into a network
of smaller tensors connected by contracted indices, encoding the entanglement
structure of the state.

Common examples of tensor network states include Matrix Product States
(MPS) [KSZ93|, Projected Entangled Pair States (PEPS) [VC04], and the Multi-
scale Entanglement Renormalisation ansatz (MERA) [Vid08]. It is well known
that MPS efficiently approximate the ground states of gapped one-dimensional
systems [Has07], and in such cases, it is even possible to compute these approxi-
mations in polynomial time [LVV15].

3.4.3. DEFINITION (Matrix Product States). A Matriz Product State (MPS) is
a quantum state of the form

’u> _ ZTY [Agsl)Agsﬂ o Aq(lsn)] |31; . 73n> ,
{s}

where s; € {0,1,...,d—1} for physical dimension d, and AE‘”) are complex square
matrices of bond dimension D. We say the MPS is bounded if D < poly(n) and
d=0(1).

PEPS are a natural generalisation of MPS to two-dimensional systems.

3.4.4. DEFINITION (Projected Entangled Pair State). A Projected Entangled Pair
State (PEPS) is any (unnormalised) state that can be obtained by the following
procedure: consider a graph and associate to each vertex v as many D-dimensional
spins as there are edges incident to v. Assume that the spins associated with the
endpoints of an edge form maximally entangled states, [EPRp) = S0, |i)]i).
The PEPS is then obtained by applying a linear map P, : C’ @ --- ® CP — C¢
at each vertex v.
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There are other equivalent definitions of PEPS, from which it can be readily
seen that in the 1D case, the definition of MPS is recovered [CPGSV21]. It is
known that computing the expectation value of local observables on a PEPS
is #P-hard, and that preparing PEPS on a quantum computer is PostBQP-
hard [SWVCO07].

Another notable class of tensor network states is that of isometric tensor
network states (isoTNS), which are known to capture two-dimensional string-net
liquids [SSB*20], a family that includes many topological phases such as discrete
gauge theories. IsoTNS form a subclass of PEPS. The following is a (slightly
informal, as we will not use it directly) definition of a 2D isoTNS on a square
lattice:

3.4.5. DEFINITION (2D isoTNS on a square lattice). Let A = (V, E) be a two-
dimensional square lattice, and let x € V be the orthogonality centre. A PEPS
is an isometric tensor network state (isoTNS) if, under some contraction order
toward y (e.g., row-by-row then column-by-column), each local tensor defines an
isometry in that direction.

For more detailed definitions and constructions, see [ZP20, MT25].

3.5 Access models and families of states

We now turn to the question, “What makes a good ansatz?”, particularly in the
context of ground states. By “good,” we mean that the ansatz satisfies certain
desirable properties that can be efficiently exploited in computation.

In [GL22], the following access model to complex vectors was proposed.

3.5.1. DEFINITION (Modified from [GL22]). We say that we have query and &-
sampling access to a vector u € CV if the following three conditions are satisfied:

(i) We have access to an O (poly(log V))-time classical algorithm QY that,
on input i € [N], outputs the entry u,.

(ii) We have access to an O (poly(log V))-time classical algorithm Q%™P that
samples from a probability distribution p : [N] — [0, 1] such that

|u;]? |u|?

for all j € [N].
(iii) We are given a real number m such that |m — |lul|| < &||ul|.

We say that we have sampling access to u (without specifying &) if we have
0-sampling access.
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Following [GL22], we specified Definition 3.5.1 in terms of complex vectors
rather than quantum states (which is slightly less general), though this distinction
will not be important for our purposes.

Given such an access model, [GL22] defines families of vectors (or states) that
allow this type of access:

3.5.2. DEFINITION (Modified from [GL22]). For a parameter £ € [0, 1], we say
that a family of complex vectors F = {u(l)}leN has a succinct representation
allowing &-sampling access if there exist an injective function rep : F — {0, 1}*,
a polynomial ¢, and a polynomial-time algorithm A such that:

(i) For all u € F, the length of the binary string rep(u) is at most ¢(log(dimu)),
where dim u denotes the dimension of w.

(ii) Algorithm A receives a binary string as input. If the string does not corre-
spond to rep(u) for any u € F, then A outputs an error message. Other-
wise, on input rep(u), A outputs the classical descriptions of the algorithms
Qauery and Q5P along with a real number m satisfying the specifications
in Definition 3.5.1.

If £ =0, we say that F has a succinct representation allowing perfect-sampling
access. If such an algorithm A exists for any ¢ > 1/poly(n), we say that F is
samplable.

The definition in [GL22] of families of states that allow succinct representa-
tion allowing &-sampling access was inspired by a line of work focused on the de-
quantization of quantum machine learning algorithms [Tan19, CGL 22, JLGS20].
While this can be a somewhat powerful model [CHM21], it is closely related to
the assumption of QRAM access (see [GLMOS8]) to classical data. Thus, in the
context of quantum machine learning (where such access is commonly assumed),
it makes sense to compare quantum machine learning algorithms to classical al-
gorithms with sampling access. This helps rule out quantum speed-ups that arise
merely from having access to quantum states constructed from exponentially large
classical data.

For quantum chemistry and quantum many-body applications, however, it
seems more natural to assume a different class of states. In particular, if one is
interested in ground-state energies of local Hamiltonians, it is only necessary to
extract local information from the description of the states. To capture this, we
propose a new type of access model in the form of (e-)local access, which requires
only that one can efficiently (approximately) compute expectation values of local
observables classically. To (i) make the notion of locality well-defined, (ii) ensure
a fixed bound on the allowed operator norm of observables relative to the norm
of the vector, and (iii) since we are only interested in quantum states anyway, we
restrict to normalised vectors u € C*".
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3.5.3. DEFINITION. For e > 0, we say that we have e-local access to a normalised
vector u € C?" if there exists a classical probabilistic algorithm Q!¢ which, given
query access to the matrix elements of some k-local observable O with ||O|| <1,
computes an estimate 2 such that |2 — (u| O Ju) | < € in time poly(n, 1/¢, 2¥), with
success probability at least 2/3. If we have e-local access for any € > 1/poly(n),
we say that we have approzimate local access. If instead the algorithm Qoca! is
deterministic and computes (u| O |u) (i.e., up to a fixed polynomial number of
bits of machine precision) in time poly(n, 2¥), we say that we have local access to
u.

3.5.4. REMARK. For any 6 > 0, the success probability in Definition 3.5.3 can
be amplified to 1 — ¢ by performing O(log(1/6)) repetitions of Q@ and taking
the median of the outcomes as the final estimate.

Let P, = {C?" : n € Z,}. Given our definition of local access, we can again
associate families of states.

3.5.5. DEFINITION (Classically evaluatable families of states). For e > 0, we say
that a family of normalised complex vectors F = {ul) | u® € Po}iey is -
classically evaluatable if there exist an injective function rep : F — {0,1}*, a
polynomial ¢, and a polynomial-time algorithm A satisfying the following condi-
tions:

(i) For all u € F, the length of the binary string rep(u) is at most ¢(log(dimu)),
where dim u denotes the dimension of w.

(ii)) The algorithm A takes a binary string as input. If the string does not
correspond to rep(u) for any u € F, then A outputs an error message.
Otherwise, on input rep(u), the algorithm outputs the classical description
of an algorithm Q@ satisfying the specifications of Definition 3.5.3.

If the algorithm Q'°°@! provides local access, we say that JF is classically eval-
uatable. If F is e-classically evaluatable for any ¢ > 1/poly(n) (i.e., it allows
approximate local access), we say that F is approzimately classically evaluatable.

We will also frequently rely on the following two useful properties of fam-
ilies of classically evaluatable states, which will become particularly important
in Chapter 4.

3.5.6. PROPOSITION (Properties of local access). Let n € Z,, and let |u) € C*"
be a quantum state to which we have e-local access, for some O < e < 1. Then the

following hold:

1. (Tensor products). Let m € Z,, and let lw) € C*" be a quantum state to
which we have €-local access. Then we have 3 - 4*¢-local access to |u) @ |w).
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2. (Local isometries). Let Ay, As,..., A, be a partition of the set [n] with
m < n, such that each A; consists of q; qubits for some constant q; € Z. .
Associate to each subset A; a Hilbert space H; = C*". Let {V;}ieim) be
a collection of isometries such that each V; : H; — H, with dim(H}) =
24 for some constant q¢; > qi. Then we have e-local access to the state
Vi@V, |v).

If the states allow for perfect (or approximate) local access, then the same state-
ments hold with e-local access replaced accordingly.

Proof:
We verify that the conditions of Definition 3.5.3 are satisfied in both cases.

Tensor products. Let A (resp. B) be the set of qubits from the Hilbert space
of |u) (resp. |w)) on which the observable O acts, with |A| + |B| < k. Let Ha
and Hp be the corresponding Hilbert spaces. Using the Schmidt decomposition
for operators on k qubits, we can decompose the non-trivial part of O as:

> XCi® D; (3.9)
=1

where \; > 0, and {C;} € Herm(C2™) and {D;} c Herm(C2"") are orthonormal
under the Hilbert—Schmidt inner product and r the operator Schmidt rank. Since
tensoring with identities does not increase the Schmidt rank, the global matrix
representation of Eq. (3.9) has the same decomposition except for tensoring with
identity matrices and the specification of a permutation as per Definition 3.1.1.
In a slight abuse of notation, extend each C;, D; into their n-, m-qubit matrix
representations, respectively. We have

r

((ul ® (w]) O (Ju) @ [w)) = D A (ul C; |u) {w| Diw).

=1

Since O has operator norm at most 1, its Frobenius norm satisfies ||O|; =

Vi A2 < /r. Therefore,

We can efficiently estimate each (u| C; |u) and (w| D; |w) to € precision with prob-
ability 1 — 0, for any 6 > 1/exp(n) (Remark 3.5.4). Hence, conditioning on all
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estimations succeeding (which can be achieved with high probability),

2= (ul @ (o) (O @) (Ju) @ [0)| < DN ((Ch) £e) ({Di) £ €) ZMCZ-MDQ

i=1

< Z Ai (26 + 62)
i=1
< 3re

assuming € < 1, so we obtain 3re-local access. Since r < 4¥, the statement follows.

Local isometries. We want to evaluate:
Wl (Vi@ Vi) Oie: V).

Let B C [n] with |B| = k be the set of qubits on which O acts non-trivially. For
each ¢ such that V; acts only on qubits outside B, we have ViTVi = I. Therefore,
only the isometries acting on B contribute non-trivially. Define I C [m] to be
the indices of those V; acting on B. Then we can write (again omitting identities
and the permutation as per Definition 3.1.1)

(| VIOV ),

where V' = ),.; Vi. Since ¢;,q; € O(1) for each i € I and I = O(1), defining
Q = VIOV, we see that Q is k’-local with ¥ = O(k) and we can compute
its description efficiently in terms of 2%. Since |v) is classically evaluatable, we
can compute (v| @ |v) to e precision, which implies that have e-local access to
Vi@ ®Vylv).

For both properties, it is clear that the same proof structure shows that perfect
or approximate local access is preserved. O

Finally, we consider one more type of access, which we refer to as quantumly
preparable-access.

3.5.7. DEFINITION (Quantumly-preparable access). Let G be a fixed universal
gate set. For ¢ > 0, we say that we have e-quantumly-preparable access to a
normalised vector v € C?" if there exists a quantum circuit V consisting of at
most poly(n, 1/¢) gates from G, acting on m = poly(n, 1/€) qubits initialized in
|0™), such that

I(lu)ul @) V[0™)|* > 1 - e.

If € = 0, we say that we have perfect quantumly-preparable access to |u). If |u)
allows e-quantumly-preparable access for any € > 1/poly(n), we say that we have
quantumly-preparable access to |u).
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Approximately | Uniformly
Ansatz family Samplable? | classically quantumly
evaluatable? preparable?
O(logn)-clustered PS | v/ v v
Bounded MPS v v v
Constant depth qc Xt v v
2D isoTNS X X v
PEPS X X Xt

Table 3.1: A “*” means that the ansatz state is also classically evaluatable.
Complexity-theoretic assumptions indicated by the superscripts: ' BQP ¢ AM,
2 BQP ¢ BPP, 3 #P ¢ FBPP; * PP ¢ BQP. All ansitze in this table that are
samplable also allow perfect-sampling access.

The notion of quantumly-preparable access is robust to the choice of universal
gate set, by the Solovay—Kitaev theorem (Theorem 2.4.2). As before, we consider
an analogue of Definition 3.5.1 and Definition 3.5.5 for families of states that are
preparable by uniformly generated quantum circuits.

3.5.8. DEFINITION (Uniformly quantumly preparable families of states). Let ¢ >
0. We say that a family of normalised complex vectors F = {u® | u) € Py}ien
is uniformly e-quantumly preparable if there exist an injective function rep : F —
{0,1}*, a polynomial ¢, and a polynomial-time algorithm A satisfying the follow-
ing conditions:

(i) For all u € F, the length of the binary string rep(u) is at most ¢(log(dimu)),
where dim u denotes the dimension of u.

(ii) Algorithm A receives a binary string as input. If the string does not corre-
spond to rep(u) for any u € F, then A outputs an error message. Otherwise,
on input rep(u), A outputs the classical description of a quantum circuit V'
satisfying the specification of Definition 3.5.7.

If ¢ = 0, we say that F is perfectly uniformly quantumly-preparable. If F is
uniformly e-quantumly-preparable for any ¢ = Q(1/poly(n)), we say that F is
uniformly quantumly-preparable.

3.5.1 Examples classification and relations amongst classes

Table 3.1 shows for the examples given in Section 3.4.1 whether they are sam-
plable, classically evaluatable and uniformly quantumly-preparable. For each ex-
ample, the statement underlying the entry in Table 3.1 is proven in Appendix B.

As Table 3.1 already hints at, it seems that approximately classically evaluat-
able states capture a larger class of states compared to samplable states. In fact,
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this is easy to show by adapting the main technique from [GL22|, which shows
that one can estimate the following quantities involving samplable vectors.

The precise definitions of types of query access in the next lemma can be
found in [GL22|, and are not that important to us. All we need to know is that a
matrix is s-sparse if each row and column has at most s non-zero entries, which
is trivially polynomially bounded for O(logn)-local observables.

3.5.9. LEMMA (Adapted from Theorem 4.1 in [GL22]). Let P € R[x] be an even
polynomial of degree 2d with |P(x)| < 1 for allz € [—1,1]. There is an poly(s?,1/¢)-
time classical procedure that, given:

e query access to an s-sparse matriv A € CM>*N with ||A]| < 1,
e query access to a vector u € CV such that |ul| <1,

o &-sampling access to a vector v € CN such that |jv]| < 1,

outputs an estimate Z € C such that
12— ot P(VATA)u| < e
with probability > 1 — 1/poly(N), for any £ < €/8.
Lemma 3.5.9 readily implies our desired corollary.

3.5.10. COROLLARY. If a family of states F is samplable, then it is also approx-
imately classically evaluatable.

Proof:

Let N = 2" and consider any v € F, with « € CV a normalised vector. Let O
be any k-local Hermitian observable, given in terms of its matrix entries, with
operator norm ||O] < 1 and locality & = O(logn). Since each term acts on at
most k qubits, O has sparsity at most s = 2¥. Define the observable Q = %,
which satisfies 0 < ) < I. Since O may consist of only off-diagonal entries, the
sparsity of @) is at most 2s. Observe that (u| O |u) = 2 (u| @ |u) — 1, so estimating
(u| Q |u) up to additive error € = €/2 suffices to estimate (u| O |u) to within error
e. Because @) is positive semidefinite, we have \/QTQ = @, and thus (u|Q |u) is a
polynomial in \/QtQ of degree d = 1. Since F is samplable, for any target accu-
racy € = Q(1/poly(n)), we may pick £ < ¢/8 and invoke Lemma 3.5.9 to obtain
an efficient additive-error estimate of (u|@ |u) with high probability. Since the
runtime of the algorithm in Lemma 3.5.9 is poly(s?, 1/e), it follows that (u] O |u)
can be estimated to within any additive error € in time poly(n, 1/¢,2¥) and thus
F is approximately classically evaluatable (the dependence of n is implicit in the
algorithm A as per Definition 3.5.2). O

We conjecture that this is the only inclusion relation that holds among the
state classes defined above. In the next and final section, we explore how these
classes can be separated in the context of ground state energy estimation.
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3.6 Connection to ground states

In this final section, we connect the previously introduced classes of ansatze to
ground states of Hamiltonians. Specifically, we prove that, under reasonable
complexity-theoretic assumptions, there exist:

e a family of local Hamiltonians that has a corresponding family of ground
states that is both perfectly classically evaluatable and uniformly quantumly-
preparable, but does not have a succinct representation allowing £-sampling
access for any 0 < ¢ < 1/3;

e a family of local Hamiltonians that has a corresponding family of ground
states that is uniformly is quantumly-preparable, but does not have any any
efficiently describable® family that is approximately classically evaluatable
or samplable.

Our first construction relies on the concept of light cones in quantum circuits.

Light cones. For a k-qubit operator O and a circuit U acting on n > k qubits,
we say that the light cone of O with respect to U is the set of qubits on which the
operator UOUT acts non-trivially. For a set of qubits I = {iy,...,ix}, the light
cone of [ is the union of light cones over all operators O supported on qubits with
indices from I. Suppose that U is a constant-depth circuit of depth ¢, consisting
only of 2-qubit gates. If |I| = k, it can easily be shown that the size of the light
cone of qubits from I with respect to circuit U is at most 2%k (see, for example,
[TDO04, page 9]).

3.6.1. PROPOSITION. There ezists a family of local Hamiltonians H = {H,, : n €
7.} whose ground states are part of a family F, such that

o F is perfectly classically evaluatable and uniformly quantumly-preparable;

e F does not have §-sample access for any 0 < § < 1/3, unless BQP C AM.

Proof:

We will use a proof by contradiction. Assume BQP ¢ AM. Recall from Ap-
pendix B that in [TDO04] it is shown that the ability to perform approximate
weak sampling from the output of a P-uniform family of constant depth quan-
tum circuits U = {V,, : n € Z, }, that uses only 2-local gates acting on n qubits
initialized in |0™), up to relative error 0 < £ < 1/3 implies that BQP C AM. Let
V€ U be a circuit of depth t = O(1). Now consider the 1-local Hamiltonian

1
H, =— 1IX1]. ® 1.
S e

i€[n]

8See Definition 3.6.2.
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We have that |0") is the unique ground state of H,, and every other eigenstate
has energy > 1/n. Now consider the 2'-local Hamiltonian H/, defined by

/ 1 1
H, = Vol V= =S Ve V= 230 | TT Ve | 1l | TT vl )

i€[n] i€[n] \jeL® j'eL®)

where L) = {j : V, ; in light-cone of qubit i} and {V,,;} are the 2-qubit gates
used in the circuit V,,. The ground state of H] is given by V,,|0™), which is
classically evaluatable and uniformly quantumly-preparable as it is prepared by
a constant-depth quantum circuit (see Appendix B). Hence, the family of states
F =A{V,|0™) : V,, € U} contains all ground states from the family of Hamiltonians
H ={H, : n € Z,}. Now suppose that there exists a 0 < ¢ < 1/3, such that
F also allows &-sample access. Since £-sampling from F would be identical to
&-sampling from the output of the circuits V,, from the family U, this implies
BQP C AM, which is in contradiction with our assumption. Hence, there exists
no such 0 < ¢ < 1/3. 0

We will now show that an even stronger statement can be made with respect
to uniformly quantumly-preparable states. In Proposition 3.6.1, our statement
concerned a Hamiltonian for which the verifier itself could efficiently find the
exact form of the ground state. From this ground state description alone, it
was impossible to construct the algorithm O*™P to sample basis states from the
ground state according to the Born rule. However, in this construction, it was
essential to restrict the family of considered states to describe the ground state.
In the next setting, we can show that it holds for all possible families F that
allow for either approximately local or query and sample access.

First, there is one technicality we have to overcome. As we will have a prover-
verifier setting, we will need a way to efficiently specify a certain family F,. This
allows the prover to provide two classical witnesses: one indicating the family
F. (which tells the verifier what algorithm A to use), and the other to specify
rep(u) which describes the vectors to be used by A. Hence, we need one final
definition, which is that of efficiently describable families that allow an access
model as defined in Section 3.5. We will state the definition only explicitly for
classically evaluatable states:

3.6.2. DEFINITION. Consider a fixed Turing machine M. We say that a collection
{F-}2eq01)+ of classically evaluatable families of vectors is efficiently describable
(by M) if, for every z € {0, 1}*, the machine M outputs a classical description of
the algorithm A satisfying Definition 3.5.5 for the family F, in time poly(|z|).

Similarly, one can give definitions for the existence of such Turing machines for
samplable and uniformly quantumly preparable states, referring to the algorithm
A in Definition 3.5.1 or the circuits V' in Definition 3.5.8. One can view M as
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a universally agreed-upon compiler that maps string encodings to efficient access
procedures for well-defined families of states. For example, it could be that the
string z = 00100100 indicates the family consisting of all matrix product states
with bounded bond dimension and a fixed local dimension, and running M (z)
returns a classical description of the algorithm A (which could as a subroutine
have the algorithm given in Appendix B). There might be many classes of vectors
that we do not yet know of that allow sampling access or (approximately) local
access, but this will not be important for the proof of the next proposition.

3.6.3. PROPOSITION. There exists a family of local Hamiltonians H = {H, : x €
{0,1}*} whose ground states:

e are part of a family F which is uniformly quantumly-preparable;

e are not part of any efficiently describable family of states F' that is either
approzimately classically evaluatable or samplable, unless QCMA C MA.

Proof:

We will again use a proof by contradiction, assuming that MA C QCMA. In
Appendix D of [WFC24], it is shown that the following problem is QCMA-hard:?
One is given a 6-local Hamiltonian H which is promised to have either (i) a ground
state which comes from a family of uniformly quantumly-preparable states and
has energy 0; or (ii) ground state energy > b = 1/p(n) for some polynomial
p(n), and the task is to decide which of the two holds. Consider the family of
Hamiltonians {H, : = € {0,1}*} with uniformly quantumly-preparable ground
states {|1,) } in case (i), for which the above problem is QCMA-complete. Suppose
that every [¢,) is also part of a family of states that is classically evaluatable and
efficiently describable by the Turing machine M from Definition 3.6.2. Then
for every = and every choice of € > 1/poly(n), there exists a family F, of e-
classically evaluatable vectors, containing a normalised vector v € F,, such that
we can estimate (¢,| O |¢,) for any O(logn)-local observable O up to e-error with
probability 1 —¢ in time poly(n, 1/¢,log(1/5)) (see Remark 3.5.4), using only the
description of u, with n = logdim(|¢),)). Since H, is 6-local, it has at most
m = O(n®) 6-local terms. Hence, if € < m/4p(n) and § < 1/3m, we can estimate
(| Hy [thy,) up to an additive error of < 1/4p(n) with probability > 2/3.

The MA protocol is as follows: the prover provides the description of the
family F, as a string z, as well as string denoting rep(u) for some u € F, of
the supposed ground state [¢,). The verifier uses M with input z to find the
algorithm A, and then uses A to check whether rep(u) corresponds to some |u) €
F. and output Qifcal. If the check is sound, the verifier uses the algorithm Q}f“al

9We have not included this result in this thesis, but the idea is to do a reduction similar
to what is done in Section 4.4.1 but starting from QCMA; instead of UQCMA. The ground
states are then history states for classical proofs that get accepted with probability 1, which
are uniformly quantumly-preparable.
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to approximately compute (¢,| H, [1,) using rep(u) and checks if it is smaller
than 1/4p(n). Completeness follows from the above argument, and soundness
follows from the variational principle. Hence, this would imply QCMA C MA,
contradicting the assumption.

The same argument applies to families of samplable states by Lemma 3.5.9,
using a modified definition of Definition 3.6.2 tailored to samplable states. O

3.6.1. OPEN PROBLEM. Are there families of samplable states and/or classically
evaluatable states that are provably not uniformly quantumly preparable? What
about considering only query or sampling access?



Chapter 4
Local Hamiltonians with guiding states

4.1 Introduction

Simulation of physical systems is one of the originally envisioned applications of
quantum computing [Fey82, Fey86]. Quantum chemistry and quantum many-
body physics, in particular, have seen much activity on this front in recent years,
e.g. [Aar09, AGDLHGO05, BBMC20, LBG™21, RWS*17, SBW*21]. As we dis-
cussed in Chapter 3, estimating ground state energies of local Hamiltonians plays
a central role here; unfortunately, it is nowadays well-known that estimating
ground state energies of local Hamiltonians is QMA-complete [KSV02], which
persists even in the bosonic [WMN10] and fermionic settings [SV09]. Thus, as-
suming BQP # QMA, one cannot hope for an efficient algorithm for the local
Hamiltonian problem on all k-local Hamiltonians.

As we saw in Chapter 1, a commonly proposed strategy to sidestep worst-
case hardness in practice is to use the following two-step approach for estimating
ground state energies on a quantum computer:

e (Step 1: Ground state approximation) A classical (or quantum) heuristic
algorithm is applied to obtain a “guiding state” |¢), which is hoped to have
“oood” fidelity with a ground state.

e (Step 2: Ground state energy approximation) The guiding state |¢) is used
in Quantum Phase Estimation (QPE) [Kit95] to efficiently compute the
corresponding ground state energy [AL99, AGDLHGO5].

In [GL22], Gharibian and Le Gall initiated the formal study of Step 2 above, by
introducing the Guided k-Local Hamiltonian problem (k-GLH). Roughly, k-GLH
can be stated as follows (see Definition 3.1.2 for the formal version): given a
k-local Hamiltonian H, a suitable representation of a guiding state [¢) with (-
fidelity to the ground space of H, and real thresholds b > a, estimate the ground
state energy of H. Here, we assume that the Hamiltonian has been renormalised
to have operator norm at most 1.

75
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Two main results were established in [GL22]:

e For any constant k, k-GLH can be solved efficiently classically to constant
precision, i.e., for b —a = 0(1) and ( = O(1).

e In contrast, 6-GLH is BQP-hard for inverse polynomial precision, i.e., for
b—a=1/poly(n) and {( = 1/2 — 1/poly(n).!

The latter regime of inverse-polynomial precision turns out to be relevant for prac-
tical quantum chemistry applications: the target “chemical accuracy” is around
1.6 millihartree, which, after renormalising the Hamiltonian, corresponds to the
stated inverse-polynomial precision.? This BQP-hardness result therefore provides
theoretical support for the advantage of quantum algorithms in chemistry.

Many important questions were left open in [GL22]:* Is k-GLH still BQP-hard
with larger (, particularly when ( is arbitrarily inverse polynomially close to 17 Is
k-GLH still BQP-hard for £ < 67 Is k-GLH still BQP-hard for estimating excited
state energies? Is k-GLH still BQP-hard for physically motivated Hamiltonians?
Finally, what happens to the complexity of the problem if we also incorporate
Step 27 Can we use this to say something about the power of classical versus
quantum heuristics in the context of the above two-step procedure for ground
state energy estimation?

4.1.1 Results of this chapter

In this chapter, we resolve all of the open problems mentioned above. Specifically,
we will prove the following results:

e First, we show that BQP-hardness continues to hold even for ( = 1 —
1/poly(n), i.e., even when we are promised that the guiding state |¢) is a
remarkably good approximation to the ground state.

e Second, we extend the BQP-hardness results to the case where one is inter-
ested in estimating energies of excited states, rather than just the ground
state.

e Third, we prove hardness results for physically motivated Hamiltonians.
These include the 2-local XY model (constraints of the form XX + YY),
the Heisenberg model (constraints of the form XX + YY + ZZ), the anti-
ferromagnetic XY model, and the antiferromagnetic Heisenberg model.

!Such hardness statements should be read as: there exists a polynomial p(n) such that the
problem is hard when b —a = 1/p(n).

2Though this corresponds to only inverse-linear precision relative to the operator norm. It
remains an open question whether the general local Hamiltonian problem is QMA-hard in this
regime.

3See Chapter 1 for additional motivation behind these questions.
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e Fourth, we define “Merlinised” versions of the guided local Hamiltonian
problem, which we call guidable local Hamiltonian problems. Unlike their
guided counterparts, these problems do not come with a guiding state as
part of the input, but only with the promise that one ezists. We prove
that the guidable local Hamiltonian problem is QCMA-hard, and show that
the additional results above in the guided setting translate directly to the
guidable setting.

We will focus only on hardness as containment in the respective quantum
classes is already known to hold via quantum phase estimation (QPE)* or more
recent techniques [LT20b, LT20a] based on the quantum singular value transfor-
mation [GSLW19].

As a complementary result to this chapter, we present an alternative to the
dequantization algorithm proposed in [GL22] in Appendix C, showing that the
above problems are classically (non-deterministically) solvable in the constant
relative precision regime for classically evaluatable guiding states (assuming that
¢ is also lower bounded by a constant).

4.2 The guided local Hamiltonian problem

Let us start by formally defining the guided local Hamiltonian problem, slightly
modifying the definition as introduced by [GL22] by incorporating classically
evaluatable states (Definition 3.5.5) as our guiding states.

4.2.1. DEFINITION (Guided local Hamiltonian problem, GLH(k, a, b, ()).

Input: A description of a collection of k-local Hermitian operators {H;}icim),
which define an n-qubit k-local Hamiltonian H = )" | H; with ||H|| <1,
where m = poly(n); a description of a classically evaluatable state |u) €
C?": two efficiently computable real numbers a, b such that b > a; and an
efficiently computable fidelity parameter ¢ € [0, 1].

Promise: [[IIf |u) ||> > ¢, where II[] denotes the projection onto the subspace
spanned by the ground states of H, and either \o(H) < a or A\o(H) > b
holds.

Goal: Decide whether \o(H) < a or \o(H) > b.

When |u) is also uniformly quantumly preparable (Definition 3.5.8), we write
GLH*(k, a, b, C).

4Proving that QPE works in this guided setting is actually rather tedious; see Chapter
3 in Lin’s lecture notes [Lin22]. The reason is that in the standard derivation of QPE, three
assumptions are typically made: (i) the eigenphase 6 can be exactly expressed in a finite number
of bits; (ii) one is given the exact eigenstate; and (iii) the unitary can be implemented perfectly.
While assumption (iii) is easy to relax, handling (i) and (ii) simultaneously requires some care.
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Note that Definition 4.2.1 differs from Definition 3.1.2 not only in its extra guiding
state input, but also in the norm constraints imposed on the local Hamiltonian
and its terms. In Definition 3.1.2, we required only that each local term has
operator norm at most one, which implies that the operator norm of the entire
Hamiltonian is at most m. This allows us to enforce a global norm bound of one
by simply rescaling the Hamiltonian by a factor of 1/m, which correspondingly
scales the promise gap. The choice of a global norm constraint in Definition 3.1.2
is primarily historical—following [GL22], where the problem was first defined—
but also motivated by the fact that the guided (and guidable) local Hamiltonian
problem has connections to the quantum PCP conjecture (see also Appendix C).
As we will see in Chapter 6, quantum PCPs naturally induce local Hamiltonians
that satisfy such a global norm constraint.

As a technical remark, we define GLH*(H, a, b, ¢) separately from GLH(H, a, b, ()
because the latter may not lie in BQP when the guiding state is not uniformly
quantumly preparable. However, this distinction will not affect our hardness re-
sults, as all guiding states used in our constructions will be quantumly preparable.

All the upcoming constructions will rely on a specific type of guiding state,
which we call semi-classical encoded states.

4.2.2. DEFINITION (Semi-classical encoded state). We say that a normalized state
luy € C?", for some m = O(n), is a semi-classical encoded state if there exists
a subset S C {0, 1} with |S| = poly(n) and a set of isometries Vi, Vs, ..., V,,
where each V; maps a single-qubit state to an r;-qubit state, with 1 < r; < rpax
for some 7y = O(1), such that

1
) = —=> Vi(lz1)) @ Val|2)) @ - - @ Viu(|a)).

’S‘ €S
When Vi = Vo = -+ =V, = I, we say that |u) is a polynomially-sized subset
state.

It is straightforward to show that semi-classical encoded states satisfy the
criteria of all the state classes introduced in Chapter 3.

4.2.3. LEMMA. Semi-classical encoded states are classically evaluatable, uniformly
quantumly-preparable and allow perfect-sampling access.

Proof:

Let |u) = ﬁzweslx% so that |u) = (Vi®@Va®---®V,)|u), where |u) is

any m-qubit semi-classical encoded state as defined in Definition 4.2.2. Just
as in Appendix B, semi-classical encoded states have a classical description in
standard English text from which membership in the class can be easily verified,
so we again take the function rep(-) to be any standard text-to-binary converter,
e.g., ASCII. This way, we only need to check whether the algorithms QIuew,
Qsamp and Qlocal corresponding to a given class of states, exist.
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Classical evaluability. By Proposition 3.5.6, classical evaluability is preserved
under the application of local isometries. It thus suffices to show that |u), which
is a polynomially-sized subset state, is classically evaluatable. Since Condition (i)
of Definition 3.5.5 holds directly by definition, we only need to verify Condition
(ii).

We only need to show that chal exists. Consider any k-local observable O.

We have
ul O|u) = Oy >
< ISW 2{: ’ ’ |Sw 2{: 1,J

i,jJES i,jES

with O, ; = (i| O |j). Since |S| = poly(n), this sum can be evaluated efficiently
given query access to the matrix elements of O. By Definition 3.1.1, any k-local
observable is given as

O=P(0x1)P*,

where O is a 2F x 2% Hermitian matrix and P, is a permutation matrix defined
by P l|xy - x,) = |xw(1) . -xﬂ(n)>. Hence,

Om‘ = <Z| P (Z Opyq |p><q| ®H> P7r_1 |J>

p.q

can be evaluated efficiently in 2%, and therefore so can (u| O |u).

Samplability. To verify Condition (i) of Definition 3.5.1, consider an arbitrary
m-bit string z. For each ¢ € [n], let z; € {0,1}" denote the portion of y corre-
sponding to qubits associated with the image of V;. Then we can write

zlu (zi| Vi(lzs))
(z[u) = \/I?ZH | Vi

zeS 1=1

Each inner product (z;| V;(|x;)) is a complex number that can be computed in
constant time, since V; maps 1-qubit states to r; < rpax = O(1) qubits and has
a known description. Since |S| = poly(n), the total sum can be evaluated in
poly(n) time.

For Condition (ii), define

P(yo, - yi—1) = [[(1Yo, - - Yim1)Wos - - - Yim1| @ H)’14>H2,

the probability that measuring the first ¢ qubits in the computational basis yields
outcome yo, .. .,y;_1. For each i € [m|, we can efficiently calculate P(yo, y1, ..., Yi—1)
because |S| = poly(n) and Vi(|z1)) @ Va(|z2)) @ - -+ @ V. (|z,)) is a product state
of O(1)-qubit states. Then, we can also efficiently calculate the conditional prob-
ability
P(Yo, Y1, - Yi-1, 2)

P(yo,y1, -, Yic1)

P(Z | Yo, Y1, ---ayi—l) =
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If the bits yo, y1, ..., y;—1 have already been sampled, we compute P(z|yo, Y1, -, Yi—1)
and sample the next bit by tossing the coin with bias P(0|yo, y1, ..., ¥i—1). In this
way, we can classically efficiently sample from the probability distribution that
outputs x with probability |(z|u)|?.

Condition (iii) holds by definition (since it is a normalised state).

Uniformly quantum-preparability. To show that |u) is uniformly quan-
tumly preparable, we must construct it to within any € > 1/poly(n) using a uni-
versal gate set. The state |@) can be prepared efficiently using the Grover—Rudolph
procedure [GR02]. Each isometry V; maps a single qubit to a state on r; < rpa =
O(1) qubits. To implement V;, we introduce r; — 1 ancilla qubits in the state |0)
and apply a unitary U; on the resulting r;-qubit register. We construct U; using
the Gram-Schmidt process: we take V;|0) and V; |1) as the first two basis vectors
of an orthonormal basis for the 2"-dimensional Hilbert space, and complete the
basis arbitrarily. These vectors become the first two columns of U;, with the
remaining columns chosen to make U; unitary. Since r; = O(1), each U; acts
on a constant number of qubits and can be approximated to precision 1/ exp(n)
using poly(n) gates from a universal gate set [BBC195]. The overall preparation
procedure is as follows: prepare |a)[0---0), and then apply U; - - - U, to obtain
|u) (up to any desired precision > 1/exp(n)). 0

In [GL22] it was proven that GLH(k,a,b,() is BQP-hard for the following
parameter settings.’

4.2.4. THEOREM (From [GL22]). For any ¢ € (0,1/v2 —Q(1/poly(n))), there
exist parameters a,b € [0,1] with b —a > 1/poly(n) such that GLH(6,a,b,() is
BQP-hard.

We briefly sketch Gharibian and Le Gall’s original construction [GL22] used to
prove Theorem 4.2.4. Let A = (Aygs, Axo) be a promise problem in BQP, and let
x € {0,1}" be an input. Let V = V... V] be a P-uniform generated quantum
circuit consisting of 1- and 2-qubit gates V;, deciding A. More precisely, V' takes an
n-qubit input register A and an r = poly(n)-qubit work register B, and outputs,
upon measurement, a 1 on the first qubit with probability at least ¢ (resp. at
most s) if © € Aygg (resp. x € Ayo). By standard error reduction, we can assume
without loss of generality that c=1—27" and s =27".

We recall Kitaev’s original 5-local clock Hamiltonian from Section 3.2.1 Hpxk 5
(see Eq. (3.5)), but omit the witness register, since we are dealing with a BQP
verifier. Also, in a slight abuse of notation to simplify the presentation, we (i)
write H; in terms of the clock states before the operator transformation ¢ and do
the same for the time states |t) and the transformation ¢ (see again Section 3.2.1)

°The proof in [GL22] uses a polynomially-sized subset state as a guiding state, which is
classically evaluatable, uniformly quantumly preparable and allows perfect sampling access.



4.2. The guided local Hamiltonian problem 81

and (ii) write Hj, in terms of global projectors onto the basis state as it does not
change any of the analysis. The Hamiltonian Hpk 5 is then given as a sum of the
following terms:

Hiy = (I — |z)z[)a ® (I—10...0)0...0))p @ |0)0],,
=10

Hou X0y @ ITKT |,
T
Hgop, := Z |0><0|cj ® |1><1|Cj+1 )
=1
T
Hpypop = Z H, where
=1
1 - 1 1
Hyi=— LU |t~ 1l — 50U @ It~ Wtle + 310 1)elo + 310 ¢ — 10 — 1]

(4.1)

Here C' denotes the clock register consisting of 7' = poly(n) qubits. From Chap-
ter 3, we know that the ground state energy of the Hamiltonian Hpk s = Hi, +
Hoye + Heook + Hprop satisfies the following:

e If U accepts with at least probability ¢, then \o(Hrk5) < 175

T
e If U accepts with at most probability s, then \o(Hpk ) > Q(l;sﬁ)
Hrpk 5 can be split into two separate terms:

HO = Hin + Hstab + Hprop
Hl = Hout

for which we know that the history state (which is unique as there is no witness
register)

1 T
) = g D e Urle) 4100 e (4.2

spans the null space of Hy. Consider the following guiding state, which is a
polynomial-sized subset state:

1 N

|u> - \/m ; |x>A ‘O : O>B ’t>C :
In general, this guiding state has at most O(1/(7T'N)) fidelity with the history
state and therefore an even smaller fidelity with the actual ground state of Hyk 5.
The idea is to transform Hpg 5 into a new Hamiltonian H’ such that the guiding
state |u) achieves fidelity at least ( with the ground space in both the YESs- and
NO-cases. To achieve this, Gharibian and Le Gall use the following tricks:
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e Since the history state in Eq. (4.2) uniquely spans the null space of Hy (of
which all terms are positive semi-definite) in the BQP setting, and a bound
is known on the energy of all non-zero eigenstates, weighing Hy with a large
(but only polynomial) prefactor I' allows one to increase the fidelity of the
actual ground state with the history state.®

e By pre-idling the circuit V' that is in the clock Hamiltonian—that is, apply-
ing M identity gates before the first actual gate—the fidelity between |u)
and the history state can be increased. This increases the number of gates
from T to T" = T + M. Denote the weighted and pre-idled Hamiltonian as
FIFK75. Also, define

¢ = 1—c and §::Q(1_\/§>.

T +1 T

e Finally, by block-encoding }AIFK,5 into a larger Hamiltonian Hg, which acts
on n+r+T+1 qubits (adding another single-qubit register D), one can add
another Hamiltonian (in their case a scaled identity term) in another block
such that the ground space in case of a NO-case is trivial, only increasing
the locality of the Hamiltonian in the construction by 1. By setting this
specific qubit in the guiding state to the |4) state, one ensures that it has
fidelity with both the NO- and YES-cases.

The final Hamiltonian before renormalisation is then

c+ s 2
Hg := 5 Iape ® |O><O’D + Hrks ® |1><1|D ) (4.3)

where ﬁFK,g, = I (Hin + Hstab + Hprop) + Hout- The guiding state becomes

M
1
lu) ;== 12}, 10...0)5 | —= > )] |+)p: (4.4)
A 2| = ; Rt
Since the overall construction starts from a 5-local Hamiltonian, the block-encoding
step increases the locality to 6 and restricts the fidelity to be at most 1/2 —

1/poly(n).

4.3 Increasing the allowed fidelity

Our first goal is to improve Theorem 4.2.4 in terms of the allowed fidelity, i.e.,
(-parameter. Observe that the optimal guiding state, i.e., the state that achieves
the maximum fidelity with the ground space in both the YES- and NO-cases, for

6This is a similar idea to the small-penalty clock construction of Lemma 3.2.3.
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the Hamiltonian of Eq. (4.3) takes the form |¢) ® |+) for a certain choice of |¢).
This shows that, in this construction, the fidelity cannot exceed 1/2. To overcome
this limitation, we employ the perturbative techniques of [KKR06, BDL11].

In particular, we apply first-order perturbation theory, specifically using the
general Schrieffer—Wolff transformation framework from [BDL11]. The main idea
is to introduce a large energy penalty term that excludes all low-energy states
not resembling “history states”. We then show that a suitable guiding state can
be chosen as the semi-classical subset state from Eq. (4.4), but without the |+)-
state in the D-register. This is made possible by the fact that the ground state
of our Hamiltonian is both gapped and unique. The uniqueness arises because
we are reducing from BQP (rather than QMA): in other words, there is no “QMA
proof” to be inserted into the history state construction, so there is a unique low-
energy history state. By employing perturbation theory, we are able to directly
approximate the ground state with a guiding state in both the YES- and NO-cases.
This contrasts with the block-encoding approach of [GL22], which used equally
weighted orthogonal subspaces to separately encode the YES- and NO-cases.

4.3.1 Schrieffer-Wolff transformation for non-degenerate
gapped ground spaces

We now briefly introduce the Schrieffer—Wolff transformation and its approxima-
tion [BDL11], which is the key technique in the proof. We consider only the case
where the unperturbed Hamiltonian has a one-dimensional ground space.

Let Hy be a Hamiltonian with a one-dimensional ground space spanned by
|go), whose energy is zero. Assume that the smallest non-zero eigenvalue of H,
is greater than one. Consider the following (perturbed) Hamiltonian for some
I'>0o:

H=THy+V.

We assume throughout that ||V|| < I'/2. Under this assumption, there exists a
unique eigenvector (denoted by |g)) of H whose eigenvalue lies in the interval
[—I'/2,T'/2] (Lemma 3.1 of [BDL11]).

The Schrieffer—Wolff (SW) transformation is defined as a unitary Usw that
maps the ground space of H to that of Hy; that is, Usw |g) = |go). The Hamilto-
nian

Hog = MoUsw (D Hy + VUL T,

is called the effective low-energy Hamiltonian, where Ilj is the projector onto the
ground space of Hy.” The eigenvector of Heg is |go), and its eigenvalue coincides
with the eigenvalue of |g) under H.

Next, we show how to approximate Usw and Hes. We will only need the
simplest first-order approximation for our purposes. Assuming that ||V < T'/16,

"Since the ground state is unique, we automatically have Iz = Io.
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it is known that
IT— Uswl| = O~ V])) (4.5)

and
| Heg — I VIIpl| = O V) (4.6)

hold (Lemma 3.4 of [BDL11|, Lemma 4 of [BH17]). This means that I and
[TV, serve as first-order approximations to Usw and H.g, respectively. The
derivation and expressions for the higher-order terms can be found in [BDL11].
From Eq. (4.5), it follows that

I19) = lgo) Il = || @= Ul I90)| = 01 v). (4.7)

It also follows from Eq. (4.6) that the ground state energy of H differs by at most
O(T|V]|?) from the eigenvalue of Hegq = IIgV Il (restricted to the subspace
spanned by |go))-

4.3.2 Application to GLH

With the tools from Section 4.3.1 in hand, we are now ready to make the first
improvement to Theorem 4.2.4.

4.3.1. PROPOSITION. For any ¢ € (0,1 —1/poly(n)), there exist a,b € [0, 1] with
b—a > 1/poly(n) such that GLH(5,a,b,() is BQP-hard. Moreover, it remains
BQP-hard under the following two additional promises:

1. H has a non-degenerate ground state, separated from the first excited state
by a gap v > 1/poly(n) in both the YES- and NO-cases.

2. The guiding state is restricted to be a semi-classical subset state.

Proof:
Let A = (Aygs, Avo) be a promise problem in BQP, and let 4 = {U,, : n € N}
be a corresponding P-uniform family of BQP verifiers that decide A. Fix some
input size n, and let x € {0,1}" be an input. As always, we write U = U,, € U
for the corresponding BQP verifier to simplify notation. Let U = VpVp_i--- V)
be a decomposition of U into T' = poly(n) one- and two-qubit gates. The circuit
U acts on |z), ®|0---0) 5, where A denotes the n-qubit input register and B
denotes the polynomial-sized ancilla register. By measuring the output qubit of
Ulz),®10---0)5, the quantum verifier outputs 1 with probability at least c if
T € Ayps, and at most s if x € Ayo. We may assume c=1—2"" and s = 27" via
standard error reduction for BQP.

Consider the pre-idled quantum verifier U := UT- - -1, where I is the identity
gate. The circuit U consists of M := T+ N gates V;, where N = poly(n) denotes
the number of idling steps (chosen appropriately later). We now construct the
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Hamiltonian using Kitaev’s 5-local circuit-to-Hamiltonian construction, with an
additional scaling factor (we will renormalise the final Hamiltonian at the end of
the proof to meet the norm condition of Definition 4.2.1):

H = F(Hm + Hprop + Hstab) + Houta (48)

where the terms are defined as in Eq. (4.1). The non-degenerate, zero-energy
ground space of Hy := H;, + Hprop + Hgtap 1s spanned by the history state

= g 2 Ve il ©10 0 @ e, (4.9)

In [GY19, Lemma 2.2], it is shown that the smallest non-zero eigenvalue of H is
larger than m2/(64M?).8

We apply the Schrieffer—Wolff transformation from Section 4.3.1 to H, taking
" sufficiently large. Note that Hyy = [0)0| @ I ®@ |M)YM]|, and |[Howl = 1. We

take
16 - 64M?
> —

- 7T2

r

Then, H has a one-dimensional ground space spanned by a ground state |g). We
now analyse the fidelity between |g) and |n), and the eigenvalue of |g) in the YES-
and NO-cases.

Analysis of the fidelity. By Eq. (4.7), we have

M2
o) =11 =0 ().
Define the state
|
Uy = —— ), R0--0)r R t)~,
|> \/N;|>A | >B |>C’

which is a semi-classical subset state. This satisfies

N

2 _

Therefore, for any positive polynomial r, we can take sufficiently large N,I" €

poly(n) so that
1
2
[(ulg)|* > 1 - —.
r(n)

8Strictly speaking, we do not need this reference as we already argued in Section 3.2.1 that
the smallest non-zero eigenvalue of this Hy also is lower bounded by Lemma 3.2.1. Of course,
this changes nothing in the proof except for constant factors what we do not care about.
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Analysis of energies. We now analyse the ground state energy of H in the
YES- and NO-cases. The first-order effective Hamiltonian is

Hegg,y = |n)n| Hous [1)n]
with |n) the history state from Eq. (4.9). We have

_ t
(1|l 0 = 7 (201U (10Kl @ DU [0}
The eigenvalue of Heg is given by (n] Hoy |n), which is within O(M?/T) =

1/poly(n) of the ground state energy of H by Eq. (4.6). It can be verified that

out

1—c .
<77‘ Hout ‘7]> S M—|— 1 if I~ AYE87
and
1—s5

As noted earlier, we assume ¢ = 1 — 27" and s = 27". Hence, the ground state
energy a of H lies in the range 0 £ O(M?/T') in the YES-case, and the ground
state energy b lies in the range 1/(M + 1) £ O(M?/T') in the NO-case.

The spectral gap. To estimate the spectral gap in the NO-case: the smallest
non-zero eigenvalue of H is at least I'm?/(64M?) — 1. The ground state energy

lies within s 2
—~ 10 =).
M+1 o ( r )

Therefore, the spectral gap is at least

o(ir) - (w7 ()

Since the ground state energy in the YES-case is lower, taking sufficiently large
[' = poly(n) ensures that H has an inverse-polynomially bounded spectral gap
and b —a > 1/poly(n). Finally, we may renormalise H by a polynomial factor to
satisfy the norm condition of Definition 4.2.1, which completes the proof. O

In terms of the order of scaling, showing hardness for ( = 1 — 1/poly(n) is
the best one can hope for, as any ( = 1 — o(1/poly(n)) would imply that, for
sufficiently large n, the guiding state becomes close enough to the ground state
that the GLH(k, a, b, () instance could simply be solved by classically computing
(u| H |u), which puts the problem in P.

Before improving the result in terms of its other input parameter, that is,
the locality, we first make a detour to define some variants and generalisations of
GLH(k, a,b,(). The reason is that the techniques used to improve the parameters
(see Section 4.6) also apply to these related problems.



4.4. Guidable local Hamiltonian problems 87

4.4 Guidable local Hamiltonian problems

In the guided local Hamiltonian problem, the guiding state is part of the input
to the problem. A natural question then arises: how does the hardness of the
problem change if one is only promised that a guiding state exists, but it is no
longer provided as part of the input? This leads to a modification of the guided
local Hamiltonian problem, which we refer to as the guidable local Hamiltonian
problem. Additionally, we distinguish between two separate families of problems
to capture the power of classical versus quantum heuristics.”

4.4.1. DEFINITION (Guidable local Hamiltonian problems).

Input: A description of a collection of k-local Hermitian operators {H;}icpm,
which define an n-qubit k-local Hamiltonian H = )" | H; with ||H| < 1,
where m = poly(n); two efficiently computable real numbers a, b such that
b > a; and an efficiently computable fidelity parameter ¢ € [0, 1].

Promise: We have that either \g(H) < a or \g(H) > b holds.

Additional promise: For each problem class, at least one of the following ad-
ditional promises holds:

1. There exists a classically evaluatable state |u) € C*" with the property

that HH?S |u) ||§ > (. Then the problem is called the classically guidable
local Hamiltonian problem (CGaLH(k,a,b,()).

2. There exists a uniformly quantumly-preparable state |u) € C*" with
the property that HH?S ]u)H2 > (. Then the problem is called the
quantumly guidable local Hamiltonian problem (QGaLH(k,a,b,()).

If |u) is both classically evaluatable and uniformly quantumly-preparable,
we call the problem the classically guidable and quantumly-preparable local
Hamiltonian problem (CGaLH"(k,a,b,()).

Goal: Decide whether \o(H) < a or \o(H) > b.

We observe that QGaLH(k,a,b, () is closely related to the low-complexity low-
energy states problem introduced in [WJB03]. In fact, proving QCMA-hardness
for QGaLH(k, a, b, () for some ¢ > 1/poly(n)), b—a > 1/poly(n), implies QCMA-
hardness of the low-complexity low-energy states problem for the same value of
k. However, the converse does not hold directly. The reason is that, in the low-
complexity low-energy States problem, it may be the case that all low-energy

9Something similar could have been done for GLH(k, a, b, (), but this would lead to weaker
complexity-theoretic implications when formulating certain statements regarding classically
evaluatable states (see for example Appendix C.2.1).
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states of the Hamiltonian H in the YES-case are preparable by polynomial-size
quantum circuits, but nonetheless have only negligible overlap with the ground
space.

4.4.1 Proof of QCMA-hardness

We follow a similar proof structure to that used in the BQP-hardness proofs of
the Guided local Hamiltonian problem in Section 4.3. However, several obstacles
prevent us from directly adopting the same proof in the QCMA setting, i.e.,
when starting with a verification circuit U,, from a P-uniform family & = {U, :
n € N} of QCMA verifiers. This is mainly due to the fact that U,, unlike a
BQP verification circuit, includes an additional input register for the witness.
As a result, there are many valid history states (i.e., zero-eigenvectors of the
Hamiltonian Hy), which gives us less control over (and less information about) the
actual ground state of the Hamiltonian produced by the circuit-to-Hamiltonian
construction.

To work around this, we use several techniques in the new construction. First,
we apply the CNOT trick introduced in [WJB03] to “force” all witnesses to be
classical. Second, we use a result from [ABOBS22], which shows that there exists
a randomised reduction from a QCMA protocol with verification circuit U,, to one
with a verification circuit U,, such that in the YES-case, there is a unique accept-
ing witness. Next, we apply the small-penalty circuit-to-Hamiltonian mapping
from [DGF22] (see Section 3.2.1), which, together with error reduction on the
verification circuit U,, gives us fine control over the bounds on the energies in the
low-energy subspace of the Hamiltonian.

Combining this with the aforementioned randomised reduction, we find that
the ground space of H is now one-dimensional and can be made to have ex-
ponentially high fidelity with the history state corresponding to the uniquely
accepting witness in the YES-case. This allows us to construct a corresponding
polynomial-sized subset state (which we show to be classically evaluatable and
quantumly preparable) that has good fidelity with this history state, and to use it
as our guiding state. We also apply the pre-idling and block-encoding techniques
from [GL22]| to increase fidelity with the guiding state and to handle the NO-case,
respectively.

For completeness, we begin by providing a proof of the CNOT-trick, which
was used without proof in [WJBO03].

4.4.2. LEMMA (The CNOT-trick). Letp,q: N — N be polynomially bounded func-
tions. Let U be a quantum polynomial-time verifier circuit that acts on an n-qubit
input register A, a p(n)-qubit witness register B, and a q(n)-qubit workspace regis-
ter C', initialised to ]0}®q<n). Denote 11y as the projection onto the subspace where
the first qubit is zero. Let ) be the Marriott—Watrous operator of the circuit,
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defined as

Q= <<x| I ® <0|®q<”>) UtTLU <|x> Iz |o>®Q<”>) . (4.10)

Consider an additional p(n)-qubit workspace register D, initialised to |O>®p(n),
on which U does not act. Then, by prepending U with p(n) CNOT operations,
each controlled by a qubit in register B and targeting the corresponding qubit
in register D, the Marriott—Watrous operator corresponding to the new circuit
becomes diagonal in the computational basis.

Proof:

Let Ucnot denote the 2p(n)-qubit operation that acts on the two registers B
and D, and that applies, for each [ € [p(n)], a CNOT gate controlled by qubit
[ in register B and targeting qubit [ in register D. Consider the new verifier
circuit U = UUcnor, which acts on registers A, B, C' and D, with corresponding
Marriott-Watrous operator Q. Let |i) and |j), for i,j € {0,1}*™ be arbitrary
computational basis states. Then,

(il Q1) = (<a:|<¢|<0|®q<"> (01"} UonorU oUlxor (1) 1) 10y 0) )
= (G 1O () UTIoU (J) 1710} 1))

=i (< 4 01 0w (J2) 1 0)9)
= .5 (il

where we used that U and lly act trivially on register D. Hence, the operator
@ is diagonal in the computational basis, with diagonal entries taken from the
diagonal of Q. O

We now recall the small-penalty clock construction lemma from Section 3.2.1,
which we restate for completeness.

4.4.3. LEMMA (Small-penalty clock construction [DGF22, Lemma 26]). LetU =
{U, : n € N} be a P-uniform family of QMA wverification circuits. Let n be the
input size and consider an input x € {0,1}". Suppose U,, consists of T = poly(n)
gates from some universal gate-set using at most 2-local gates. Denote P(1) for
the probability that U, accepts (z,|y)), and let Hspces be the corresponding 3-
local Hamiltonian from the circuit-to-Hamiltonian mapping in [KR03] with an
e-factor in front of Hyy. Then there exists a constant ¢ > 0, such that for all
0 < e <c/T?, we have that within the low-energy subspace S of Hgpccs, i.¢€.,

SE = span{|<I>> . <(I)‘ Hspccyg ‘@) S 6}
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the eigenvalues \; satisfy

1 — P(l¢3)
T+1

_ o), e%ﬁf’” + O(T?’ez)] | (3.7)

)\i € |:€
where {|Y;)} are the eigenstates of the Mariott-Watrous operator of the circuit
U,, given by

Qu = (el @1 0*) U} (00| @ D U, (2} @ 1@ [0)°)

We emphasise again that the proof of the small-penalty clock construction also
relies on the Schrieffer—Wolff transformation (Section 4.3.1), and essentially uses
the same ideas as in Proposition 4.3.2. We are now ready to present a theorem
analogous to Proposition 4.3.1, but for the guidable local Hamiltonian problem.

4.4.4. THEOREM. For any ¢ € (0,1 — 1/poly(n)), there exist a,b € [0,1] with
b—a > 1/poly(n) such that CGaLH"(4,a,b,() is QCMA-hard under randomised
reductions. Moreover, it remains QCMA-hard under randomised reductions with
the following two additional promises:

1. H has a non-degenerate ground state, separated from the first excited state
by a spectral gap v > 1/poly(n) in both the cases \g(H) < a and N\g(H) > b.

2. The guiding state is restricted to be a semi-classical subset state.

Proof:

We begin by presenting a “basic reduction” which uses computational basis states
as guiding states: these trivially satisfy the conditions of Definition 3.5.5. We first
establish completeness and soundness for this construction, and then show how
to improve the fidelity parameters.

The basic reduction. Let (U, p1,p2) be a trivial QCMA-hard circuit verifica-
tion promise problem. By the result of [ABOBS22], there exists a randomised re-
duction to a UQCMA instance (Un, P1, Pa), i.e., a QCMA instance with a unique ac-
cepting witness in the YES-case, with completeness-soundness gap at least 1/q(n)
for some polynomial q. Let the witness y € {0,1}*™, and suppose the verifier
uses at most 7" = poly(n) gates. We apply two transformations:

1. The CNOT trick: we “force” the witness to be classical by introducing an
extra register and copying each bit of y via CNOT gates before executing the
verifier. By Lemma 4.4.2, this diagonalises the Marriott—Watrous operator
corresponding to the modified circuit in the computational basis.
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2. Error reduction: we apply strong error reduction as in [MWO05], which al-
lows repeated verification with the same witness. It follows from [MWO05,
Theorem 3.3] that, for any quantum verifier U, using T' = poly(n) two-
qubit gates and a p(n)-qubit witness, there exists a circuit U, that also uses
p(n)-qubit witnesses and achieves completeness 1 — 27" and soundness 27",
for any polynomially bounded function r, using T = O (¢*rT) gates.

Let (U,,¢ 5) denote the resulting verification protocol. The circuit U, acts
on input register A, witness register W, and ancilla register B, and we de-
note the unique accepting witness (if one exists) by y*. We define P(y) :=

Pr [Un accepts y] The number of gates is now T = O(¢*rT). Consider the

following 4-local Hamiltonian:
H = Hyps ® |O><O|D + Hyo ® ‘1><1‘D )

where Hyus = Hgpce,s is the Hamiltonian from Lemma 3.2.3 with small penalty
parameter €, and Hy, is given by

T

Hyo = [1)(1]; + oL,

%

Il
o

with R is the number of qubits in the registers A, W, B and the clock register
C, and b > 0 a tunable parameter.

We observe that Hy, has a unique ground state with energy b given by the all
zeros state, and the spectrum increases in steps of 1 (and so it in particular has
a spectral gap of 1). We also have that ||Hyo| = R+ b = poly(n). As a guiding
state in the YES-case, we take:

|uyes) = |2) 4 ¥ )y 10+ 0) |O>C 0)py -

The fidelity with the history state corresponding to y* is then

1
(0] ) Juyes) | = ——.
(€0l 01 s = 5
In the NO-case, we will show that the state
luno) = 10...0) swe 1D p (4.11)

will be in fact the ground state. We will now show that setting
b:=01/T7), e:=0(1/T°),

our reduction achieves the desired result.
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Completeness. From Lemma 3.2.3, the eigenvalue A(y) corresponding to the
witness y = y* can be upper bounded as
2—7’

AMy*) < e— + O(T3e).
(y)_eT+1 (T7€%)

For our choice of €, and assuming r > 1 (we will later take r to be much larger),
we also have that for any other witness y # y*,

1-27" ~ 1
)\ > = —OT?’Q:Q(N—>
(1) 2 e~ 0P =9 =

This implies that the ground state |gygs) of Hygs is unique. The spectral gap of
Hyws can be bounded as

1_2—r+1
T+1

—O(T3) = Q <i> . (4.12)

'Y(HYES) > € 76

Next, we analyse the fidelity of the history state |n(y*)) with |gyss). First, the
energy of |1(y*)) is upper bounded by

* * 27" _ 27"
00 v ot < 2 = 0 (%), (4.13)

which follows directly from the history state construction of [KR03| and the fact
that P(y*) > 1 —27". Let us now write |n(y*)) in the eigenbasis of Hyys as

|77(y*)> = |gYEs> +V1—a? ‘ng(_Es> )

for some real number « € [0, 1], where [¢)) is (up to an irrelevant phase factor) the
ground state of Hyys, and |gi) is orthogonal to [gyss). As already established,
the energy of |n(y*)) is upper bounded by

. . Q- B Q-
(n(y")| Hyss In(y")) S€T+1 —O(TG).

Meanwhile, since Hypg is positive semi-definite, we also have the lower bound

* * 1- 0[2
(n(y*)| Hyes [n(y")) = & (gves| Hyes [gves)+(1—a?) <g\J(_ES‘ Hyps ’9¢E5> =gt ( T6 ) .

Combining these two bounds yields
o = (n(y")|gves) > > 1 — 027", (4.14)

which can be made at least 1 — 2-2(VT) by taking r = O(¢*T) > 1 (recall that
T = O(¢*>rT)). For this choice of r, we also have that the ground-state energy
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< b by Eq. (4.13) (the history state energy provides an upper bound), so the
ground state |g) of H has only support on |0),, in the final register.

We now turn to the fidelity between the guiding state |uygg) and the ground
state |g) of H. We find

gl = 1= (/1= el () O + VT~ TG OD AT )

2
>1— (,/1—;+29<ﬁ>)
- T+1
Zn(i).

T

Soundness. All witnesses have acceptance probability at most 2_9(\/%), SO
Hygs > Q1/T°). For our choice of b, the ground state is |un,) with energy
= Q(1/T7). Hence, the promise gap becomes

-

— Q)T -0 (QTG ) — Q(1/T7) = 1/poly(n).

We will now use similar tricks as in Proposition 4.3.1 to improve the basic con-
struction in terms of the fidelity range.

Increasing the fidelity range. Note that in the NO-case we already have
that the ground state is a semi-classical poly-sized subset state, which we know
is classically evaluatable and uniformly quantumly-preparable. However, in the
YES-case, the ground state is a history state with only inverse polynomial fidelity
with the state |uygs). To work around this, we apply the same trick as in Sec-
tion 4.3 by pre-idling the circuit with a polynomial number of identity gates, of
which we denote the total number by N, and guiding state to

=

new\ __
|uves)

’$>A|y*>w ‘O“'0>B |t>C|O>D7 (4.15)

2
i

which satisfies

N
new 0 2 — _ )
@2 () IO = =
Since the history state itself has an exponentially close fidelity with the ground
state by Eq. (4.14), we have that for large enough N the guiding state itself has
an inverse polynomially close fidelity with the ground state |g) (note that this is a
different ground state than the one we had before). For the new pre-idled circuit
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we can re-derive all results in our construction by replacing T by M = T + N, so
the fidelity can be lower bounded as

) > 1 (VI T2 )} 0P + /T~ 1w )] O [a) )

_ 2

>1- (1~ LN n 2—0(\/T+N)
N+T+1

>1 !

for any positive polynomial 7, for some choice of N = poly(T).

Spectral gap. Taking the minimum over the YES- and NO-case, the spectral
gap of the total Hamiltonian H can be lower bounded as

A(H) =0 (Mi) ,

recalling that M =T + N = poly(n).

Finally, we can renormalise H by a polynomial prefactor to meet the norm
condition of Theorem 4.4.1, which preserves inverse polynomial scaling of the
promise gap and spectral gap. O

Since QGaLH(k,a,b,() is in QCMA for any k = O(logn), b —a > 1/poly(n)
and ¢ > 1/poly(n), a direct corollary of the above theorem is the following: when
one has access to a quantum computer (and in particular, quantum phase esti-
mation), then from a complexity-theoretic perspective the ability to prepare any
quantum state preparable by a polynomial-size quantum circuit is no more power-
ful than the ability to prepare states from the family of classically evaluatable and
quantumly-preparable states, when the task is to decide the local Hamiltonian
problem with precision 1/poly(n).

It should be noted that our result does not imply that all Hamiltonians admit-
ting efficiently quantumly-preparable guiding states also necessarily admit guiding
states that are classically evaluatable. What it does show is that for any instance
of the guidable local Hamiltonian problem, under the promise that there exists a
guiding state efficiently preparable by a quantum circuit, there exists an (efficient)
mapping to another instance of the guidable local Hamiltonian problem, under
the promise that there exists a guiding state which is both classically evaluatable
and quantumly preparable.

Whilst this reduction is efficient in the complexity-theoretic sense, it may not
be useful in practice, as it is likely to eliminate all physical structure present in
the original Hamiltonian. Hence, the main implication of our result is not that
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such reductions are of practical merit, but rather that—again, from a complexity-
theoretic point of view—the classical-quantum hybrid approach from Section 4.1,
where the guiding state is selected using classical heuristics and energy estimation
is performed quantumly, is at least as powerful as a fully quantum approach that
uses quantum heuristics for state preparation instead.

4.5 Extension to excited states

In this section, we extend both constructions to apply to excited states. To this
end, we first generalise both the guided and guidable local Hamiltonian problems
to include a parameter ¢ (not to be confused with the completeness parameter c,
which we will no longer use), which labels the cth eigenstate.

4.5.1. DEFINITION (Guided local Hamiltonian Low Energy, GLHLE(k, ¢, a,b,()).

Input: A description of a collection of k-local Hermitian operators {H;}icpm,
which define an n-qubit k-local Hamiltonian H = Y " | H; with ||H|| < 1;
a description of a classically evaluatable state |u) € C*"; two efficiently
computable real numbers a,b such that b > a; an efficiently computable
fidelity parameter ¢ € [0, 1]; and a constant ¢ € Z>o.

Promise: ||TI.|u)||* > ¢, where II. denotes the projection onto the eigenspace
corresponding to the cth eigenvalue of H, with eigenvalues ordered in non-
decreasing order. Moreover, either A\.(H) < a or A.(H) > b holds.

Goal: Decide whether \.(H) < a or A\.(H) > b.

When |u) is also uniformly quantumly preparable (Definition 3.5.8), we write

GLHLE*(k, ¢, a,b,().

The generalisations to the guidable and quantumly guidable settings, namely,
the problems GaLHLE(k, ¢, a, b, ¢), GaLHLE(k, ¢, a, b, ¢)*, QGaLHLE(k, ¢, a, b, (),
and QGaLHLE*(k, ¢, a, b, ¢) follow analogously from their respective definitions.

Again, we show BQP- and QCMA-hardness for a wide range of parameter
settings:

4.5.2. PROPOSITION. For any 0 < ¢ < poly(n) and any ¢ € (0,1 — 1/poly(n)),
there exist a,b € [—1,1] with b —a > 1/poly(n) such that GLHLE(6, ¢, a,b,0)
(resp. GaLHLE(6, ¢, a, b, ) ) is BQP-hard (resp. QCMA-hard), even under the fol-

lowing two promises:

1. The cth eigenvalue \.(H) is separated from both Ae_1(H) and A\ey1(H) by a
gap~y > 1/poly(n). We refer to such instances as y-gapped GLHLE(6, ¢, a, b, §)
(resp. GaLHLE(6, ¢, a,b,0)).
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2. The guiding state is restricted to be a semi-classical subset state.

Proof:

We reduce directly from the BQP-hard Hamiltonian H defined in Eq. (4.8). Pick
any 1 < ¢ < poly(n) (since it holds trivially for ¢ = 0). Let |u) be a semi-classical
guiding state such that |(u|to)| > (. Define the following 6-local Hamiltonian
H© on n+ 1 qubits:'°

H® = H® @ |0X0] + HY @ |11], (4.16)

where

S 2 1y, - (c-3)1

d
HE =3 2011, +
1=0 i=d+1

s 1L H+I/4 1
2| H||+1/4 4

and where d = [log,(c)]. The Hamiltonian H*) has exactly c states with negative
energy. Its smallest eigenvalue is —c + %, and its largest eigenvalue is

d
2 2
1=0

The spectrum of H®) increases in steps of 1, and the smallest (resp. largest)
positive (resp. negative) eigenvalues, i.e., that is closest to 0, is % (resp. —%)
Since eig(H®)) € [~1/4,1/4], the spectrum of H®) lies entirely within the interval
[—1/4,1/4] and hence is positioned at the cth eigenvalue level within H© (i.e.,
just above the ¢ — 1 negative eigenvalues of H(*)).

Therefore, given a guiding state |u) for H such that [(u|to)| > (, we construct

a new guiding state

n

1 1
Z 2d+1 - (C— 5) :2d+1+2d+l(n_d) _ 5 —C:O(Cn).

i=d+1

') = Ju) @ 1),

which is also semi-classical and satisfies
[(u@ )] > ¢,

where ]¢£C)> denotes the cth eigenstate of H(®. Since this construction consti-
tutes a polynomial-time reduction from an instance of GLH(k,a,b,() to one of
GLHLE(k, ¢,a,b,() (with 1 < ¢ < poly(n)), we conclude that GLHLE(6, ¢, a, b, ()
is BQP-hard for k > 6. Moreover, the eigenvalue gaps in H(® satisfy

1

A(HO) = A a(HO) = 5 Aea(HO) = A(HO) =,

10Note that this gadget can be trivially adapted to show that estimating the n highest energy
states is BQP-hard.
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with 7 determined as in the base construction. Since we have |[H®| = O (cn) =
poly(n), normalisation preserves the inverse-polynomial spectral and promise
gaps.

The same construction applies for the QCMA-case when using the Hamiltonian
from Theorem 4.4.4, showing QCMA-hardness of GaLHLE(6, ¢, a, b, () under the
stated conditions. O

4.6 Reductions via approximate Hamiltonian sim-
ulators

In this section, we use the technique of approximate Hamiltonian simulation to
improve the previously established hardness results with respect to the locality
parameter, and to extend them to more physically motivated families of Hamil-
tonians.

4.6.1 Approximate Hamiltonian simulators

While in the QMA-hardness reduction it suffices to focus solely on the eigenvalues
in the simulation, in the reductions for the guided and guidable local Hamiltonian
problems it is also important to understand how the eigenvectors change under
perturbative simulation. To this end, it is convenient to first introduce the notion
of approzimate Hamiltonian simulation.

4.6.1. DEFINITION (Approximate Hamiltonian simulation [CMP18]). We say that

an m-qubit Hamiltonian H' is a (A, n,€)-simulation of an n-qubit Hamiltonian
H if there exists a local encoding E(M) =V (M ® P+ M ® Q)VT such that

1. There exists an encoding EM)=V(M®P+M®Q)V'such that £(I) =
Popury and ||V = V|| <, where P<a(gy is the projector onto the subspace
spanned by eigenvectors of H' with eigenvalue below A,

2. ||Hp — E(H)|| < €, where HL\ = Py’

Here, V is a local isometry that can be written as V' = ®iVi where each V;
is an isometry acting on at most 1 qubit, and P and () are locally orthogonal
projectors (i.e. for all i there exist orthogonal projectors P; and @); acting on
the same subsystem as V; such that P,Q; = 0, P,P = P and ;) = Q) such
that P+ Q = I, and M is the complex conjugate of M. Moreover, we say that
the simulation is efficient if m and || H'|| are at most poly(n,n~!, e, A), and the
description of H' can be computable in poly(n) time given the description of H.
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We approximately simulate the original Hamiltonian H within the low-energy
subspace of H'. The corresponding encoding of a quantum state can be taken as

gstate(ﬂ) = V(p ® U)VT, (417)

where o is any state satisfying Po = o (assuming P # 0). If p is an eigenvector
of H with eigenvalue o and the spectrum is sufficiently gapped, then Eate(p) is
approximately an eigenvector of H' with eigenvalue o € [a — €, &« + €]. Similarly,
we define

éstate(p) = V(p ® U)VT'

In a slightly abuse of notation, when p = |g)g| and o = |e)e| for some pure
states |e) and |g), we simply write Egae(|g)) and Egare(|g)), as the encoding is
guaranteed to transform |g)) to another pure state. From now on, we will always
implicitly assume that o is a pure state.

In [ZA21], it is shown that there exist families of Hamiltonians that can ef-
ficiently simulate any O(1)-local Hamiltonian (on any hypergraph interaction
structure, so not only 2D lattices). Such families are referred to as strongly uni-
versal Hamiltonians. Formally, the notions of strong and weak universality are
defined as follows:

4.6.2. DEFINITION (Strong and weak universality [ZA21]). A family of Hamilto-
nians {H,,} is weakly universal if, given any A,n,e > 0, any O(1)-local n-
qubit Hamiltonian can be (A,n,€)-simulated by some H,,. Such a family is
strongly universal if the simulation is always efficient: H,, is efficiently com-
putable in O(poly(n)) time, requires n’ = O(poly(n,n~!, et A)) qubits, and
satisfies ||H,,|| = O(poly(n,n~ 1, e 1, A)).

The following lemma shows that simulating low-energy states whose energies
are well-separated from other states approximately preserves overlap with the
(encoding of) the original state.

4.6.3. LEMMA (Simulation of the gapped excited state). Suppose the cth excited
state |g) of a n-qubit Hamiltonian H with ||H|| < poly(n) is separated from both
the (c—1)th and (c+1)th eigenvalue (if they exist) by v > 0. Let H' be an efficient
(A, n, €)-simulation of H such that 2¢ < . Then H' has a non-degenerate cth
excited state |g'), and

|Estate(|9)) = 19} || < n+O(v ).

Proof:

This is a slight modification of Lemma 2 from [BH17|. By assumption, the cth
excited state |g) of H is non-degenerate and separated by a gap v from adja-
cent eigenvalues. Since |H| < poly(n) and the simulation is efficient, we can
take A to be a sufficiently large enough polynomial so that the simulation H’
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approximates the entire spectrum of H up to error € in its low-energy subspace
(by Definition 4.6.1). Hence, for 2¢ < 7, the non-degeneracy at position c is pre-
served in H'. Let us view £(H) as the unperturbed Hamiltonian and define the
perturbation Q = H' — £(H), where £ is the approximate encoding from Defi-
nition 4.6.1. Then H' = £(H) 4 Q is a perturbation of £(H) with small norm
Q] < e. First-order perturbation theory for eigenvectors implies that the cth
excited state of H', denoted |¢'), is close to the image gstate(\ g)) of the cth excited
state of H under the approximate encoding:

[sate((9)) = 19} || < O(v ).

Now we bound the difference between the encoded state Egate(|g)) and its
approximate version:

|nate(19)) = ExacelloD] = [V (19 © 1)) = V(Ig) @ [e))]| < n.

Finally, applying the triangle inequality, we find

Hgstate<|g>) - |9,> H < HgstateUg)) - gstate(|g>)|| + Hgstate“g)) - |g/> H
<n+0(le),

as claimed. O

Since we will always use efficient Hamiltonian simulators and the Hamiltonians
H always have operator norm at most poly(n) and v > 1/poly(n), Lemma 4.6.3
allows us to make Hé'state(| ) —19") || arbitrarily inverse polynomially small in n.

4.6.2 General strategy

Using approximate Hamiltonian simulators, our general strategy for extending
the hardness results proceeds as follows:

1. Construct a BQP- (resp. QCMA-)hard problem instance of GLHLE(k, ¢, a, b, ()
(resp. GaLHLE(k, ¢, a, b, ¢)), where the cth eigenstate satisfies:

e It is y-gapped from both the (¢ — 1)th and (¢ + 1)th eigenvalues (if
they exists) for some v > 1/poly(n).

e It has (-overlap with a classically evaluatable state.

2. Use strongly universal Hamiltonian simulators to extend the hardness re-
sults to families of Hamiltonians satisfying desirable physical or structural
properties.

To make this strategy work, it is crucial that the strongly universal simulators
preserve (approximate) classical evaluability. In this section, we will restrict our
attention to the exact setting. We define this formally as follows:
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4.6.4. DEFINITION. We say that a state encoding Egate preserves classical evalu-
ability if, for any classically evaluatable state |u), the state |w) = Egate(|u)) is
also classically evaluatable.

The Hamiltonian simulators we consider will typically use one of the following
three types of encodings:

1. Mediator qubits: In this encoding, some simple ancilla states are ap-
pended to the original state.

2. Subspace encoding: A local isometry is applied to the original state to
embed it into a larger Hilbert space.

3. local unitaries: A local unitary of the form U ® U ® - - - ® U, where each
U acts on a single qubit, is applied to the original state.

Note that local unitaries are a special case of local isometries. Therefore,
by Proposition 3.5.6, all of the above encodings preserve classical evaluability—
provided that, in the case of mediator qubits, the appended ancilla states them-
selves are classically evaluatable.

We will examine each of these encodings in more detail in the next subsec-
tion. First, we formalise our general hardness extension strategy in the following
theorem.

4.6.5. THEOREM. Let {H] } be a family of strongly universal k'-local Hamilto-
nians whose state encoding Esate preserves classical evaluability. Then, for every
polynomial p(n), there exista’, b’ € [—1,1] witht/—a’ > 1/poly(n), v > 1/poly(n)
such that ' -gapped GLHLE (K, ¢,a’, V', ") (resp. GaLHLE(K', ¢, d’, V', () ) is BQP-
hard (resp. QCMA-hard) with ' > 1 —1/p(n) and the restriction that the Hamil-
tonians come from the family {H! }.

Proof:
By Theorem 4.5.2, for any 0 < ¢ < poly(n) and any polynomially-bounded ¢(n),
there exists a,b € [—1, 1] with b—a > 1/poly(n), v > 1/poly(n) and ¢ € [0, 1] with
¢ > 1-1/q(n), such that v-gapped GLHLE(k, ¢, a, b, ¢) (resp. GaLHLE(k, ¢, a, b, ())
is BQP-hard (resp. QCMA-hard) for some family of 2-local Hamiltonians {H,}
and a classically evaluatable state |u). Since { H],} is a family of strongly universal
simulators, we may choose any ¢ > 1/poly(n), n > 1/poly(n), and A < poly(n),
such that there exists a H], which is an efficient (A, n, €)-simulation of any H,.
For simplicity, we omit the exact polynomials and instead refer to the constraints
e, n, A and ¢(n) must satisfy. Let the new guiding state be |w) = Egate(|u)).
First, we require € to satisfy ¢ < v/2 and € < (b — a)/2. Such a choice is
possible because both v and b — a are inverse-polynomial. Given this, define

V:=b—¢ d:=a+e¢ and A:=2|H,|.
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These choices ensure that non-degeneracy of the cth eigenstate is preserved and
if \e(Hy) < a then A\.(H,,) < d, and similarly if X\.(H,) > b then \.(H],) > b'.
Next, we apply Lemma 4.6.3 to control the deviation in the eigenstate. We
have that |[(ulg)]*> > ¢ > 1 — 1/g(n). Since fidelity is preserved under Egae,
we have |Esate (1)) Estate(|9))° = [(w| Extate(|g))|> > ¢. Since we have that the
encoding is efficient and Lemma 4.6.3 gives a bound of n 4+ O(yt€), we can pick
e and 7 to be sufficiently small inverse polynomials such that ||Eate(|g)) — |9 ||
becomes arbitrarily polynomially small in n, where |¢') is the cth excited state
of H/ . Since we only care about overlap with some state in the ground space
(so global phases are irrelevant), for any polynomial p, there exist choices of
€,n € 1/poly(n), q € poly(n) such that:
ol 21— — = ¢
p(n)

Because the simulation is efficient, both the number of qubits of H], and its op-
erator norm are bounded by poly(n), so we can meet the normalization condition
and ensure that our new o', € [—1,1] by adding a small identity term and by
dividing by a trivial upper bound on the operator norm of H/ (e.g., the sum of
all the operator norms of the local terms). This also ensures that 7' > 1/poly(n).
By assumption e preserves classical evaluability, so the state |w) is classically
evaluatable.

The same argument applies in the QCMA setting, starting from a QCMA-hard
instance of GaLHLE(k, ¢, a, b, {), which completes the proof. O

In fact, all reductions we consider map a semi-classical encoded state to an-
other semi-classical encoded state, so we directly have that all results hold with
respect to defining the problems in terms of samplable, classically evaluatable,
or quantumly-preparable states. Nevertheless, in extending these results to other
Hamiltonians, the above strategy might prove useful.

4.6.3 Classical evaluability-preserving Hamiltonian simu-
lators

We first introduce some families of Hamiltonians to be used in the reductions

via approximate Hamiltonian simulators. Given a set of (at most) two-body

interactions S = {h,}, S-Hamiltonian refers to the family of Hamiltonians that
can be written in the form

H= Y J;hl? (4.18)

4] a0
(L)L

where J; ; € R, h&”} is a two-local interaction chosen from § and E is the set of
edges that represents the connectivity of interaction [CM16]. If the connectivity
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of the two-body interactions is restricted to a 2D square lattice, we call such a
family S-Hamiltonian on a 2D square lattice. We also introduce the notion of
2SLD and non-2SLD:

4.6.6. DEFINITION (2SLD interaction [CM16]). Suppose S is a set of two-qubit
interactions. We say that S is 2SLD if there exists a single-qubit unitary U €
SU(2) such that for all h; € S,

UeU)hUeU)=a0Z0Z+A01+11 B,
where o; € R and A;, B; are single-qubit Hermitian operators.

A set § is non-2SLD if it is not 2SLD. In particular, such non-2SLD § includes
the following physically motivated'! Hamiltonians:

e {Z, X, ZZ, XX} (ZZXX interaction [BLOS])
e {Z, X, ZX,XZ} (ZX interaction [BLO0S])
e {XX +YY} (general XY interaction)

o {XX +YY + ZZ} (general Heisenberg interaction).

If there is only a single type of interaction (like S = {XX +YY + ZZ}), the
Hamiltonian is called semi-translationally-invariant (interaction strength can dif-
fer in each term.).

Restriction on the sign of the interaction. We also introduce an even
more restricted class of S-Hamiltonian in which all the signs of the coefficients
are promised to be non-negative (i.e., all of J; ; in Eq. (4.18) must satisfy J; ; >
0). We call such a family of Hamiltonians an S*-Hamiltonian following [PM17].
In [PM17], the following results are shown:

o {aXX + BYY + yZZ}"-Hamiltonian are QMA-complete if o« + 5 > 0,
a+v>0and g+ >0 hold.

o {aXX + pYY + ~vZZ}"-Hamiltonian is QMA-complete when the interac-
tions are restricted to the edges of a 2D triangular lattice, provided that
aXX + BYY + ~yZZ is not proportional to XX + YY + ZZ and that
a+p>0,a+vy>0,and 5+~ > 0.

UFor clarity, in [CM16] and here, all hardness results require non-uniform weights on con-
straints. It is an open question whether one can obtain (say) QMA-hardness results with uniform
(i.e., unit weight) constraints for such models. This remains an interesting open question, as
many-body physicists typically utilise unit weights to model physical systems.
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The first type of ST-Hamiltonian includes the antiferromagnetic Heisenberg model
{XX+YY+ZZ}"-Hamiltonian) and the antiferromagnetic XY model ({X X +
YY }t-Hamiltonian) as important special cases. The antiferromagnetic XY model
(unlike the antiferromagnetic Heisenberg model) remains QMA-complete if its ge-
ometric interaction is restricted to a 2D triangular lattice, as it is included in the
second type of ST-Hamiltonian above.

We now sketch the construction of the strong Hamiltonian simulation intro-
duced in [ZA21]. The simulation consists of two main components. First, they
construct a spatially sparse 5-local Hamiltonian using a quantum phase estimation
(QPE) circuit and a modified version thereof, following the approach of [OTO08].
This procedure can be interpreted as a “Hamiltonian-to-circuit” transformation,
followed by a return to a Hamiltonian via a circuit-to-Hamiltonian construction.
In the second step, they perturbatively simulate the resulting spatially sparse
Hamiltonian using established techniques from [OT08, CMP18, PM17].

Let us take a closer look at the individual steps of their construction.

(1) Arbitrary k-local Hamiltonian — Spatially sparse 5-local Hamilto-
nian ([ZA21]). Let H be a target O(1)-local Hamiltonian. We write H in its
eigendecomposition as H = ) . E; [1;)}(1;|, where {E;} and {[¢;)} are the eigen-
values and eigenvectors, respectively. In [ZA21], the authors construct a spatially
sparse quantum circuit Upy  that approximately estimates the energies of H,
ie.,

U™ D eilwi) [07) = Y cilw) |E) [other)

7 2

where {¢;} are arbitrary coefficients, and {|E;)} are approximations of the energy
eigenvalues {E£;}. The circuit U™ is constructed from a 1D nearest-neighbour
circuit Uy, which is then converted into a spatially sparse circuit using ancilla
qubits and swap gates. To prepare for a circuit-to-Hamiltonian construction, they
define the composed circuit

U = (Idling) (U™ (Idling) Uph™°.

Applying the circuit-to-Hamiltonian mapping to this U yields a spatially sparse
5-local Hamiltonian H.cuit. First-order perturbation theory is then used to show
that Herewit sSimulates H in its low-energy subspace. The effective encoding from
the low-energy subspace of Hj.cuit to that of H can be approximated by the map
H — H ® |a)al, where |a) is a subset state supported on a poly(n)-sized subset
S’. This state arises from the history state structure of the idling phase follow-
ing uncomputation; see Proposition 2 in [ZA21] for details. The corresponding
encoding of states takes the form:

) = |u) @)
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If |u) is a semi-classical subset state, then the encoded state is also semi-classical.
Moreover, if |u) is classically evaluatable, then classical evaluability is preserved
under this encoding by Proposition 3.5.6.

(2) Spatially sparse 5-local Hamiltonian — Spatially sparse 10-local
real Hamiltonian (Lemma 22 of [CMP18]). In this simulation step, the
state is encoded by appending a polynomial number of |+,) states, where |+,)
denotes the +1 eigenvector of the Pauli Y matrix:

[u) = |u) @ |+,) ® - - @ |+y) - (4.19)

This encoding does not map a semi-classical subset state to another semi-classical
subset state, but instead maps it to a semi-classical encoded state, because
of the following: Let Vj be a unitary such that |+,) = V|0), and suppose
lu) = ﬁ Y ses|T) is a semi-classical subset state. Then, the right-hand side

of Eq. (4.19) can be rewritten as

1
W@ +) @ @) =—— Y (2 RIaV,e V).
|S| z€Sx{0---0}

This is a semi-classical encoded state with subset Sx{0---0} and a local isometry
given by I®--- @I®V, ®---®V, (note that in this case, the isometry is a local
unitary). Once again, if |u) is classically evaluatable, classical evaluability is
preserved under this encoding by Proposition 3.5.6.

(3) Spatially sparse 10-local real Hamiltonian — Spatially sparse 2-local
Pauli interactions with no Y-terms ([OT08, CM16]). This step is accom-
plished by first simulating the 10-local real Hamiltonian with an 11-local Hamil-
tonian whose Pauli decomposition contains no Pauli Y terms [CMP18, Lemma
40]. In the associated encoding, |1) states are appended for the polynomially
many mediator qubits introduced in the simulation. Next, subdivision gadgets
and 3-to-2 gadgets [OT08| are applied to reduce the locality. This simulation
introduces additional mediator qubits, for which the encoding of states simply
appends |0) states. The resulting Hamiltonian takes the form

Z a;jAij + Z (Br Xk + W Zk) ,
i<j k

where each A;; is one of the interactions {X;X;, X;Z;, Z,X;, Z;Z;}. Since only
computational basis states are added in the encoding, classical evaluability is
trivially preserved.
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(4) Subspace encoding for spatially sparse Sy = {XX +YY + ZZ} or
{XX+YY} Hamiltonian (Theorem 42 of [CMP18]). We have already ob-
tained 2-local Hamiltonian in the form ZKJ. a;;jAij + > (Bk Xk + V6 Zk). Then we
show how to simulate this Hamiltonian with arbitrary non-2SLD S-Hamiltonians.
We first consider Sp-Hamiltonians, where Sy = {XX + YY + ZZ} or Sy =
{XX + YY}. In this simulation, we use subspace encoding in which the logical
qubit of the original Hamiltonian is encoded into four physical qubits. Consider
the simulation by Heisenberg interaction {XX + YY + ZZ} for example. Each
logical qubit is encoded into a 4-qubit state by an isometry that is defined as

VI§0) =[0g) = [U7), [¥7),, (4.20)

VID =) = = [0, ) = o [0, 8Dy, (a2)

where |U~) = (|01) — |10))/+/2. For details, see [CMP18, Theorem 42]. The
encoding of states for {XX + YY} interaction is the same. A semi-classical
encoded state is clearly mapped to a semi-classical encoded state by applying
a local isometry of the corresponding subspace encoding. By Proposition 3.5.6,
applying local isometries preserves classical evaluability.

(5) Spatially sparse Sy-Hamiltonian — Sy-Hamiltonians on a 2D square
lattice (Lemma 47 of [CMP18]). This simulation is achieved using three
types of perturbative gadgets: subdivision, fork, and crossing gadgets. Each
application of a gadget introduces a mediator qubit. It suffices to apply O(1)
rounds of these gadgets in parallel to simulate a spatially sparse Sp-Hamiltonian
with a Sp-Hamiltonian defined on a 2D square lattice. This number of rounds en-
sures that interaction strengths remain polynomially bounded, rather than grow-
ing exponentially (in contrast, simulating general interaction graphs may require
O(logn) rounds of perturbative gadgets). Since the encodings in this step only
append single-qubit computational basis states, which are trivially classically eval-
uatable, classical evaluability is again preserved.

(6) S-Hamiltonian on a 2D square lattice — Arbitrary non-SLD S-
Hamiltonian on a 2D square lattice (Theorem 43 of [CMP18]). Finally,
this simulation is performed using variants of mediator qubit gadgets, subspace
encoding gadgets, and local unitaries, all of which preserve classical evaluability.'?

Combining all of the above steps with Theorem 4.6.5, we arrive at the following
corollary:

4.6.7. COROLLARY (Hardness of physically motivated Hamiltonians). For any in-
teger 0 < ¢ < poly(n), and any ¢ € (0,1 — 1/poly(n)), there exist a,b € [—1,1]

12 Applying local unitaries means simulating H by U®"H(UT)®", where U acts on a single
qubit. The corresponding state encoding is Estate (1)) = U™ |¢)).
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with b—a > 1/poly(n) such that GLHLE(k, ¢, a,b, () (resp. GaLHLE(k, ¢, a,b,())
is BQP-hard (resp. QCMA-hard) for the following classes of Hamiltonians:

e Non-2SLD S-Hamultonians on a 2D square lattice;
o (XX +YY + ZZ}"-Hamiltonians;

o {XX + YY}*t-Hamiltonians on a 2D triangular lattice.

It can also be verified that indeed each simulation step (1)-(6) above maps
semi-classically encoded states to other semi-classically encoded states, so Corol-
lary 4.6.7 also holds when the problem is formulated in terms of samplable, clas-
sically evaluatable, or quantumly preparable states (in fact, all three simulta-
neously). This directly implies containment (and hence completeness) for both
GLHLE*(k, ¢, a,b, () and GaLHLE"(k, ¢, a, b, () under the same setup as in Corol-
lary 4.6.7.



Chapter 5

Finding quantum partial assignments by
search-to-decision

5.1 Introduction

Decision (or promise) problems are arguably the central objects of study in com-
putational complexity theory. While resolving a decision problem provides infor-
mation about the ezistence of a solution, it does not provide the solution itself.
Fortunately, search problems, where the task is to output an actual solution, are
often reducible to their related decision problems. In this context, one generally
considers Turing reductions: here, one has access to an oracle capable of solving a
class of decision problems, which is then used as a subroutine to solve the desired
search problem.

As an example, consider a formula ¢ corresponding to a Boolean satisfiability
(SAT) problem on n bits, and assume that we have access to an NP oracle capable
of solving any problem in NP (or equivalently, a single NP-complete problem).
Under the assumption that ¢ is satisfiable, one can find a solution x* such that
¢(2*) = 1 in the following way: one queries the NP oracle adaptively to ask
whether ¢ is satisfiable under the extra constraint that a certain subset of variables
takes on specific values, i.e., under a fixed partial assignment. Every query to the
oracle yields one bit of information about some x*, and thus, after n queries, the
algorithm has found a solution.! This strategy generally works for any problem
in NP and can also be used to calculate the optimal value of an optimisation
problem up to exponential accuracy using binary search [Kre88].

In [INN*22], Trani, Natarajan, Nirkhe, Rao, and Yuen studied whether a sim-
ilar result holds in a quantum setting, where the goal is to output a quantum
state as a QMA witness, as opposed to a classical string. To extend the SAT ex-
ample to the quantum case, one can consider its quantum generalisation in terms
of the local Hamiltonian problem (see Chapter 3). Recall that in this problem

Tt can return any satisfying assignment if the solution is not unique.

107
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the input is a Hermitian operator H on n qubits that can be efficiently written
down as a sum of local terms, each acting non-trivially on only a subset of the
qubits, and two parameters a and b with b > a. The task is to decide whether the
ground state energy (its smallest eigenvalue) is < a or > b. For sufficiently small
b—a > 1/poly(n), the local Hamiltonian problem is QMA-complete [KSV02].
The question is now whether a quantum algorithm with access to a QMA oracle
can prepare the ground state (that is, the eigenstate corresponding to the small-
est eigenvalue) of H as a quantum state. Or in other words: does the ability to
estimate the ground state energy also provide the ability to find the ground state
itself?

As we recall from Chapter 1, [[INNT22] pointed out that it seems difficult to
adapt the above strategy for NP to QMA because of the following two issues:

(i) the description size complexity of a quantum state on n qubits is generally
exponential in n;

(ii) there does not appear to be a natural way of conditioning a quantum state
on a partial assignment.

It turns out that with a PP-oracle, one can avoid this partial assignment strategy
and generate QMA witnesses by making only a single quantum query [INN*22].
However, [INN*22] shows that relative to a quantum oracle, QMA fails to have
search-to-decision reductions, contrasting with some related classes where the
witnesses are classical. For instance, NP, MA, and QCMA all have such search-
to-decision reductions relative to all oracles [INNT22].

Going back to the local Hamiltonian problem, we observe that the full quan-
tum state contains more information than strictly needed—since the Hamiltonian
is local, it suffices to have sufficiently good approximations of all k-local density
matrices of a low-energy state to compute the energy, provided we know that the
density matrices are approximately consistent with some global state. Constant-
locality density matrices do not suffer from point (i) above, as there are only a
polynomial number of them and each has a polynomially-sized description (for
inverse polynomial accuracy). However, from Chapter 3 we know that it is again
QMA-complete to check if all density matrices are consistent with a global quan-
tum state [Liu06, BG22]. Nevertheless, this should not necessarily pose a problem
when one has access to a QMA oracle. Hence, perhaps if we relax the require-
ment of what it means to find the ground state—namely, to recovering its local
description in terms of reduced density matrices—could something be possible
with a QMA oracle?

5.1.1 Results of this chapter

In this chapter, we will show that with access to a QMA oracle, a quantum ana-
logue of the adaptive partial assignment strategy is possible for density matrices
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of low-energy states which can be ensured to be approximately consistent. This
demonstrates that point (ii) has a natural quantum manifestation for the class
QMA when density matrices of low-energy states of local Hamiltonians are con-
cerned. In particular, we will prove the following results:

e For any k,q constant, we have that for any k-local Hamiltonian H there
exists a polynomial-time classical algorithm that makes queries to a QMA
oracle and outputs a set of ¢g-local density matrices that are at least arbi-
trarily (inverse-polynomially) close in trace distance to the density matrices
of a state with energy arbitrarily (inverse-polynomially) close to the ground
state energy.

e Moreover, we show that there exists an approximately witness-preserving
reduction from any problem in QMA to the above task, which means that
the above result can be lifted to show that approximations of the density
matrices of a near-optimal witness for any problem in QMA can be found.

We give the algorithm for the first point in Section 5.2, and the approximately
witness-preserving reduction will be given in Section 5.3, and conclude with some
open problems in Section 5.4

5.1.2 Related work

In [Amb14], Ambainis initiated the study of PQMAl°e] where he showed that the
problem APX-SIM—which formalizes the problem of computing expectation val-
ues of local observables on the ground state—is complete for this class. This
work was extended by Gharibian and Yirka [GY19], who gave a similar PQMAllog].
completeness result for estimating two-point correlation functions, as well as fixing
a bug in the hardness proof of Ambainis’ original work. In addition, Gharibian
and Yirka showed that P@MAles] C PP, In [GPY20], these types of ground state
observable problems were studied for Hamiltonians under more physically moti-
vated constraints.

Next to the work mentioned in the introduction by [INN*22], Gharibian and
Kamminga study oracle search-to-decision reductions for classical problems using
quantum algorithms in [GK24|. Specifically, they examine this in the context of
problems in NP where a quantum algorithm has access to an NP oracle. They
show that FNP C FBQPNPI°¢! meaning that any witness to an NP-relation can
be found using a quantum algorithm that makes O(logn) NP queries.

As pointed out by Sevag Gharibian (private communication), a result similar
to our Theorem 5.2.7 can be derived as a corollary of the proof that consistency is
QMA-hard under Turing reductions, as given by Liu in [Liu06]. Liu’s proof relies
on techniques from convex optimisation while treating consistency as a black-box
constraint, and also identifies the density matrices corresponding to a low-energy
state of a Hamiltonian. We argue that our construction is simpler and more
directly aligned with the idea of adaptively constructing partial assignments.
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5.2 Finding low-energy marginals of local Hamil-
tonians

In this section, we present a simple algorithm that finds low-energy marginals
of local Hamiltonians by making queries to a QMA oracle. We introduce a new
QMA-complete promise problem, which we call the low-energy density matrix
verification (LEDMV) problem, which will be called by the QMA oracle. This
problem can be viewed as a combination of the local Hamiltonian problem and the
Consistency of Local Density Matrices (CLDM) problem from Chapter 3. The
key idea is that solving LEDMYV provides simultaneous information on whether
the input density matrices are approximately consistent with a global state and
whether this global state has low energy. Combined with a brute-force search
algorithm that searches for a specific density matrix on a constant-size subset of
qubits, we can give a partial assignment strategy similar to what one would use

for NP.

5.2.1 Low-energy Density Matrix Verification

Let us begin by giving a formal definition of the low-energy density matrix veri-
fication problem:

5.2.1. DEFINITION (Low-energy density matrix verification, LEDMV (k, q, 6, «v, B)).

Input: A classical description of a collection of k-local Hermitian operators
{H;}icpm), with 0 < H; < 1 for all i € [m], which define an n-qubit k-
local Hamiltonian H = 3", H;, along with efficiently computable num-
bers a, 9, a, B > 0 with § —a > 0, and a classical description of a collection
of g-local density matrices D = {p;};cy, where [ < poly(n), and each p,
acts on a subset C; C [n] with |C;| < ¢. Let C; = [n] \ C; denote the
complementary set.

Promise: One of the following two cases holds:
(i) There exists an n-qubit state & with tr[H¢] < a such that for all j € [{]
tre, [€] — pj

(ii) For all n-qubit states £ with tr[H¢] < a + ¢ we have that there exists
a j € [l] such that Htrg,[f] — ij > 5.
’ 1

we have

<o
1

Output: YES if (i) holds, and NoO if (ii) holds.

We have that LEDMV(k, q,d, a, B) is trivially QMA-hard for k,q € O(1),
d >0, and  —a = 1/poly(n), because one can choose the Hamiltonian to be the
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identity operator I and set a = m, which turns it into a reformulation of the QMA-
hard CLDM problem as defined in Definition 3.3.1. To demonstrate containment,
we will show that LEDMYV is in QMA for a wide range of parameters. The QMA

protocol is given in Protocol 5.2.1.

Protocol 5.2.1: QMA protocol for LEDMV.

Input: Classical descriptions of {H;} and D = {p,;}, and efficiently
computable numbers a, §, «, 5.

Set: v = min{%,ﬁ —a}, r=max{k,q}, [ = ([”]).

Protocol:

1. The prover sends a classical description of the set > =
{0i1,.i }ir,..inyer and a quantum proof [).

2. Let {CH} be the set of indices of qubits that terms H; acts on. The
verifier performs the following four checks, and accepts if and only if all
of them accept:

e Check 1: it checks if all 0;, ;. are valid density matrices.

T

e Check 2: it checks if Zie[m] max tr [Hi trom [01'1,...,1;]] < a, where
the maximization is over all o;,
indices from CH.

supported on the qubits with

T

e Check 3: it checks if max‘ pj — tre o, ]| < aforall j €[],

where the maximization is over all p;, _; supported on the qubits
with indices from Cj.

e Check 4: it uses the quantum proof |¢)) to verify CLDM(q, ")
with input Y using Protocol 3.3.1.

Let us first clarify some of the notation and ideas behind Protocol 5.2.1. The
input consists of a local Hamiltonian H = Zie[m] H; and a collection of local
density matrices D = {p;};eyy, both acting on an n-qubit Hilbert space. There
are two notions of locality at play: the first is the locality of the Hamiltonian,
where each term H; acts non-trivially on at most k£ qubits; the second concerns
the density matrices in D, where each p; is defined on a subset of qubits C; C [n]

of size at most q.
To track the qubits each Hamiltonian term acts on, we define the set {C{ };¢jm),
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where C/! contains the indices of the qubits on which H; acts non-trivially, which
is analogous to the role of C; for each p;. Let r := max{k, q}. We then consider
all r-local reduced density matrices oy, . ; of an n-qubit state &, with indices
drawn from the set I = ([’;]). The Y containing all such marginals is now by
design overcomplete: this way, the set contains enough information to simultane-
ously estimate the energy of H and compare the individual trace distances with
density matrices from D.

However, due to overlapping supports, the same subset of qubits may appear in
multiple marginals o;, . ;,, which can lead to inconsistencies if these marginals are
not even mutually consistent on their shared support. To address this, in Checks
2 (resp. Check 3) we simply compute the local expectation value (resp. trace
distance) for all marginals o;, _,; whose set of supporting qubits contain C7
(resp. C}), and keep only the maximum value to be used to check whether Check
2 (resp. Check 3) passes. This ensures soundness even when the prover submits
an inconsistent collection of marginals, while being redundant in the honest case.

Finally, it is important to note that Check 4 is not intended to verify the
consistency of the input set D itself. Rather, its purpose is to test whether the
collection of marginals submitted by the prover is approximately consistent. Once
this condition is met, the combination of both Checks 3 and 4 passing certifies
that the marginals from the input set D are also approximately consistent with
each other.

T

5.2.2. LEMMA. We have that LEDMV(k,q,0,c, 8) is in QMA for k = O(1),
q=0(1), 6 = Q(1/poly(n)) and § — a = Q(1/poly(n)).

Proof:

We prove the correctness of Protocol 5.2.1. First, observe that the protocol runs
in polynomial time: the maximisation in Check 2 involves at most (?:]lj) options
for each term H;, since each k-subset appears in that many r-sized subsets. This is
polynomial in n for constant » = max{k, ¢}. A similar argument applies to Check
3. All other checks are clearly polynomial-time for our choice of parameters.

Completeness. Suppose the YES-instance holds, and let £ be the corresponding
n-qubit state. The prover submits the full set of r-local reduced density matrices

Y= {Uil,...,ir ’ Tiy,eiyiy — tr[n]\{il,“.,ir}[gh (ila e ,ir) € [} .

(Note: The reader might rightly point out that such an exact description may
not admit a polynomial-size representation. However, an exponentially precise
approximation can always be provided, which suffices for our purposes, since
the overall acceptance and rejection probabilities will only be affected by an
inverse-exponential additive error—preserving the inverse-polynomial complete-
ness—soundness gap.)

Let us now verify that indeed all checks are passed with high probability:
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e Check 1 succeeds because each o;, _; is a valid density matrix.

sr

e Check 2 and Check 3 succeed because, by the promise, £ yields energy < a
and each p; is a-close to its marginal from &, and the trace distance cannot
increase under partial trace.

e Check 4 accepts with high probability, since the prover gives consistent
marginals from &, and by Theorem 3.3.5, the CLDM-protocol accepts with
high probability.

Soundness. We will use proof by contradiction. Suppose that we are in a NO-
instance and Checks 1-3 have all succeeded (if this is not the case, we are already
done). In particular, this means that we have concluded:

<«
1

Z max tr [HZ» tr@H[Uilwir] <a, and Vj€[l]:max

i€[m]

p; — trg,[oiy,..i]

Y

where the maximisation is performed over the density matrices o;, ;. with the
relevant support, see Protocol 5.2.1. Now suppose that Check 4 accepts with
probability > 1/3. Then there exists a state ¢ such that, for all (iy,...,,.) € I,

[ = Wi, (€] <

However, this implies that, for our choice of ~,

wH =Y 0 [HZ- tr g [g’]}

1€[m]

= Z max tr [H~ (ter (€] — trem [U”ZD] + Z max tr [Hi trem [Uil,---7ir]}

i€[m] i€[m]
< Z maxH(tr €] — trguoi, i, > Z maxtr[H tr H[le ..... ]}
i€[m]
< m’y—i—a
<a+,

where we used the linearity of the trace, trace distance is nonincreasing under the
partial trace, ||H;|| <1 for all i and the fact that the maximisation is performed
over all o;, ;. that contain all indices in C’iH . At the same time, using that Check
2 succeeded, for all p; € D we must have

< max || p; — trg (o3, ] trg,oi..i.) — trg, €]

1

pj — trg, €] ) + max

1
<o+

<p.
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This implies that there must exist a state & with energy < a + 6 such that all
p; € D are strictly less than [-consistent (in terms of trace distance) with ¢,
contradicting the promise of a NO-instance. Hence, Check 4 must reject with
probability at least 2/3, so the overall procedure is sound. O

Now that we have established QMA-completeness for LEDMV in the param-
eter regime relevant to our purposes, we turn to the task of constructing a brute-
force search over the continuous set of constant-size density matrices. To do this,
we introduce the notion of covering sets of density matrices in the next subsection.

5.2.2 Covering sets of density matrices

We begin by formally defining an h-covering set of density matrices, which can
be viewed as a mixed-state analogue of h-nets for pure states.

5.2.3. DEFINITION (h-covering set of density matrices). Let H = C?ford € Z,.
We say a finite set of density matrices D¢ = {p;} C D(H) is an h-covering of
D(H) if for all o € D(H) there exists a p; € Djl such that 5| p; — of|, < h.

Next, we show that for any inverse-polynomially small value of h, one can
construct an h-covering set of manageable size. To do so, we use the fact that
every g-qubit density matrix admits a purification on 2¢ qubits. Hence, it suffices
to construct an h-net over pure states in a 2¢g-qubit system, and then trace out
the purifying register. This net can be obtained by generating a sufficiently fine
discretisation of SU(47), noting that global phases become irrelevant once pure
states are expressed as density matrices.

5.2.4. LEMMA. Fvery U € SU(2") can be implemented using O(n*4"™) CNOT
and single-qubit gates.

For a proof, see Nielsen and Chuang, Chapter 4 [NC10]. By the Solovay-Kitaev
theorem, one can approximate U € SU(2) up to error h in the diamond norm using
at most O(log®(1/h)) gates for some ¢ > 1, using any inverse-closed universal gate
set. However, for our purposes, we need the optimal scaling of ¢ = 1 [HRC02].
Many gate sets are known to achieve this for SU(2), as shown in [HRC02, RS16,
FGKM15, BRS15, KMM15, PS18]. Since all we care about is that the gates can
optimally approximate a unitary in SU(2) (not necessarily that we can efficiently
find the sequence), we simply use the gate set from [HRCO02], which originates
from [LPS86].

5.2.5. LEMMA (Adapted from [HRCO02]). There exists a universal gate set G with
|G| = 3 such that for every U € SU(2), there ezists a circuit over gates from G
that approzimates U up to error € in the operator norm using at most O (log(1/¢))
gates.
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We now have all the necessary ingredients to construct h-covering sets of
density matrices in polynomial time for any constant number of qubits.

5.2.6. LEMMA. Let g € Z,. Then for all 0 < h < 1, there exists a polynomial-
time algorithm that constructs an h-covering set of density matrices D' of size
at most poly(1/h) in time poly(1/h).

Proof:

For any g¢-qubit density matrix p, there exists a purification |1)) in a 2¢-qubit
system. By Uhlmann’s Theorem (Lemma 2.2.3), the fidelity between two mixed
states equals the maximum fidelity between their purifications. Hence, it suffices
to create an h-net over 4%-dimensional pure states, which we obtain by approxi-
mating SU(49).

Let G’ be the gate set from Lemma 5.2.5, and let G = G’ U {CNOT}. Since
the global phase is irrelevant when considering density matrices, we only need
to approximate unitaries in SU(4%). We construct the h-covering set D3’ = {p;}
by setting p; = trp |1 )|, where |1;) = U; |0...0) and each Uj; is a circuit over
G that approximates some U € SU(4%) up to error h. By Lemma 5.2.4, any
such U can be implemented using at most m = C;¢?4?? CNOT and 1-qubit
gates, for some constant C; > 0. By Lemma 5.2.5, each 1-qubit gate can be
approximated to precision h using O(log(1/h)) gates from G’. Since the errors of
each approximation of the single qubit gates accumulate linearly, any U can be
approximated up to error h using a circuit of depth at most M = Com log(m/h),
for some constant Cy > 0. Using that |G| = |G'| + 1 = 4, the total number
of possible circuits on 2¢ qubits of depth M, using gates from G, can be upper
bounded as

Comlog(m/h)
2 mlog(m

_ (16q2)C’2m10gm . (1/h)02m10g(16q2) _ poly(l/h),

for constant gq. Hence, we can efficiently enumerate over this set of circuits,
which means we can generate D?’ in poly(1/h) time. This also implies that
|D?"| = poly(1/h), as desired. O

5.2.3 The algorithm

We can now state the QMA query algorithm to find all g-qubit marginals of a
low-energy state of a k-local Hamiltonian in Algorithm 5.2.1. It is important to
stress that J is different from the set I from Protocol 5.2.1, which depends on r,
i.e., the maximum of ¢ and k. In particular, it does not have to depend on k,
as the k-dependence is implicit in query to the LEDMV-instance (which has H
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amongst its inputs).

Algorithm 5.2.1: Randomized QMA-query algorithm to find
e-approximations of the g-local density matrices of a low-energy state of a
k-local Hamiltonian H.

Input: Classical descriptions of k-local terms {H,}, a locality parameter g,
and an accuracy parameter e.

Set: a:==¢/2, Bi=¢, J = ([Z]), § = and h == ¢/2.

|J +1 ’
Algorithm:

1. Perform binary search on the local Hamiltonian problem corresponding
to H using the QMA oracle to obtain an estimate Ao such that M(H) €
[)\0 — 0, Do + d]. Define the set {a; | a; = Ao + 16} ieq1)-

2. Construct a h-covering set of g-qubit density matrices D3’ .
3. For each (iy,...,4,) € J:
Suppose we are at the [th step and have already obtained
{ph,...,iq}(ih.‘.,iq)GS =: Y for some S Q J with |S’ =1
(a) For each p € D"

i. Partial assignment guess: Set ¥’ = ¥ U {p}.

ii. Partial assignment verification: Make a single query to
the QMA oracle on the LEDMV-instance with input H, ¥/,
q, a;, 0, o, B. If the outcome is YES, exit the loop, update
Y+ ¥/, and increment [ + 1 « [.

4. Output ¥ (and optionally 5\0).

The key idea behind Algorithm 5.2.1 is that even density matrices correspond-
ing to inputs within the promise set of an LEDMYV instance maintain sufficient
precision for our desired approximation. This effectively creates a decision prob-
lem where the soundness parameter serves as an upper bound on precision. This
concept stems from the nature of making oracle queries to promise problems:
when you conclude that something is a YES instance, all you can be certain of is
that it is not a NO instance.

Since density matrices are constructed through partial assignments, each step
introduces a potential error. Therefore, it is important to ensure that these errors
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remain small enough so that the state, which the density matrices approximately
represent, does not significantly increase in energy.

5.2.7. THEOREM. Let H = Zie[m] H; be a k-local Hamiltonian on n qubits with

m = poly(n) terms, where 0 X H; < 1. Let J = ([Z}) and let C; denote the
jth element of J under lexicographic ordering. Then for every q = O(1), every
e > 1/poly(n) and every a > 1/poly(n), there exists a polynomial-time algorithm
making queries to a QMA oracle that outputs a set of q-local density matrices {p;}
such that there exists a state & with tr[HE] < M\o(H) + a, for which

pi —tig ]| < gorantje ]

Proof:
We prove correctness and analyse the complexity of Algorithm 5.2.1.

Correctness. The correctness of Step 1 follows from the techniques in [Amb14,
GY19], which show that binary search over the promise gap of the local Hamilto-
nian problem can be implemented using a QMA oracle. Since LEDMV is QMA-
complete for the stated parameters, the query in Step 1 can be implemented using
a polynomial-time Karp reduction from LH to LEDMV.

At each step [, the algorithm attempts to extend a partial collection ¥ of
marginals to a new collection ¥ = ¥ U {p} by querying whether this partial
assignment is consistent with a low-energy state. If the oracle returns YES, we
are guaranteed the existence of a state & with energy tr[HE] < A(H) +a; + 9

that satisfies
| = tre la]| <

for all j € [l]. Repeating this process for each of the poly(n) subsets in J, we
obtain a full collection {p;};c[y) such that for the final state £ := £, we have

tr[HE] < Mo(H) + a4+ 0 < Xo(H) + a,

since each update was made using an oracle that verified this trace-distance con-
sistency with error parameter g = e.

and

p; — tr@[f]Hl <e foralljel[J]

Complexity. Step 1 requires O(logn) queries to the QMA oracle to locate the
ground state energy to precision § > 1/poly(n). Step 2 runs in poly(n) time for
constant ¢ and € > 1/poly(n) by Lemma 5.2.6. Each iteration of the inner loop
(Step 3a) runs in time polynomial in 1/e and the size of the covering set, which
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is polynomially bounded when € > 1/poly(n) and ¢ = O(1). Since |J| = poly(n),
the total number of iterations is polynomial, and each query to the QMA oracle
is made on an instance of LEDMYV with inverse polynomial promise gap. Hence,
the full algorithm runs in polynomial time. O

We note that it is straightforward to show that if the Hamiltonian has an inverse
polynomially bounded spectral gap, we can ensure that the density matrices are
guaranteed to be good approximations of the marginals of the ground state (the
proof can be found in the full work [Weg24]).

5.3 Finding marginals of near-optimal QMA wit-
nesses

In this section, we extend the results of Section 5.2 by showing that approx-
imate descriptions of the local density matrices of a near-optimal witness can
be obtained for any problem in QMA. More precisely, given a promise problem
A in QMA, the goal is to produce approximate classical descriptions of all ¢-
local marginals corresponding to a proof whose acceptance probability is within
1/poly(n) of the optimal witness. The key idea is to construct an approzimately
witness-preserving reduction from any QMA problem to the local Hamiltonian
problem, such that recovering low-energy marginals for the resulting Hamilto-
nian is equivalent to recovering marginals of a nearly-optimal witness for the
original problem.

5.3.1 Approximately witness-preserving reductions in QMA

To make this chapter more self-contained, we begin by recalling the small-penalty
clock construction from Chapter 3. This construction transforms a quantum
verification circuit U, from a P-uniform family of QMA verification circuits U =
{U,, : n € N}, each consisting of T gates from a universal set of at most 2-local

gates and acting on an input  and a quantum witness [¢)) € (C2)®p°1y(n), into a
k-local Hamiltonian of the form
HSPCC,]C = Hin + Hstab + Hprop + 6penaltyflouta (51)

where the locality k& depends on the specific construction used, and €penairy > 0
is a tunable parameter.? For our purposes, the exact form of these terms is not
essential; however, precise descriptions of the 3-local version we use (i.e., Hspcc )
can be found in [KR03]. As usual, to ease notation, we may omit the subscript n
from U and assume n is fixed.

2We change the notation of the penalty parameter in this chapter, since € is already used as
a precision parameter.
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As we know from Chapter 3, the ground state of the first three terms, Hy =
Hiy + Hgtap, + Hprop, 1s given by the history states, which have zero energy with
respect to Hy and are defined as

1 T
= Vi... V] 0) ), 5.2
) = g 2 Ve Vil ) 1) 52

where |¢) € (C2)®p01ym) is a quantum witness and ¢ represents the time step of
the computation. We have that if U accepts (z, [¢))) with probability p, then the
corresponding history state has energy

()] Hit () = e (53

Moreover, we recall that, by linearity, we have

a1 [n(|91))) + az [n([i2))) = |n(ea [¥1) + aa [tha)))

so any linear combination of history states is itself a history state.

We reformulate two lemmas from Chapter 3 to make the dependence on the
spectral gap explicit, and we provide a lower bound on the spectral gap of H,
taken from [DGF22], which applies to the 3-local clock construction of [KRO03].

5.3.1. LEMMA ([DGF22]). Hy = Hgpce,s — €penatty Hout has a spectral gap of A >
C/T? for some constant C' > 0.

5.3.2. LEMMA (Reformulated Lemma 3.2.3, from [DGF22]). Let U = {U, : n €
N} be a P-uniform family of QMA werification circuits. Fix an input size n
and consider an input x € {0,1}". Suppose U, consists of T = poly(n) gates
from some universal gate-set using at most 2-local gates. Denote P(1) for the
probability that U, accepts (z,|v)), and let Hspces be the corresponding 3-local
Hamiltonian from the circuit-to-Hamiltonian mapping in [KR03] with an €penaity-
factor in front of H,. Then there exists a constant c¢g > 0, such that for all
0 < €penaly < A/16, we have that within the low-energy subspace S ..., of

Hgpcegs, te.,
Seponatry = SPAN{[®) (@] Hspce s [P) < €penaity }
the eigenvalues \; satisfy

1— P(wz) 62enalt 1— P(¢l> EQenalt
Tr1 — Cp pA y’epenaltyT——i—l + CO% , (54)

)\i € |:€pena1ty

where {|Y;)} are the eigenstates of the Mariott-Watrous operator of the circuit
U,, given by

= <<x| RI® <oy®q(”)> Ut ([o)0] ® T) U, <|x) RI® |o>®q(">) .
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5.3.3. LEMMA (Reformulated Lemma 3.2.5). Let |V) be a state such that
(V] Hspcos | W) <6

and let A be the spectral gap of Hy. Write Iy for the projector onto the subspace
spanned by history states. Then,

J

Mo [UY])2 > 1 — —.
[ Mhise [¥) {7 > A

We now aim to precisely characterise the maximum acceptance probability of
a witness encoded in a history state, as a function of the state’s energy relative
to the ground state energy of H. This is formalised in the following lemma.

5.3.4. LEMMA. Let p* be the maximum acceptance probability of a QMA werifi-
cation circuit. Let Hspce s be the Hamiltonian as in Eq. (5.1) resulting from the
small-penalty clock construction for some 0 < €penaty < A/16, with ground state
energy Ao(Hspccs). Suppose we are given a state |¥) with an energy at most
Ef)enalty

Mo(Hspoe,s) + co A

Then we have that |V) has fidelity at least

€penalt 1 _p* €penalt 2
1 — ( Cpenalty 9 (p y)
< A T+1 0A

with a history state |n(v)) for some witness 1) which has an acceptance proba-
bility p satisfying

~ €penalt; €penalt; 1 - p* €penalt; 2
f 5 (T 4 1)90 2emalty | o 1\/u_ 9 (u)
p p_(+)COA+(+) N AT G

€penalty 1- p* <€penalty ) 2
O 2 _ .
A 711 A

Proof:
By Lemma 5.3.2, we have that the ground state energy of Hgpcc g satisfies

1- p* €1?)enalty 1-— p* Ef)enalty
/\O(HSPCC,?)) € €penalty T+1 — Co A » Epenalty T+1 + ¢ A

Hence, we have that |U) has an energy at most

*

11— 62ena
<\Il| HSPCC,3 |\Ij> S 6penaltyTp]_ + ZCOPTlty =: 0. (55)
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Note the extra factor of 2 incurred because of the theorem’s assumptions. We
can write any state |¥) in the eigenbasis of Hy as

|¥) = a|hist) + V1 — a2|hist™), (5.6)

for some real « € [0,1], where |hist) lives in the space spanned by the history
states and |hist™) in the space orthogonal to it. In its eigenbasis, Hy is diagonal.
Note that o = ||y |¥)||°. Hence, by Lemma 5.3.3 it must hold that

€penalt €penalt 2
>,/1—— | — ( Cpenalty 24 (u) .
° \/ A T+1+ A

We expand the energy using the decomposition of |¥) in the eigenbasis of H
using Eq. (5.6) as

(0| Hspoos | W) = (a (hist| + VI — a2 (histﬂ) Hspees (a Ihist) + VI — a2|hisﬁ>)
= o (hist| Hspcc 3 hist) + av'1 — a2 (hi )
+avl— o? <hiStJ'|HSPCC73 ’hlSt) + (1 — 042)<hiStJ'|HSPCC73|hiStL>.

We now want to lower bound (¥| Hspccs |¥) in terms of (hist| Hgpec s |hist) to
compare with our upper bound in Eq. (5.5). To do this, we must find lower
bounds on the other three terms in the expression. For the first one we have

(hist| Hspce,s|hist™) = (hist| Hy + €penalty Hout [hist ™)
= €penalty (List| Hout \histl)

Z —€penalty

using that || Hoy|| = 1 and that (hist| Hy|hist™) = 0, which holds since |hist), |hist™)
live in separate eigenspaces of Hy. Similarly, for the second term it must also
hold that <histL‘ Hgpce,s [hist) > —€penaity- And finally, for the third term we
have (hist"| Hspoc s|hist™) > A > 0. Putting this all together, we have

<\I/| Hspccjg |\If> Z OéQ <hlst| Hspcqg |hISt> —2av1 — OéQEpenaltyy (57)

Suppose that |hist) encodes a witness with acceptance probability p (recall that
linear combinations of history states are also history states). We have that

L—p

<hiSt| Hspccjg |hISt> = epenaltyT,—H‘

Plugging this into Eq. (5.7) and combining the resulting expression with Eq. (5.5)
gives

2 -

1—-p* € 1—p —
€penalty 77 1~ T +1 + QCOA - 052€penaltyT 1 —2av1 — a2€penalty
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which after rearranging to get p* — o?p at the LHS of the inequality results in
p*—ap < (T + 1)2Co€peiTalty +2o(T +1)V1—a?+1—a?

which gives, using our bounds on a and the fact that p* — o?p > p* — p as
p*>p>0and a € 0,1], as well as Lemma 5.3.1,

N n 1 —p* n 2
pt=p < (T+1)2 peTa“y+2(T+1)\/Elae_alty—pJFQCO(%ealty>

A T+1 A
+ €penalty 1— (epenalty ) 2
A T+ 1 A ’
which completes the proof. O

However, being close to a history state is not sufficient for our purposes: we
require closeness to an actual witness state |¢) tensored with an auxiliary state
that we do not care about. To achieve this, we make again use of the pre-idling
technique from Chapter 4. This technique ensures that all history states become
close to product states of the form [¢)) ® |®), where |®) is a fixed, known state
(typically encoding the clock and ancilla registers).

5.3.5. LEMMA. Let U = Vr... Vi be a QMA werification circuit consisting of T
gates. Define U = VT+M Vi to be the circuit obtained by prepending M identity
gates to V', and let Hspco 3 be the Hamiltonian from Eq. (5.1) which uses U. Then
for any history state |n(v)) corresponding to a witness |1), there exists a state of
the form |¢) & |®), where |®) is a fized state depending only on M and the size
of the ancilla register of U, such that

M

()] (1¥) ® @) = MeT+1

Proof: .
Let |n(1)) be the history state associated with U, i.e,

M+T

1  / a
MO = e 2o Ve I,

where a denotes the total number of ancilla qubits and ¢ a unary encoding of ¢.

Now define
M—1

10%) 1£)
t=0

%\H
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and consider the state [¢))®|®). A direct calculation shows | (n(¢)] (|) @ |®)) |* =
M/(M+T+1). O

We are now ready to combine all of the above to construct our approximately
witness-preserving reduction. This reduction allows us to recover a witness close
to the optimal (i.e., highest-accepting) witness for a given QMA verification circuit
by finding a low-energy state of an associated local Hamiltonian instance instead.

5.3.6. THEOREM. Let A = (Aygs, Axo) be a promise problem in QMA with a P-
uniform family of QMA wverification circuits {U, : n € N}, where each U, uses
T = poly(n) gates and has a witness register denoted by W. Let x € {0,1}" be an
wput, and let p* be the optimal probability that U,, accepts x, i.e., mazimised over
all quantum proofs in W. For any polynomially bounded functions pi(n),ps(n) >
1, define

min{C, 1}

M= Up )T D), Cpmate = 0 1) () - ()

where T = M +T. Then, there exists a polynomial-time reduction from a M-
pre-idled verification circuit U, with T = M + T gates, to a local Hamiltonian
Hspoces such that any state with |V) that satisfies

(V]| Hspoos [¥) < Ao(Hspec,3) + COEIQ)enaltyTg

it holds that |[try [WXW| — [)X¥]]|; < 1/2pa(n) for some quantum witness [i),
which satisfies the property that U, accepts (x, 1)) with probability at least p* —

1/pi(n).

Proof:
By Lemma 5.3.5, we can use pre-idling with M gates, creating a new circuit U,
with T'= M + T gates such that

lIn)Xn()] = [¥) [@Xe] (@]l = 1 = {n(w)] (1) @ [2)) [

1=
VT M+ T+

< 1

~ 4py(n)
if M > (4pa(n) — 1) (T +1), which is satisfied by our choice of M. The statement
in the theorem then consequently holds since the trace distance is nonincreasing
upon taking the partial trace (taken over the non-witness registers). Hence, we
can take T = T 4+ M = poly(n) in the new circuit. By Lemma 5.3.1, we have
that the spectral gap A for our Hy corresponding to the new circuit U, satisfies
A > C’/T 3. By Lemma 5.3.4 we have that for our choice of €penalty that if we
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are given a state |¥) with energy at most \o(Hspcc ) + 2co€? T3, it has trace

distance at most

)] = [n()Xn()ll], = V1 = [ {Tln() [

< \/Epenalty 1- p + 2 ( €penalty > 2
- A T+1 A

<

penalty

4po(n)’

with a history state |n(¢)) for some witness |¢)) with acceptance probability p
which satisfies

cna T ena, 1—p* ena, 2
pr=p<(T+ 1)20061’—“y + 2T + 1)\/613 by - 7P L9 (ep lty)

A A T+1 A
€penalty 1-— p <€penalty ) 2
“penalty = V4 9c, (Renaly
A T+1 A
< 1
~ pin)

Hence, by the triangle inequality,

ITUNW] = o) [RN[ (D] < [[[WXE] = In())n()]]];

+ n@)Xn()] = ) |2) (@l (@]l
1

= o)’

The desired result directly follows since the trace distance is non-increasing under
the partial trace. O

In the above theorem we have left the dependence on the €penaity-parameter
explicit in the energy bound, since we do not know in advance what A\o(Hspcc 3)
will be (even after fixing €penalty), as it depends on the maximum acceptance
probability p*. However, in the next section, we will see that this is not an issue,
as we can estimate the ground state energy using QMA oracle access, as shown
in Section 5.2.

Finally, we need to show that Theorem 5.3.6 continues to hold in the mixed-
state setting, which is important since Algorithm 5.2.1 only returns density ma-
trices that are promised to be approximately consistent with some global density
matrix (rather than a pure state).

5.3.7. COROLLARY. Under the same assumptions and parameter choices as The-
orem 5.3.6, let & be a mized state such that

tr [Hspec s €] < Ao(Hspeces) + CoeienaltyTS‘
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Then there exists a quantum witness {proor Such that

1

HtrW[S] - §pr00f||1 < ma

and the original verifier U accepts (z, {proor) with probability at least p* —1/pi(n).

Proof:

We omit the subscript n in the verification circuit U, and assume U is already
pre-idled as in Theorem 5.3.6. Suppose Hgpcc s acts on ¢(n) qubits. Extend U
to Uy = U ® I acting on the extended proof register We, = W U W/, where
W’ consists of ¢(n) additional qubits and W is our original proof register. The
corresponding circuit-to-Hamiltonian mapping becomes Hexy = Hgpccos ® I, and
acts on 2¢(n) qubits. Now let £ be a ¢(n)-qubit mixed state satisfying the energy
condition. Then there exists a purification |®) € C2*™ such that try [|®)®[] = ¢
and .

tl"[HeXt |(I)><(I)” < Ao(Hspccyg) + 6062 3.

penalty

Since Heyy corresponds to Ue, Theorem 5.3.6 implies that there exists a (p(n) +
q(n))-qubit proof state |¥) such that

1
tr OND|| — [T, £ ——,
and Viy accepts (z, U)X W¥|) with probability at least p* — 1/p;(n). Taking the
partial trace over the remaining registers to isolate W, and using that try[¢] =
try[| @)X P[], we obtain

1
[trpr(€] — tra [ UXP[I, < a01)

where we used the monotonicity of the trace distance under partial trace. Setting
Eproot 1= tryp[| U)X (] completes the proof. 0O

We now have everything in place to leverage our approximately witness-
preserving reduction and construct an algorithm that, for any problem in QMA,
produces approximations of all g-local density matrices corresponding to a nearly-
optimal accepting witness in the final subsection.

5.3.2 Finding marginals of high-accepting QMA witnesses

Let J be the set of all g-element subsets of the indices of the qubits on which
Hik is defined, and Jy C J the set of all g-element index combinations of
indices corresponding to the proof register. After we pre-idle the circuit U,, and
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construct the corresponding Hgpcc g for the some choice of €,enaity, we simply run
the Algorithm 5.2.1 for Hgpcoc,s to obtain all density matrices with indices from
the set J and finally keep only those with indices from Jy,. The full algorithm is
given in Algorithm 5.3.1.

Algorithm 5.3.1: QMA query algorithm to find approximations of the
g-local density matrices of high-accepting witnesses

Input: Classical descriptions of a QMA verification circuit U,, functions
p1(n), p2(n), and locality parameter g.

Set: Define M, T', and €penaity as in Theorem 5.3.6, and set a := coT3€2,, 1,
€ :=1/(2p2(n)).

Algorithm:

1. Construct the M-pre-idled circuit (~]n from U,,.

2. Generate the Hamiltonian Hgpcc g using the small-penalty clock con-
struction from Eq. (5.1) with parameter €penarty. Let J be the set of all
g-element subsets of qubit indices for Hgpcc 3, and let Jy € J be the
subsets restricted to the witness register W of U.

3. Run Algorithm 5.2.1 on Hgpccs with parameters a and e, obtaining

{Pir,.ig Y(ir,..sig)es and an estimate Ao(Hspcc,3)-

4. Output the marginals {p;,, i, }(i1,...i,)esn and the estimate

b1 Mo(Hspcos) - (T +1)

€penalty

5.3.8. THEOREM. Let A = (Aygs, Axo) be any problem in QMA with a P-uniform
family of verifier circuits {U,}, and let x € {0,1}" be the input. Then for any
polynomially bounded functions p1(n),pe(n) > 1, and any constant ¢ = O(1),
there exists a polynomial-time algorithm that makes queries to a QMA oracle and
outputs:

o A wvalue p satisfying |p* — p| < 1/p1(n), where p* is the mazimum acceptance
probability of U, on input (x,|1)), over all quantum witnesses |1).

o A set of g-local density matrices {p;,....;,}, each within trace distance 1/pa(n)
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of the corresponding reduced density matriz of some state &proor that is ac-
cepted by U, with probability at least p > p* — 1/p1(n).

Proof:
We will prove that Algorithm 5.3.1 satisfies the criteria of the theorem.

Correctness. Suppose Hspccs acts on ps(n) = poly(n) qubits. By Theo-
rem 5.2.7, the density matrices {p;, i, }i,....ip)es returned by Algorithm 5.2.1
correspond to a state & satisfying

tr[Hspcc,3€] < Ao(Hspece,s) + a = Ao(Hspecs) + COT36123enaltya

which meets the assumptions of Theorem 5.3.6 (and thus of Corollary 5.3.7).
Therefore, Corollary 5.3.7 tells us there exists a state &proofs |[tr777[£] — Eproot|]; <
1/2ps(n), that gets accepted with probability p satisfying

- . 1
p=p — :
pi(n)
Next, by Lemma 5.3.2, the estimated ground state energy satisfies

~ 1-—- p* 62ena a
Ao(Hspec3) € {EpenaltyT_i_ 1 = (CO pAIty T |J| + 1>} ’

which implies

Y

Xo(H. (T+1 .
p* € [1- 0( SPCQS) ( ki ) + 2c_oepenaltyT3
€penalty C

where we used the choice of a, the fact that [J| > 1, and the spectral gap bound
A > C/T? from Lemma 5.3.1. Since

p—1- ;\O(HSPCC,S) (T +1)

€penalty

it follows that for our choice of €penalty,
C ~
aoepenaltyT‘3 S 1/]91 (n)

By Theorem 5.2.7, the algorithm returns all ¢-local density matrices for J 2O Jy,
and each satisfies

Ip* —p| <2

< 1/pa(n),

for each (i1, ...,1,) € Jw.
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Complexity. The complexity is polynomial in 29 and 1/py(n). Since ¢ € O(1)
and py(n) = poly(n) by assumption, the algorithm runs in polynomial time. O

5.4 Open problems

We have shown that for any problem in QMA, it is possible to approximate all
g-local density matrices of a high-acceptance witness, up to any constant locality,
given access to an oracle that solves QMA promise problems. Naturally, it remains
open whether QMA admits full search-to-decision reductions that produce the
actual quantum witness states. Since Kitaev’s circuit-to-Hamiltonian mapping
does not relativise, approaching this question in the local Hamiltonian setting
would be a natural direction, as it would sidestep the quantum oracle separation
found in [INN*22].

5.4.1. OPEN PROBLEM. Can a low-energy state of a local Hamiltonian be found
by a polynomial-time classical algorithm with query access to a QMA oracle?

In this direction, one could also investigate whether placing additional struc-
ture on the local Hamiltonians—such as enforcing a spectral gap, geometric lo-
cality, or other physical constraints—could make the problem more tractable.
While such Hamiltonians may not be QMA-complete in the constrained setting,
they may still serve as valuable test cases for understanding whether and how
search-to-decision reductions can be achieved.

An interesting open question regarding our construction for finding the density
matrices of QMA witnesses is whether the use of a circuit-to-Hamiltonian mapping
is truly necessary, or if a more direct approach, based on the trivial QMA-complete
problem of circuit verification, could suffice. At present, it is unclear whether such
an approach would work. The main obstacle is that the acceptance probability
of a quantum verification circuit is inherently a global observable, whereas we are
only given local information in the form of reduced density matrices of a quantum
proof. This stands in contrast to the local Hamiltonian setting, where the energy
is naturally expressed as a sum of local observables.
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Chapter 6

Adaptivity, multiple provers and
reductions to Hamiltonians

6.1 Introduction

A probabilistically checkable proof system (PCP) has a polynomial-time proba-
bilistic verifier with query access to a proof provided by a computationally un-
bounded prover. Usually, a PCP is specified by two parameters: the number of
random coins the verifier is allowed to use (which also upper bounds the length of
the proof as some exponential in the number of coins) and the number of queries
it can make to the proof. The PCP theorem [ALM™98, AS98|, which originated
from a long line of research on the complexity of interactive proof systems, states
that all problems in NP can be decided, with a constant probability of error, using
only a logarithmic number of coin flips and a constant number of queries to the
proof.

Equivalently, the PCP theorem can be formulated as the statement that it is
NP-hard to decide whether a given CSP instance is fully satisfiable or whether no
more than a constant fraction of its constraints can be satisfied. This is usually
referred to as the hardness of approrimation formulation of the PCP theorem.
One can also prove the PCP theorem by reducing a CSP directly to another CSP
that exhibits this property: this type of transformation, due to Dinur [Din07], is
usually referred to as gap amplification, referring to the increase in the difference
(the gap) in the fraction of constraints that can be satisfied in both the YES- and
No-instances.

As we discussed in Section 1.2, quantum complexity theorists have proposed
proof-checking and hardness-of-approximation versions of a quantum PCP con-
jecture. The hardness-of-approximation formulation states that the local Hamil-
tonian problem with constant promise gap, relative to the total number of local
terms, is QMA-hard. Evidence in favour of this conjecture includes the NLTS
theorem [ABN23] and related constructions [CCNN23b, CCNN23a, HATH24,
AGK24], which show that there exist Hamiltonians whose low-energy states—

131



132 Chapter 6. Adaptivity, multiple provers and reductions to Hamiltonians

those with energy up to a constant fraction of the total norm of the Hamiltonian—
cannot be described by any class of states admitting efficient classical descriptions
(which would serve as NP-witnesses).

On the other hand, there are also results giving evidence against the con-
jecture: various works suggest that the “quantum hardness” of the local Hamil-
tonian problem disappears in the constant promise gap regime under certain
structural assumptions, such as high-degree and good expansion in the interac-
tion graph [BH13b], or stoquasticity [ABG19]. This also includes our results
from Chapter 4 and Appendix C, which show that imposing the condition that
the ground space has non-negligible overlap with classes of states admitting cer-
tain classical access models makes a variation of the local Hamiltonian prob-
lem QCMA-hard in the inverse-polynomial precision regime, but contained in NP
(or MA) when the precision is constant (see also [GL22]). Not only do these
limitations rule out certain structural properties of “quantum PCP candidate”
Hamiltonians, they also constrain the kinds of structural transformations a poten-
tial gap amplification—a la Dinur, but for Hamiltonians—could exhibit (again,
see Appendix C).

The proof-checking formulation of the quantum PCP conjecture, which states
that one can solve any promise problem in QMA using a quantum verifier that
only accesses a constant number of qubits from a quantum proof, has received
considerably less attention. A possible reason for this is that both conjectures
are known to be equivalent under quantum reductions. This was already pointed
out in the first work that proposed a quantum PCP formulation [AALV09].!

Perhaps that is why, even after more than two decades since the question of
the existence of a quantum PCP was first posed [AN02], many basic questions
regarding the proof-checking formulation have not been addressed. For example,
as already raised in [AALV09], how robust are definitions of quantum PCPs under
subtle changes, e.g., the choice of distribution over which the proof qubits are
selected? Are adaptive queries to the proof more powerful than non-adaptive ones
in the constant-query setting, or are they equivalent as in the classical setting?
Are there non-equivalent variations of quantum PCPs, similar to the many natural
variations of QMA?2

6.1.1 Results of this chapter

We define a general formulation of quantum PCPs in Section 6.2, capturing adap-
tivity and multiple unentangled provers, and provide a detailed construction of
a quantum reduction to the local Hamiltonian problem with a constant promise

"'Whilst this is widely known in the community, this reduction has (as far as the author is
aware) never been written down in full detail except in the works of [Gril8] and [HATH24],
which both consider more restricted formulations of quantum PCPs than considered in this
chapter.

2See [Gha24] for a recent review.
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gap. This reduction, presented in Section 6.3, turns out to be a versatile subrou-
tine for proving structural properties of quantum PCP systems, allowing us to
show in Section 6.4:

e Non-adaptive quantum PCPs can simulate adaptive quantum PCPs when
the number of proof queries is constant. This holds even if the non-adaptive
verifier samples proof indices uniformly at random from a subset of possi-
ble combinations, resolving an open question posed by Aharonov, Arad,
Landau, and Vazirani [AALV09].

e If the 2¢-local Hamiltonian problem with constant relative promise gap lies

in QCMA, then QPCP[q] € QCMA3

e If QMA(2) admits a constant-query, unentangled k-prover, quantum PCP
for any 2 < k < poly(n), then QMA(2) = QMA, establishing a connection
between two long-standing open problems in quantum complexity theory.

6.2 Quantum probabilistically checkable proofs

The bulk of this section is taken up a definition of a quantum PCP. Our definition
is more detailed than that given in [AAV13], and more general than the definitions
in [HATH24, Gril8], in that we also include the ability to make ¢ queries to proof
qubits adaptively and allow for the possibility of having k£ unentangled provers.
Once we have this definition in place, we can define an associated complexity class
QPCP[k, g]. For convenience, we also explicitly define a non-adaptive version. For
completeness, we also prove that weak error reduction is possible for quantum
PCPs.

6.2.1. DEFINITION (quantum PCP verifier). Let k,q,p1,p2,p3: N — N, and n €
N be the input size. A (k,q, p1, pa, p3)-QPCP verifier V,, consists of the following:

e an n-qubit input register A, initialised in input |z), = € {0,1}";
e a pi-qubit ancilla register B, initialised in [0)*"'™);
e a kpo-qubit proof register C, initialised in £ = ®§:1§j for some quantum

witnesses & € D <(C2)®p2(")> for all j € [k];

e a collection of PVMs IT' = {II'}, i € [kpa(n)], with II} = |i)i| ® I for all
t € [q], TI°" = {IIg"*, TI9™}, with TIg™ = |0X0| ® T and TI$™ = [1X1| ® I;

3The factor of 2 arises solely from our specific definition of the local Hamiltonian problem
in Chapter 3, and does not appear under a slightly more general formulation.
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e collection of circuits V¥, ¢ € [¢+ 1], where circuit V¥ only acts on at most
t' qubits of the proof register and consists of at most p3 gates from some
universal gate set.

Let I = () be the set of all proof indices to be accessed. The quantum PCP verifier
V,, acts as follows:

1. For t € [g]: it applies the circuit V* to registers A, B and qubits I from C,
performs the measurement II* and adds outcome i, to the set I;

2. It applies V! followed by a measurement of II°% of the first qubit and
returns “accept” if the outcome was |1), and “reject” if the outcome was
0).

If p1,p2, and ps are all polynomially bounded functions, then we abbreviate to
a (k, q)-QPCP verifier, and to a (q)-QPCP verifier if additionally £ = 1. For the
remainder of this chapter, we will assume that in Step 1 for any ¢ the probability
of measuring any outcome i, for which there exists a iy € I, ¢ € [t — 1] such that
iy = iy, 1S zero.

We make the final assumption in Definition 6.2.1 for notational simplicity, as
querying the same proof index multiple times offers no advantage. The verifier
can enforce this restriction by for example selecting the first index (under lexico-
graphic ordering) from those not in the set I, whenever a measurement yields an
element already in I.

6.2.2. REMARK. We often write V,, to denote the verifier with the input x hard-
coded. Moreover, in the case of multiple provers, an index i; will denote a tuple
(7,k) (of the qubit to be queried at step t), where j indicates the corresponding
proof and k indicates the index of the qubit in this proof.

6.2.3. DEFINITION (Non-adaptive quantum PCP verifier). A non-adaptive (k, q)-
QPCPy, verifier is just like the (k, ¢)-QPCP verifier but instead has a single PVM

I = {IL,, .} with IL;; ;. = |i1,...,ig)i1,..., i ® I, which determines all ¢

qubits to be accessed. If k = 1, we simply refer to a (q)-QPCPya verifier.

Some additional explanation is in order. First, we could have used a sin-
gle symbol for the PVMs II*, as they all correspond to the same measurement.
However, it is useful to label each PVM by the index indicating the step of the
quantum PCP verification in which it is applied. This notation becomes partic-
ularly convenient when discussing scenarios such as: “PVM II' returned index
i1, II? returned outcome 45", and so on. Second, one might wonder why Defini-
tion 6.2.1 is not defined entirely in terms of PVMs that absorb the circuits V. As
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Figure 6.1: Visualisation of a k-prover quantum PCP which allows for ¢ adaptive
queries to the provided quantum proof through intermediate measurements, as
per Definition 6.2.1. Note that an index measurement i; denotes a tuple (j, k)
where j indicates the corresponding proof and k the index of the qubit in this
proof.

we shall see later, this split is necessary to ensure an efficient unitary decomposi-
tion whenever the PVMs are at most O(log)-local. Throughout this chapter, we
assume an ordering on the tuples (j,1), where (j,[) refers to the [th qubit of the
7th proof, and we use basis state notation, treating strings and their integer repre-
sentations interchangeably. Since there are only kpy(n) possible settings, we need
to allocate at most [log(kps(n))] = O(logn) qubits to determine the next proof
index to be queried, assuming k, ps(n) € poly(n). This ensures that the PVMs
remain O(logn)-local. In the constant-query setting (which is our focus), this
property still holds in the non-adaptive case, even when a single PVM represents
the parallel application of all individual-index PVMs. As a result, each PVM has
at most polynomial circuit complexity, making them efficiently implementable.

We are now ready to define the complexity classes corresponding to our for-
mulations of quantum PCP verifiers.

6.2.4. DEFINITION (QPCP). Let n € N be the input size, and let x € {0,1}" be
an input string. A promise problem A = (Aygs, Axo) belongs to QPCP. [k, q], if
and only if there exist ¢,s : N — [0,1] with ¢ — s > 0, polynomially bounded
functions pq, p2, p3 and a P-uniform family of (k, ¢, p1, p2, p3)-QPCP verifiers V =
{V,.} such that, on input = € {0,1}™

o If v € Ay, then there exist quantum states &; € D (((C2)®p2(”)> for each
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J € [k], such that V,, accepts (z, ®§:1§j) with probability at least ¢;

o If v € Ay, then for all such states {; € D ((C2)®p2(n)), the verifier V,,
accepts (z, ®§:1§j) with probability at most s.

If c =2/3 and s = 1/3, we write QPCP[k, ¢| for short, and QPCP|g] if additionally
kE =1 holds.

6.2.5. DEFINITION (QPCPyy4). This class is defined in the same way as QPCP,
but with the verifier restricted to be a non-adaptive QPCPy, verifier, as specified
in Definition 3.1a.

In the single-prover setting, weak error reduction via parallel repetition follows
straightforwardly by adapting the argument from [AN02].

6.2.6. LEMMA (Weak error reduction for the single-prover case). Let c—s = Q(1).
Then for every t > 2, we have

QPCPC,S[I,q] C QPCPC/,S/[L O(qt)],
where d =1—27" and s’ = 27¢.

Proof:

This follows from a standard parallel repetition argument, taking into account the
possibility that the proof can be entangled. Let V' be the (k, g, p1, p2, p3)-QPCP
verifier with completeness ¢ and soundness s, where py, p2, ps € poly(n). Arthur
expects to receive the proof 2%, runs V R times in parallel (acting only on ¢
qubits of each ), measures the output qubit, and accepts if at least a (¢ + s)/2-
fraction of the outcomes are accepting. Completeness follows directly from a
Chernoff bound. If Merlin provides the correct proof ¢¥%, then each run of the
verifier accepts with probability at least c. Let X; € {0, 1} be the random variable
that indicates whether the ¢th run of the parallel repetition accepted (X; = 1) or
not (X; = 0). Let {X;},c(r be the outcomes of the R runs, with p = E[X;] = c.
The total number of accepting runs is given by Sg = Zil X;. By the Chernoff
bound, the probability that fewer than a (¢ + s)/2-fraction of the runs accept is

given by
c+s c—s\”
P1"|:SR< 5 -R]Sexp(—?R( 5 ))

To ensure that Pr[Sg < (¢ +s)/2- R] < 27" it suffices to choose

R= [(it—lnj?w . (6.1)
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For soundness, let p be the po(n)t-qubit proof that Merlin provides instead
of %', From the soundness property of the verifier, we know that E[X;] <
s. Now consider the expectation of X5, which depends on the outcome of Xj.
However, the soundness condition ensures that E[X; | X; = j] < s for all possible
outcomes j € {0,1}. By repeating this argument, we see that for any i, E[X; |
Xi,...,X;_1] < s. Since this holds for any i, we can upper bound the acceptance
probability by polynomially many independent Bernoulli trials with mean p = s,
again with bias (¢ — s)/2. Applying a Chernoff bound for dependent variables
(with bounded conditional expectations), we find that the acceptance probability
is at most 27*. Finally, the total number of queries to the proof is ¢R = O(qt).
O

In the full work [BHW25], we also show that a form of strong error reduction is
achievable for non-adaptive quantum PCPs with near-perfect completeness. The
question of whether weak error reduction holds in the multi-prover case remains
open, but we expect that it can be done using ideas from [HM13].

6.3 Local Hamiltonians from quantum PCPs

The core of this section is Theorem 6.3.6, which shows that, given a QPCP ver-
ification circuit (as defined in Definition 6.2.1), one can efficiently construct a
local Hamiltonian such that the expectation value of a proof state corresponds
to its acceptance probability under the verifier. Our construction follows some
of the ideas presented in [Gril8], but extends them to handle the more general
case of adaptive verifiers. As a result, the class of local Hamiltonians we ob-
tain is slightly more general than those typically considered in the quantum PCP
literature, requiring some additional steps to recover a standard form.

We begin by proving a basic lemma, which expresses the probability that a
proof & gets rejected by the quantum PCP verifier V' conditioned on taking the
query path (i1,...,4,), in terms of the PVMs and circuits of V. Throughout this
chapter, we make a distinction between indices indicated surrounded by brackets
(e.g. ‘(41,...,1,)") and those that are not (e.g. ‘iy,...,4,") to make a distinction
where the order does matter (the former) and where it does not (the latter).

6.3.1. LEMMA. Let n € N be the input size, k,p1,p2, ps be polynomially-bounded
functions, ¢ = O(1) and let V,, be a (k,q,p1,p2,p3)-QPCP wverifier as in Defi-
nition 6.2.1, with hardcoded input x € {0,1}". Define M} . = T V" for all
iq € [kp2(n)], t' € [q]. The probability that the quantum PCP rejects a proof &,
conditioned on taking the query path (iy,...,14,), is given by

| » . tr| P iy, i, P’
Pr[Vy rejects € | (i, ..., iq)] = PE[(il( )@ )]}7
y o lg
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where Pr[(i1,...,1,)] is the probability that i1,...,1, are queried (and in this or-
der), p° = 10) (0|*""""" @ ¢, and P, g, ) is a (k + n + pi(n))-local operator
gien by

P, MMM yertguty ety ol (6.2)

T, (i15018q) T i1, " 1g,X T z iq,x * 11,T"

Proof:
This follows from a straightforward application of the rules for post-measurement
states in projective measurements. Let p° = |0)(0]*" "™ @ ¢ be the initial state
(note the extra n term for the original input register).

Suppose the first PVM of the quantum PCP returns outcome i;. The post-
measurement state after this step is:
Hzllvxl Ovlfnl H@llel OvlTl—Il MilwpoMiT

i1,%

tr [Hzll Vi ovlT] B Pr[iy] ~ Pr[iy]

Similarly, assuming outcome iy for the second query, the state becomes:

ng V2p 1V2TH2 ng V2p 1VfTH§2 M2 xleZT M2 M} L xpoMlT M2

2 — _ 2, 12,2 i1,x" M ig,x
tr [Hf V2p 1V2T] Prliy | 4] Prliy | 4] Prliy | i1] Prliy]
2
Repeating this procedure ¢ — 2 more times, assuming outcomes s, . . ., %, we find

that the state after the ¢'th query becomes

ME o MY OME M MM 0N M

11,% iq,T i1,T iq,T

o= T el i) X (A

Now in the final step of the quantum PCP, a final circuit V} is applied, followed
by the PVM II°", The expected value of rejection is then given by

Pr[V, rejects & | (i1, ..., iy)] = tr[II3"V2pV 1]
fr [HOV;M; e ML oM M;quxvﬂ

Pr((iy, ..., 4)]

Using the cyclic property of the trace, we can write:

MM VeI M;wp()]
Pr((i, ..., 14)]

tr[
Pr[V, rejects £ | (i1, ...,14)] =

_ tr [Pa:,(h,-..,iq)po}
PI‘[(?:L e ,iq)] ’
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with

P — M

I,(il,...,iq) 11,T

L ME VAT VMY M,

11,T°

O

The next idea is that the expectation value of an operator A acting on an
n-qubit state consisting of a product state of a g-qubit state and a fixed (n — ¢)-
qubit state can be represented as an expectation value of a ¢-qubit operator B
acting only on the g-qubit state. The following lemma proves this and gives an
explicit expression of the local operator, assuming that the fixed state is pure.

6.3.2. LEMMA. Let A be a Hermitian operator acting on an n-qubit Hilbert space,
where the state is given by a variable q-qubit input p tensored with a fived (n—q)-
qubit state pgyea. Then

tr [A(p ® prixea)] = tr[Bp],

for some q-qubit Hermitian operator B = B(pfixea) that depends on pgxeqa. More-
over, if paxea = |W)X| for some pure state |1), then the (a, o/)-entry of B in any
basis {|a)} is given by by.o = (a] (Y] Al') [1).

Proof:
We can decompose A in two arbitrary bases {a} and {8} for each part of the cut
in the product state as

A= ) tawpslafa|@1BXE.

a7a/7/67ﬁ/

Using the linearity of the trace and the tensor product property,

61[A(p @ prixea)] = tr [ D dawsp lafd| @ |BXB] (p @ ,Oﬁxed)]
a,a! 3,8

- Z (Z Qg6 tT[| BX5'] Pﬁxed]> tr[ja)d| p]

a7a/ /Biﬂ/

= Z Do trf|a)@] p]
= té[Bp],

where the operator B, given by

B=> bawlaX|, bao = taapp trl|BY| pasedl,

57/3/
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is indeed g-local.
For the second part of the lemma, we note that under the assumption that
Prixed = |¥)1] for some pure state |¢), we have

(af (V[ Ala’) [¢) = (al <¢\< > aa,a/,ﬁ,a/\axo/l®!ﬁ>(5’\> ') [9)

a,al 3,6
= awss WBNE 1)
B,8"
=" taw s tllBYG| pred]
B,5"
= bma/.

O

With these lemmas in hand, we can argue that, given a verifier, there always
exists a local Hamiltonian that captures the probability of acceptance of a proof.

6.3.3. LEMMA (Hamiltonians from general quantum PCPs). Let n € N be the
input size, k,p1,p2, ps be polynomially-bounded functions, ¢ = O(1) and let V,, be
a (k,q,p1,p2, p3)-QPCP werifier as in Definition 6.2.1 with hardcoded input © €
{0,1}". Then there exists a Hamiltonian H, acting on kpy(n)-qubits, consisting
of q-local positive semidefinite terms, such that for all &, we have

Pr[V, accepts £] = 1 — tr[H,&]. (6.3)

Proof:
Let Q) = ([kmq(")]) be the set of all unordered subsets of size ¢ drawn from [kps(n)].
By the definition of conditional probability, we have that

Pr[V, accesses qubits (i1, ...,%,) from |£) and rejects ]

is given by

Pr((iy, ..., ig)] - Pr[V rejects € | (i1,...,i,)] = Prl(ir, ..., i,)] -

=tr [Px,(u ..... iq)Ti1se.., 'Z:q} ’
where 03, i, = tre, [€®|0) (O]®”+p2(")] with Cj,, ;. denoting all qubits of &
except for those with indices 7y, ...,%,. Hence, we can write the probability that
V.. rejects € as
Pr[V, rejects &] = Z Z tr [Px,(il ..... iq) it z‘q}-
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For all {i1,...,ig} € 2, we define the 27 X 2¢ matrix H,;, . ; , where each entry
(a| Hyjy....i, |B) 1s given by

S (0P @ (a]) P (10707 @18), (64

(41,..-,iq) EPerm(i1,...,iq)

where «, § € {0,1}7. By Lemma 6.3.2, we have that for any g-local density matrix
p we have that the expression

tr[Hyy, 0] = tr > Prfis, i [0) (O] @ p (6.5)

(i1,..,iq)EPerm(i1,...,iq)

holds. Moreover, since Eq. (6.5) is the sum of all probabilities that a query path
(i1,...,171) is taken and the proof is rejected, taken over all possible permutations
of the indices, we must have that H,;, is positive semidefinite. Now consider
the g-local Hamiltonian H defined as

H:r: = E Hx,il,...,iq-

{il,...,iq}eﬂ

..... iq

We have that
Pr[V, accepts &] = 1 — tr[H,£],

since by the linearity of the trace

tr[H, &) = tr Z (Hz,il,...,iq ® ]I) §

{i1,...,iq}€ﬂ

= Y e, ]

{il,...,’iq}eﬂ

_ Z Z tr [Px,(il,...,iq)U(z‘l,..-,iq)]

{i1,...ig }EQ (i1,...5ig)EPerm(iy....iq)

= Y > Pr(i1, ..., i) Pr[V rejects € | (in, ..., i,)]

{il,...,’iq}EQ ('L'1,...,iq)GPerm(il,...,iq)
= Pr[V rejects ¢
= 1 — Pr[V accepts &,

which also implies that H;, ., =1 foralliy,... i, € €. O
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6.3.1 Learning the Hamiltonian

We have shown that the acceptance probability of a QPCP verifier on a given proof
is equivalent to the expectation value of a corresponding Hamiltonian. What
remains is to show how to efficiently approximate the entries of each local term.
Before stating the final protocol, we argue that each local term can indeed be
learned to arbitrary (inverse polynomial) precision. For this, we employ the
Hadamard test, originally introduced in [AJLO6].

We require a simple generalisation of the standard Hadamard test, as we need
to evaluate inner products between two potentially different input states. A proof
of this generalisation can be found in Chapter 2 of [Gril8].

6.3.4. LEMMA (Hadamard test [AJLO6]). Let [1),|¢) € C*" be quantum states
prepared by unitaries Uy, Uy, i.e., [¢) = Uy |0™) and |¢p) = U, |0™). Let W €
U(2") be a unitary operator, to which we have controlled access. Then there
exists a polynomial-time quantum algorithm that outputs an estimate Z such that

|2 = Re((¢| W g))| <€

o (1og€2(§)> |

(controlled) queries to Uy, Uy and W. Similarly, there exists a quantum algorithm
to estimate Im({¢p| W |@)) at the cost of applying one additional single-qubit gate.

with probability > 1 — 9, in

Since the Hadamard test applies only to unitary operators, we will rely on
the following simple lemma, which shows that every (local) projector onto a basis
state can be expressed as a linear combination of unitaries with small circuit

depth.

6.3.5. LEMMA. Let I, = |2)z|, where z € {0,1}* is a computational basis state.
Then 11, can be written as

1
Hz = Z_k Z CL]‘U]',
Je{0,1}%
where each U; € {I, Z}**, and a; € {—1,+1}.
Proof:

For a single qubit, we have |0)(0] = (I + Z) and |1)(1| = 3(I — Z). Hence, for
zi € {07 1}7

2l = 5 (2 + (1= 22)1) = 3 T+ (~1)72).
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Therefore, expanding the tensor product of the full projector onto the computa-
tional basis state |z) yields

k k
= @l = @ U+ (1) =5 ¥ a
=1 =1

je{0,1}F

where each U; € {I, Z}®* is of the form @"_, V; with V; € {I, Z}, and a; € {—1,1}
is the product of signs (—1)* chosen according to the positions where Z appears
in Uj. O

Before we move to prove the existence of the reduction, we need to define
some parameters. The operators H,;, . ; (Whose entries are defined in Eq. (6.4))
are composed of ¢+ 1 unitaries {V'}, a total of g of O(logn)-local PVM elements
(see Section 6.2), and a single 1-local PVM element (which is Iloy). If we use
log(kp2(n)) + 1 qubits for each II* and decompose each PVM element in H,;, ;.
into unitaries, as per Lemma 6.3.5, we can write as entry of the sum (that goes over
all possible permutations of the indices) that defines (a| Hy ... 4, |3) in Eq. (6.4)
as

Sa, (1017 @ (o) U (10 @ |5))

with

” Jx’

1€[4q+3]

where the unitaries U le are composed of a polynomial number of elementary gates
and a; € {—1,+1}. The range of index [ can be seen from inspecting Eq. (6.2)
of Lemma 6.3.1: each P, . 4,), which makes up a H, , . i), consists of ¢ + 1
V,’s and their conjugate transposes, two unitaries for each of the first ¢ PVM ele-
ments coming from its decomposition and a final single one for the final outcome
measurement (which is “sandwiched” in the middle of Eq. (6.2)). Hence, we have
a total of 2(¢ + 1) + 2¢ + 1 = 4q + 3 unitaries in the product. The total number
of unitaries in the linear combination for each (iy,...,1%,) is given by

=2 (21°g(kp2(”))+1)q = 27" (kpy(n))?.
We define
z?i;[?.’.j:,iq) = <<0|®p1(n)+n <a|> i <|0>®p1 (n)+n ® |B>> (66)

and

= Y Tewi, 6

(41,..-yiq)EPerm(iy,...,iq) jE[I']
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such that

a7ﬁ

(a| Hyiy,ig |18) = “:Tﬂq’

for all a, 8 € {0,1}? and {i1,...,7,} € Q.

6.3.6. THEOREM. Let n be the input size, k,pq,ps,p3 be polynomially-bounded
functions, ¢ = O(1) and let V, be a (k,q,p1,pa,p3)-QPCP wverifier as in Def-
inition 6.2.1 with hardcoded input x € {0,1}". Then for all ¢ > 0, 6 > 0,
there exists a quantum reduction to a q-local Hamiltonian H, = Zie[m] [:Ix,i, with

m = poly(n), such that with probability at least 1—7, each ﬁ“ is positive semidef-
wnite and H]:ImH <1, and for any proof &,

Pr[V, accepts £] — (1 — tr []:ng])‘ <e. (6.8)
The reduction runs in time poly(n, 1/¢,log(1/6)).

Proof:

The reduction is specified in Algorithm 6.3.1 below. We proceed to show its
correctness by arguing it has the required precision, success probability, and time
complexity.

a7187j

Precision. Step la of Algorithm 6.3.1 produces estimates Zan

using Lemma 6.3.4. We have that

o) for the pa-

rameters 277
(41,+-s0q)

aaﬁmj _ 2a757j
(i150-58q) (41,0-58q)

< 2¢,

since we estimated both the real and imaginary parts up to precision €. By the
triangle inequality (and a; € {1, —1}) we now have

7777 “ (ol Hyi 0, 18)] < 2ql€.

Since Hyy\ iy = ., Be{01}a h2P " |a) (8], we have that

i1yl

< 20max (o] Has,..iy 18) = (0] Has...i, 18)

I’

1
< 217gle

which follows from the bound on the operator norm by the max-norm. Now
suppose that H,; ., is not positive semidefinite. Since H,; . ; is positive

semidefinite, we have that Ao(Hy,,,..i,)) > —27"'¢!€’, so we have that adding the
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identity term can only double the error, making it at most 2¢972¢!¢’. By another
triangle inequality

ng — H,|| < [9Q]27"2¢le' < ¢/4,

for our choice of €. Finally, the error introduced by step 3 of the protocol can be

bounded by

~ €
_1HH$ €
T |14€/4 ‘ +4
€ € €
<—(1+-)+-
<70+ +7
<e

Hence, for any state & = Y. p; |¢;)(¢s|, with >, p; = 1, we have

Pr[V, accepts ] — (1 —tr [I:Imé])‘ = ’tl“ [ﬁxﬁ] - tr[ng]‘
tr [ (L — HL|
= sz‘ (W] (H, — H,) [iby)

<e€

o Y

as desired.

Success probability. We must count the number of times we run the Hadamard
test of Lemma, 6.3.4, each of which succeeds with probability at least 1—09’. Recall
that 2 denotes the set of all possible index tuples (where order does not matter),
given by ) = ([kpz(”)]) for proofs of length py. We perform the Hadamard test a
total of || - ¢!-49-T times (see the number of iterations in Algorithm 6.3.1), and
SO

(1 . 5/)\Q|.q!-44+1,1‘ >1-— 5 |Q| . C]! 49T =1 = 5,

using the inequality (1 —z)T > 1 — Tz for all z € [0,1]. The extra factor of two
absorbed is again due to estimating both the real and imaginary components.

Time complexity. By definition of QPCP]g|, we have that V' has gate com-
plexity poly(n). Using Lemma 6.3.5, we have that V, Uy, and U, always have
polynomially bounded gate complexities. Filling in our choice of §" and €, we
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have that the total number of (controlled) applications of V', U, and Uy, can be
upper bounded as

14a+1p
(192120412 10g (257

O | ¢l4e'r - = poly(n, 1/¢,1og(1/9)),

€

since for k = poly(n) and ¢ = O(1) we have |2 = poly(n) and I = poly(n). O

Algorithm 6.3.1: Quantum reduction from QPCPIk, ¢] verification to a
local Hamiltonian

Input: A (k,q,p1,p2,p3)-QPCP verifier V, with hardcoded input z, a
precision parameter e (variation: 1), maximum error probability 9.

Set: ) = ([kpzq(n)])7 I = 2q+1(]{p2(n))q7 6/ = |Q|2q+4q!, 5/ = W%
Algorithm:
1. For {iy,...,i,} € Q

(a) For (iy,...,1,) € Perm(iy,...,i,)
i. For a € {0,1}9, 5 € {0, 1}

e For j € [I'] compute a;,U;, and estimate zg’lﬁ 7 i) as
5(0216 J i) using Lemma 6.3.4 for both the real and imag-

inary part with V = U,,, Uy = V(®L,(X;)* @ I) and
Usg =V (QL,(X;)? 1), € and ¢'.

b ’]
----- iq)’

..........

(b) Set Hyiy,..ip) = 2 a,8e{0,1)0 il?lﬂlq [ )5

(c) Compute A\o(Hyi,,..i,)- I Xo(Hyuy,.q,) < 0, let Hyy )

Hyiy i) — Mo(Hyy,.i,)L, else continue.

,,,,,

. H
H, = . )
argmax{‘ H,||,1}
Variation: To learn H, up to n bits of precision, use € = —2— and keep

: . (27+1)
only the first n bits for the estimates of z(ai’lﬁ”i ) as 2(02’16’] ,) n Step 1(a)i.

~~~~~~
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One can use a simple trick that exploits the freedom we have in the reduction
to set the precision. Since every local term is bounded in the operator norm,
we must also have that for each of these terms the matrix entries are bounded
by 1. Hence, we can convert a bound in terms of approximation in entry-wise
error to one in having a least a certain number of bits from a certain bit-wise
representation of the value being correct. The advantage of the latter is that it
allows us to make the reduction deterministic in the sense that if it succeeds, it
always produces ezactly the same Hamiltonian. This can alternatively be viewed
as having a “rounding scheme” which, with high probability, always rounds to
the same operator in operator space.* Though not strictly needed, this allows
one to always reason about the same Hamiltonian when the reduction is used as
a subroutine.

6.3.7. COROLLARY. For anye€,d > 0, under the same setup as in Theorem 6.35.6,
there exists a quantum reduction which produces a fixred Hamiltonian H, with
probability 1 — § which satisfies Eq. (6.8) and runs in time poly(n, 1/e,log(1/0)).

Proof:
We have that H, (resp. H, are specified by the 4¢ (kmq(")) complex numbers

(a| Hyiy, iy |B) (vesp. (@] Hy gy, i) |8)). Note that (| Hyy,.iy 18)] < 1 since
}<a| Hei..., \5)‘ < TE%X }<04‘ Hei...., \5)‘ < HHxnqu <1

Therefore, we can adopt the following binary notation to specify the values of
(a| Hyjy....i, |B) € C: we use the most-significant bit to indicate whether it is the
real or complex part, all remaining bits to specify a value in [—1,1] in evenly
spaced intervals. We have that

Re({a] ﬁz7(i1,_.,7iq) |3)) is correct up to n bits

)

~ ~ 2
[Re((al Hr i 19) = Rel{al Hrgi|9D)] < gy
The same argument holds for the imaginary part of («| f{x,(il,...,iq) |B). By the
triangle inequality, we have that in this case
4 /

277—|-1::€'

(0] i) 18) = (0l Hini 18)] <

To achieve
4 €
< )
21+ 1 7 |Q29t44!

4This idea will become important in Chapter 7.
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it suffices to set
4|Q|20+4¢!
1= o (127,

Since the Hadamard test can learn n bits of precision in O(27) time, we have
that the time complexity of the reduction in Algorithm 6.3.1 still runs in time

poly(n,1/¢,log(1/9)) as n = O(log(poly(n, 1/€,1og(1/6))). O

We proceed to show that any Hamiltonian of the form H, in Eq. (6.3) can
be transformed into the form given in Definition 3.1.2. Specifically, we aim to
convert a local Hamiltonian with positive semidefinite terms, global operator
norm at most 1, and a constant promise gap into another Hamiltonian such that
the promise gap becomes (m), where m is the number of terms in the new
Hamiltonian. Each term H,; of this new Hamiltonian remains local and now
satisfies 0 < H; < 1, such that the global operator norm satisfies 0 < H < m.
In this formulation, at least a constant fraction of the m terms contribute to
the energy in the NO-case, which intuitively implies that it suffices to check only
a constant number of terms to determine whether the energy is low or high
(see Section 6.3.2). This transformation is possible at the cost of increasing the
locality by a factor of two and reducing the promise gap by a constant factor
when the original Hamiltonian has constant locality.?

6.3.8. LEMMA (Hamiltonian local smoothing lemma). Let H be a q-local Hamil-
tonian on n qubits, such that H = Zie[m] H;, where each H; is positive semidefi-
nite and 0 <= H < 1. Suppose further that the ground state energy satisfies either
M(H) < a or \o(H) > b, with bya € [0,1] such that b —a > 0. Then there
exists a polynomial-time algorithm which, from the descriptions of H constructs
a 2q-local Hamiltonian H' on n qubits such that

H' =" H, withewch 0=H =1

i€[m]
Moreover, it holds that:
o if \(H) < a, then \o(H') < a;
o if N(H) > b, then No(H') > B

where a = (5%5) m and B = (355) m.

5We believe such a result may already be known in the literature, but as we could not find
a reference, we include a proof for completeness.
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Proof:
Write pg = %d for the d-dimensional maximally mixed state. We have

tr [Hpon| = tr Z Hitrg, [pan]| = Z Hipsa | = —q Z tr[H;).

i€[m) 1€[m] i€[m)]
The variational principle tells us that

tr [H pan] < mfaxtr[Hf] <||H| < 1.

Combining the two, this implies

20> " tr[H) > Y ||H|

1€[m)] 1€[m]

using that 0 < H; < 1 implies that tr[H,] > ||H;|. Now consider H = > icim] H
where H; = a5 H;. We have that /\O(H) > by or Mo(H) < sars- Let a; = H}AIZ

for which we know that Zie[m] a; < g. Define index sets:

)

L:{ie[m]:aigﬁ},

1
U= L= ;> — b
mI\L= (i€ fm] o> o
We have ]
Ul—< i z<_7
U] D S asg
eU i€[m]

which implies |U| < 2 and hence |L| > 2. We now construct a new Hamil-
tonian H' = >, . H;, where each H; is 2¢-local and satisfies 0 < H; < 1, by

1)
redistributing each high-norm term H ; from U into smaller pieces and assigning
them to low-norm terms from L. This way, we are guaranteed that all new terms
are positive semi-definite and have operator norm at most 1/m, so we can sim-
ply scale with a factor m to obtain an operator norm bound of 1. For each «;,
assuming «; > 1/m with j € U, we want to find the largest possible integer ¢;
such that:

1 1 1
— <oy —t— < —.
2m 2m — m
Which implies that ¢; > 2ma; — 2 and t; < 2ma; — 1, so we can take t; =
Consider the following procedure:

1. Initialise L/ = L.
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2. For each j € U, check if o; > 1/m. If this is not the case, continue the loop
(or exit after the last j). If this is the case, set t; = |2ma; — 1]. For the
first ¢; indices i € L', define

A 1 -
Q + 2m J

These Q); are at most 2¢g-local and have operator norm at most 1/m. Remove
these t; indices ¢ from L'. Define the g-local leftover term

£\ -

3. For each remaining j € U that was not used in any redistribution, simply
set Q; := Hj.

4. Let H! := m@Q); for each term. Return H' := ) H/.

We only have to check whether the above procedure does not run out of terms in
L to redistribute to. We obtain:

th < Z[Qm&j -1/ < Z2maj < ;lm <|L|,

JjeU jeu Jjeu

using that ;.1 o; < 1/8. By construction, each term in H' is at most 2¢-local

an(} satisfies 0 < H! < 1. Since H = H/2‘1+3 and H' has the same spectrum as
mH (we only combined different terms together and rescaled), we have:

o If \o(H) < a, then N\g(H') < am with a = 53

o If A\o(H) > b, then A\g(H') > Bm with 8 = 3.

6.3.2 Kitaev’s energy estimation protocol

Now that we have shown how a general quantum PCP can be transformed into
a local Hamiltonian with a constant promise gap and a desirable form, we turn
to the task of demonstrating that the corresponding promise problem is again
contained in QPCP[O(1)]. To this end, we rely on Kitaev’s QMA-protocol for the
local Hamiltonian problem [KSV02], with a minor modification that allows the
verifier to sample Hamiltonian terms according to a specified probability distribu-
tion (Protocol 6.3.1). We present the energy verification protocol in the pure-state
setting, noting that the mixed-state case follows directly by interpreting it as a
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convex combination of acceptance probabilities of pure states.

Protocol 6.3.1: Kitaev’s energy estimation protocol

Input: A classical description of a n-qubit, g-local Hamiltonian of the form
H =3 cpiti, 0 2 H; X1 with weights {p;} such that 3, p; = 1.

Protocol:
1. The prover sends the state [1)).

2. For each H;, i € [m], let H; = 3", Aij [Aij{Ai ;| be its spectral decom-
position. Define the (¢ + 1)-local operator W; such that W; acts on a
(n + 1)-qubit space as

Wi lighb) = Pis) (VA )+ VT =g @) . (6.9)

The verifier picks a ¢ € [m] with probability p;, and applies W; on
|4) |0}, and measures the final qubit.

3. The verifier accepts if and only if the outcome is |1).

6.3.9. LEMMA (Kitaev’s energy estimation protocol (weighted)). Consider a g-
local, n-qubit Hamiltonian H = 3, piH; with 3 icpapi = 1, pi > 0, and
0 = H; 21 for alli € [m]. Then, given an n-qubit quantum state ), there
exists a measurement on q qubits of |¢) that outputs 1 with probability

— (I H ). (6.10)

Proof:

This follows from a simple generalisation of Kitaev’s original QMA verification
protocol, which can be found in Chapter 14 of [KSV02]. Let us now show the
correctness of Protocol 6.3.1. For any i, let [¢)) = >, a;;|Ai;) be the decompo-
sition of |1) in the eigenbasis of H;. The probability that this protocol accepts,



152 Chapter 6. Adaptivity, multiple provers and reductions to Hamiltonians

conditioned on picking term i, is given by

Pr(V accepts [¢) | ] = [|(L® [LX1])W; [¢) 0)]]3

G g
.

; Yy ”\) (Zauﬁm)

The overall acceptance probability is then given by the expectation value over all
choices of 7, which is

> piPr[Voaccepts [¢) | i) = 1— (0| > pHi ) = 1— (Y| H [¢)).

i€[m] i€[m]

O

Kitaev’s energy estimation protocol (Protocol 6.3.1) can be viewed as a (1, ¢)-
QPCPy4 verifier, where the completeness and soundness bounds correspond to
one minus the promised upper and lower bounds on the ground state energy in
the YES- and NO-cases, respectively. When ¢ = O(logn), each W; acts non-
trivially only on ¢ + 1 qubits and can thus be implemented efficiently. By ap-
plying Lemma 6.3.8 in combination with weak error reduction (Lemma 6.2.6),
we can correctly decide any local Hamiltonian problem with positive semidefinite
terms and a constant promise gap using Kitaev’s protocol, taking p; = 1/m for
each i € [m].

6.3.10. COROLLARY. For any q¢ € O(1) and § > 0 constant, we have that the
local Hamiltonian problem LH(q, a,b) with b—a > ém, where m is the number of
local terms, is contained in QPCPyal¢'] for some ¢ € O(1).

6.4 Applications

This section presents several applications of the ideas developed earlier in the
chapter, each derived (with varying degrees of overhead) by using the reduction
as a subroutine. The section is divided into four subsections, each of which can
be read more or less independently.
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6.4.1 Reduction to the average particle energy formula-
tion

As a first application, we consider a specific formulation of the quantum PCP
conjecture, stated in terms of an error constant relative to the number of sites
(i.e., qubits or qudits), rather than the total number of terms. For this, we rely
on the following lemma due to Tropp.

6.4.1. LEMMA ( [Trol2]). Consider a finite sequence { Xy} of independent, ran-
dom, Hermitian matrices with dimension d, and let {Ay} be a sequence of fixed
Hermitian matrices. Assume that each random matriz satisfies

E[Xy] =0 and X7 <A} almost surely.

Then for any t > 0,

Pr

- (z Xk> > t] S
k

where

o =

> A
k

Here, Anax(+) denotes the largest eigenvalue.

6.4.2. PROPOSITION. Consider an instance of LH(q,a,b) for an n-qubit Hamil-
tonian H = Zie[m] H;, where 0 X H; X 1, and b — a > ym for some constant
v > 0. Then for any 0 < § < 1 with 6 = Q(27"), there exists a randomized
polynomial-time reduction that, with probability at least 1 — &, produces an in-
stance of LH(2q, c,d) with Hamiltonian G = Zje[l] G, where 0 = G; = 1 and
I =0O(n), with c —d > ~'m for some constant ~' > 0.

Proof:

Without loss of generality, we can consider the rescaled instance of LH(q, a,b) as
=2 > H
==

with completeness and soundness a and b respectively. For any positive integer £,
let X}, be a random variable defined as H; — H with probability 1/m. Let [ € Z,
be the length of the sequence {X}}rep, which is to be determined later. Clearly,
for all k € [l],
1
X = 3 (H;— )

1€[m)|
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Since 0 = H; = 1 for all i € [m], it follows that 0 < H < 1, and therefore
—1 =% X =< 1, which implies X? < 1. Now, for all k£ € [l], set Ay = I, where
Ay, = A% so that X? < A? holds. We then have

o= ZA% = [|II)| = 1.
ke[l
Given the sequence {Xj}rep, define G, = X + H and let G = %Zke[l] Gp.
We can then express

1 1
Pr /\max 7 E Xk: Z = Pr /\max H — 7 E Gk Z
kell] kell]

o~ |
~ ~

[ t
— Pr ||H—G||ZZ}

By applying Lemma 6.4.1, we get
Pri|H —G| > <2 e V8,
Now, set € = /4. In this case, if ||H — G|| < ¢, then it must hold that:
o if \o(H) < a, then \o(G) <d =a+c¢

o if \o(H) > b, then \o(G) >t/ :=b—e,

where b’ —a’ > /2 = Q(1). To achieve a success probability of at least 1 — ¢, we
require

on . 6772l/128 < (5,

which implies a condition on [ of

212 (1))

For v = Q(1) and 6 = Q(27"), this yields [ = O(n). Now, we must ensure
that each Gy satisfies 0 < G < 1. The condition 0 =< G} is trivially satisfied,
but G =< 1 might not hold if we sample the same term H; multiple times. To
resolve this, we apply the deterministic transformation from Lemma 6.3.8, which
maintains the constant relative promise gap 7' = Q(1) while increasing the locality

by a factor of two. Finally, we rescale by a factor [ to obtain the required form
of Definition 3.1.2. O

A combination of Theorem 6.3.6, Lemma 6.3.8, and Proposition 6.4.2 implies
the following corollary:

6.4.3. COROLLARY. For any q = O(1), there exists a ¢ = O(q) and a constant
v >0, such that LH(¢',a,b), b—a > ~yn, with the restriction that the Hamiltonian
has only m = ©(n) terms, each of which is positive semidefinite, is QPCP[q|-hard
under quantum reductions.
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6.4.2 Proof checking versus local Hamiltonian formula-
tions of quantum PCP

The goal of this subsection is to prove Theorem 6.4.4. We will make use of the fact
that any QCMA verifier is capable of performing the reduction described in Al-
gorithm 6.3.1, up to polynomial precision. This observation allows us to show
that a QCMA upper bound on the ¢-local Hamiltonian problem with constant
promise gap implies a QCMA upper bound on a quantum PCP system with the
same locality.

Protocol 6.4.1: QCMA protocol for QPCP[¢| assuming that
LH(2q,a,b) € QCMA for any b —a € (1).

Input: A classical description of a (1,q,p1,pa, p3)-QPCP verifier V,, with
input x hardcoded into it, with completeness s and soundness c.

Set: ¢ = (¢ —s)/4, TV = (¢ + 1)2pa2(n), n = [qlog (%—1”,
(5::1—\/27 a=c+e/dand b:=c—e/4
Protocol:

1. The prover sends the witness y.

2. The verifier performs the variation of Algorithm 6.3.1 with precision
n and maximum error probability J to obtain a g-local Hamiltonian
H, = Zie[m] H, ; up to n bits of precision.

3. The verifier applies the transformation of Lemma 6.3.8 to obtain a 2¢-
local Hamiltonian H, =) H,,.

1€[m]

4. Tt accepts if and only if the QCMA protocol, having completeness %

2

and soundness 1 — /%, with witness y for (H,a,b) accepts.

6.4.4. THEOREM (LH versus proof verification). Let ¢ € Z, be constant. If for
any b, a such that b —a = (1) we have that LH(2q, a,b) is in QCMA, then

QPCP[q] € QCMA.
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Proof:

Let A = (Aygs, Axo) be any promise problem in QPCPJg], let x be an input, and
let V, denote the (q)-QPCP verifier with 2 hardcoded into it. Let H, be the
corresponding local Hamiltonian obtained via the reductions in Step 2 and Step
3, conditioned on Step 2 succeeding. By Theorem 6.3.7, we have that in this case
the same Hamiltonian is always produced with probability > 1 — 4 = \/m, SO
the prover can provide the proof without knowing the outcome of the reduction.
Moreover, we note that for our choice of parameters, both Step 2 and Step 3 can
be performed in quantum polynomial-time.

By assumption, the 2¢-local Hamiltonian problem with constant promise gap
is in QCMA. Hence, there exists a QCMA verifier () such that:

e if \o(H) < a, then there exists y € {0,1}™ such that

2
Pr[@ accepts ((H,a,b),y)] > 3
e if \g(H) > b, then for all y € {0, 1}7("):;
: 2
Pr[Q rejects ((H,a,b),y)] > 3

since QCMA allows for strong error reduction. Now consider Protocol 6.4.1. Let
Q’ be the QCMA verifier that first performs reductions in Steps 2 and 3 to obtain
H, to n bits of precision, and then runs Q(H,,a,b,|y)). Since Step 2 succeeds

with probability 1 — ¢ = \/7 and Step 3 is deterministic, we have:

o If 7 € Ay, there exists y € {0,1}?™ such that Pr[Q’ accepts (z,y)] > 2/3.
o If v € Ay, then for all y € {0,1}*™ Pr[Q’ accepts (x,y)] < 1/3,

for our choice of 9. This shows that QPCP[¢] € QCMA. O

6.4.3 Adaptive versus non-adaptive quantum PCPs

Since adaptive quantum PCPs generalise non-adaptive quantum PCPs, we have
that the inclusion QPCP,[g] 2O QPCPyalqg] is immediate. In this subsection, we
will prove that non-adaptive QPCPs can also simulate adaptive QPCPs with only
constant overhead, by using our Lemma 6.3.8 and weak error reduction lemma
(Lemma 6.2.6) for non-adaptive QPCPs.
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Protocol 6.4.2: Non-adaptive simulation of an adaptive quantum PCP

Input: A classical description of a (1,q,p1,p2, p3)-QPCP verifier V, with
input  hardcoded into it, with completeness s and soundness c.

Set: ¢ = (c— 8)/4, & = 1— /2 I = (¢ + 1)2p(n),
yanl 2

= [atog (52 - 1)) and o= [2(221)°),

Protocol:

1. The prover sends a quantum state |¢).

2. The verifier runs the variation of Algorithm 6.3.1, with precision 7
and maximum error probability d, to obtain a ¢-local Hamiltonian H,.

3. The verifier applies the transformation of Lemma 6.3.8 to obtain a 2¢-
local Hamiltonian H, = ). H, ;.

4. The verifier runs Protocol 6.3.1 R times for Qx => %]:Im, and accepts

if and only if at least a (;;i)—fraction of the outcomes equal |1).

6.4.5. THEOREM (Adaptive versus non-adaptive). For any c—s = Q(1) and q =
O(1), we have that

QPCP.;[q] € QPCPx,[q]

/ 4q ?
c— 8
Proof:

We verify the correctness of Protocol 6.4.2, which defines a (¢')-QPCPya verifier
for some ¢/, which we will show to be O(q). Let A = (Aygs, Axo) be a promise
problem in QPCP,[¢| for an arbitrary constant ¢, and let = € {0, 1}" be an input.

with

Correctness. Step 2 of the protocol produces a g-local Hamiltonian H, =
D icim) Hi satistying;

o If v € Ayys, then )\O(ﬁx) < s+,
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o If x € Ay, then \o(H,) > c— ¢,

with probability at least 1—9. After applying the transformation from Lemma 6.3.8
to obtain H, from H,, we get:

o If 2 € Aypg, then No(H,) < StSm,

o If x € Ay, then )\O(I:Ix) > saam,

Applying Kitaev’s energy estimation protocol (Protocol 6.3.1) to Q, = > %Hm
yields a (2¢)-QPCPy, verifier with a promise gap of at least

_(c=s)—2¢ (c—5)
= 24+3 T ¢+

=0(1),

since ¢ was constant and ¢ — s = (1). Since Step 4 performs R parallel runs of a
(2¢)-QPCPyy verifier, accepting if and only if a £5%-fraction of the verifiers accept,
it forms an (Rq)-QPCPya verifier with amplified completeness and soundness.
By Lemma 6.2.6, and our choice of R (see Eq. (6.1) in the proof of Lemma 6.2.6),
it follows that, conditioned on Step 2 succeeding, the acceptance (resp. rejection)

probability in Step 4 is at least \/2/3 in the YES-case (resp. NO-case). Moreover,

we have that
9q+4 \ 2 49\ 2
q’zquqP( ) =O<q( >>
c—s c— s

Since Step 2 succeeds with probability at least y/2/3, the overall completeness
(soundness) is at least 2/3 (at most 1/3). O

We conclude this subsection with the following observation.

6.4.6. REMARK. The proof of Theorem 6.4.5 actually demonstrates that using
a uniform distribution (over a subset of all proof qubits) to decide which proof
qubits to access suffices. Indeed, Kitaev’s energy estimation protocol can be
applied with p; = 1/m for all i € [m], where m is the number of terms in the
Hamiltonian. Since we still apply weak error reduction (Lemma 6.2.6) to boost the
completeness and soundness parameters back to their original values, the resulting
distribution over queries becomes uniform over a subset of all possible index
combinations. This is because parallel repetition restricts us to combinations
where each supposed copy is used only once. This resolves an open question posed
in [AALV09], and shows that the definition of a quantum PCP given in [Gril§]
is in fact fully general.
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6.4.4 A quantum PCP for QMA(2) implies QMA(2) = QMA

In this section, we prove that the existence of a multi-prover quantum PCP for
QMA(2) implies QMA(2) = QMA. The argument builds on the results of [CS12],
which show that the 2-separable local Hamiltonian problem lies in QMA. As
we require a slight generalisation of their result, that is, from 2-separable to k-
separable Hamiltonians, we include a complete proof for completeness. We begin
by formally defining the k-separable local Hamiltonian problem.

6.4.7. DEFINITION (k-separable g-local Hamiltonian problem, LH(k, ¢, a,b)).

Input: A classical description of a collection of g-local Hermitian operators { H; }icjm],
with ||H;|| < 1 for all i € [m], which define an n-qubit k-local Hamiltonian
H = >"" H;, where m = poly(n); a number k; and two efficiently com-
putable real numbers a, b such that b > a.

Promise: One of the following two holds:

(i) There exists a quantum state § = ®;cé;, such that tr[H¢] < a
(ii) For all quantum states & = ®;eé&; we have that tr[H&] > b.

Output: YES in case (i); output NO in case (ii).

As part of the protocol we will use the consistency of local density matrices
problem (CLDM(q, o, 8)) and the protocol which puts it in QMA for ¢ = O(logn)
and § — « > 1/poly(n), which can be found in Section 3.3.3.

We will also make use of the following basic property of QMA, which states
that the conjunction (i.e., logical AND) of multiple promise problems in QMA
can be decided by a single QMA verifier.

6.4.8. LEMMA. Let 1 < [ < poly(n). Suppose that Ay, As, ..., A, are promise
problems in QMA. Then the promise problem B = (Bygs, Byo) defined as

o v = (x1,...,%;) € By, if i € A yis for alli € [l];

o v = (21,...,2) € Byo, if there exists an j € [l| such that x; € Ajxo, with
x; € {Aives , Aino} for all i € [l];

15 in QMA.

Proof:

Since A; € QMA for all i € [l], we have that for each A;, and for every polynomial
p2(n) > 1, there exists a uniform family of quantum circuits {U: | n € N} such
that:
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1. Ifx; € f%@)yes, then there exists a proof [¢;) such that Pr[U! accepts [¢;)] >
1 — 2,

2. If x; € Ao, then for all quantum proofs |1;), we have Pr[U} accepts [1;)] <
2-r2(n)

by standard error reduction for QMA. We will set p, later. We now define
the verifier U,, as follows: it expects a quantum proof ®iem |¢;), Tuns all U! in
parallel, measures all [ designated output qubits in the computational basis, and
accepts if and only if all measurement outcomes are |1).

Case (i): If ; € A;yes for all i € [I], then there exists a state @), [¢i) such
that

Pr[U, accepts ®;ep [¢i)] > (1 — 2772 > 1 — 27720 > 1 — 27¢(")

whenever py(n) > p(n) + log(1).

Case (ii): Suppose there exists j € [[| such that z; € A;,,. We must argue
that it does not help the prover to provide a highly entangled state. This follows
from the same reasoning as in the proof that QMA admits weak error reduction.
Let 7 be the total quantum proof and C;, i € [I] be the index sets corresponding
to the proof qubits to be used for input x;. For all ¢ < j, suppose the verifier
has already executed the subprotocols and all of them accepted (otherwise we are
done). Let the resulting density matrix on qubits from C; of the remaining state
be 'y’C—j. By convexity of acceptance probability, it follows that all mixed states 72;7

have acceptance probability at most 2772(") for U7, since this holds for all pure
states. Hence, the acceptance probability at step j is at most 2772(") regardless
of previous outcomes. Since we set pa(n) > p(n) for case (i), this proves case (ii).

Since 1 <1 < poly(n), we can just set pa(n) = p(n)+1 so that both cases are
satisfied Thus, B is in QMA. O

Next we show that the k-separable g-local Hamiltonian problem (Definition Def-
inition 6.4.7) is in QMA. This relies directly on the QMA containment of the
CLDM problem. We first state a QMA protocol.
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Protocol 6.4.3: QMA protocol for the k-separable ¢-local Hamiltonian
problem

Input: Classical descriptions of m ¢-local terms {H;}, completeness and
soundness parameters b, a, and a number k.

Seta'::a—i—bTT"“,b’::b—bTTa, = b o= /89, andé—

2qm?
1. The prover sends a quantum witness 7 and a classical witness {p’}.
2. The verifier performs the following three checks:

e Check 1: It checks that each reduced density matrix pg is positive
semidefinite and has trace one.

e Check 2: It checks that tr [H ®jelk] pﬂ <d.

e Check 3: It splits up the indices of the quantum witness v in k
disjoint sets C; of equal size, j € [k]. It runs k parallel executions
of the QMA protocol given by Protocol 3.3.1, each with complete-
ness 1 —0 and soundness ¢, on the k instances of the CLDM(q, «, 3)
with respective input {p/} and proof tre, [7]. The check is passed
if and only if all CLDM(q, o, B) verifications accept.

3. The verifier accepts if and only if all three checks are passed.

6.4.9. LEMMA. The k-separable q-local Hamiltonian problem (LH(k,q,a,b)) is in
QMA for any 1 < k < poly(n), ¢ = O(logn) and b —a > 1/poly(n).

Proof:
This follows the same ideas as in [CS12], but now for a k- instead of 2-separable
state.

First, we observe that Check 3 defines the logical AND of multiple promise
problems in QMA, so by the proof of Lemma 6.4.8, it follows that for our choice
of ¢, the overall procedure defined by Check 3 has completeness at least 2/3 and
soundness at most 1/3.

Completeness. By the promise, there exists a state £ = ®Je[k]€j such that
tr[H¢] < a. The prover sends as a quantum witness v = )¢, 7/, where each v
is a witness for the CLDM instance corresponding to /. For the classical witness,
the prover sends descriptions of {§J } of the ¢- local reduced density matrices fj of
¢, each specified up to trace distance e = 277" for some large polynomial p(n),
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such that the second and third checks are satisfied (see below). This is possible,
as the entries of each density matrix can be described using a polynomial number
of bits. In this case, the protocol proceeds as follows:

e The first check of Protocol 6.4.3 is passed directly.

e For the second check, we observe that
> tr [H Rjelm éﬂ < a+mke <d,
i€[m]
provided € is chosen sufficiently small, which means that it also passes.
e For Check 3, by Lemma 6.4.8, this check also succeeds with probability at
least 2/3. Hence, the overall acceptance probability is at least 2/3.

Soundness. If Check 1 or Check 2 fails, we are done. If Check 1 succeeds, we
can be certain that each matrix p! is a density matrix up to an exponentially
small correction. If Check 2 succeeds, we must have that

> wr[Hi ®jep pl] < d.
1€[m]
According to the promise, we have that for any state £ = ®;e&’
Z tr [HZ ®jelk] fﬂ > V.
1€[m]

This means that for our choice of @', b’ we have

b—a , .
5 < ';] (tr [Hi Rje[k] fﬂ —tr [HZ- ®jclk] pﬂ)
=Y [H; (®jeé] — ®jenpl)]
i€[m]

< Z |®iem&l] — ®sempl|,
i€[m]

which implies that there must exist an ¢ such that l;_—ma < ||®je[k]§f] — ®je[k]ng1.
In the worst case, we have that £ > ¢ and the qubits comprising this density
matrix may be distributed across ¢ distinct proof registers. However, by the
subadditivity property of the trace distance with respect to tensor products, we
have that for any subset S C [k] with |S| < ¢:

|@sestl ~ @sesrill, < - Nl =7

JES

1’
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which implies that there must exist a ¢, j pair such that g = 3;—72 < Hgg — pﬂ ”
which satisfies the promise of a NoO-instance for CLDM(q, o, 5). As we have
already argued, Step 3 has a success probability of at least 2/3 for detecting a
single NO-instance, by the proof of Lemma 6.4.8. Hence, we have that the overall
acceptance probability is at most 1/3. O

Finally, we arrive at the main result for this section. We will prove it by
arguing that QPCP[k, ¢] is contained in QMA for any k = poly(n).

Protocol 6.4.4: QMA protocol for QPCPIk, ¢].

Input: A classical description of a (k,q,p1, ps, p3)-QPCP verifier V, with
input z hardcoded into it, with completeness s and soundness c.

Set: ¢ = (c—s)/4, 6 = 0 = 1- /3, " = (¢+ 1)2kpa2(n),
n = {qlog (w— 1)1
Protocol:

1. The prover sends the witness &.

2. The verifier runs the variation of Algorithm 6.3.1, with precision 7
and maximum error probability 4, to obtain a g-local Hamiltonian H,.

3. The verifier applies the transformation of Lemma 6.3.8 to obtain a 2¢-
local Hamiltonian H, = Zie[m] H,,.

4. The verifier runs Protocol 6.4.3 for Hamiltonian H, with completeness

1 —¢" and soundness ¢, with a = 755m and b = 535m , and accepts if
and only if Protocol 6.4.3 accepts.

6.4.10. THEOREM (PCPs for QMA(2)). If there exists a 2 < k' < poly(n) and
q = O(1) such that QMA(2) C QPCP[E', ¢q|, then QMA(2) = QMA.

Proof:

Suppose that such a k&’ and ¢ indeed exist. Let A = (Aygs, Axvo) be any problem
in QPCP[E', ¢, with verifier V' and input z. We have already verified in the proof
of Theorem 6.4.5 that Step 2 of Protocol 6.4.4 can be made to with probability at
least 1 — 6" > \/ﬁ, producing a fixed Hamiltonian when succeeding, and Step

4 can be made to succeed with probability at least 1 — § > /2/3 by standard
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error reduction for QMA (the arguments holds for any 1 < k£ < poly(n)). Thus,
we have:

o If © € Ay, then Pr[Protocol 6.4.4 accepts] > 2/3,
e If z € Ayo, then Pr[Protocol 6.4.4 accepts| < 1/3,

which implies A € QMA, and hence QPCP[K’,q] € QMA. Hence, since the as-
sumption implies QMA(2) € QPCP[K,¢q] € QMA and QMA C QMA(2) holds
trivially, the result follows. O

6.5 Open problems

In this chapter, we have studied the quantum PCP conjecture in the proof-
checking formulation (as opposed to the more commonly considered local Hamil-
tonian formulation). Ironically, many of our results rely on reductions to the
local Hamiltonian problem. Our contributions include both novel statements and
formal proofs of what we consider to be ”folklore knowledge”—results that are
widely believed to be true but for which we could not find existing proofs in the
literature. Given the renewed interest in the quantum PCP conjecture, we believe
this was an effort worth undertaking. We conclude by listing several questions
on quantum PCPs which we have not yet resolved but believe are interesting
directions for future work.

Locality reductions. We do not know whether Theorem 6.4.4 already holds
when only the 2-local Hamiltonian problem is in QCMA. In [BH13b], it is claimed
that the 2-local Hamiltonian problem is complete for QPCP[q] for any constant
q¢ = O(1) (which would imply the above statement), but it is not clear to us that
this is actually the case. The reason is that the gadget constructions of [BDLT08]
mentioned in [BH13b|, which transform a g¢-local Hamiltonian into a 2-local
Hamiltonian while preserving the relative promise gap, only work when every
qubit is involved in only a constant number of terms. In fact, the existence of a
transformation that maps a g-local Hamiltonian with interaction degree Q(n) to
a 2-local Hamiltonian with interaction degree ©2(n) would directly imply that the
local Hamiltonian problem with constant promise gap is in NP, thereby disproving
the quantum PCP conjecture for any constant q.

The reason is as follows:® Take any g-local Hamiltonian H, ¢ > 2 constant,
with some interaction graph of degree d > 2, and assume without loss of gen-
erality that ||H| = 1, with completeness and soundness parameters b and a,

6This argument is based on a similar—unpublished—argument due to Anshu and Nirkhe,
which can be found (at time of writing) at https://anuraganshu.seas.harvard.edu/files/
anshu/files/bh_4local.pdf.


https://anuraganshu.seas.harvard.edu/files/anshu/files/bh_4local.pdf
https://anuraganshu.seas.harvard.edu/files/anshu/files/bh_4local.pdf
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respectively, satisfying b —a = (1). Then the Hamiltonian H' = H? is 2¢-local,
has operator norm still equal to 1, has interaction degree Q(n), and complete-
ness and soundness parameters ', a’ satisfying V' —a’ > (b — a)? = Q(1). If
there existed a transformation from H' to a 2-local Hamiltonian H” with inter-
action degree O(n), and completeness and soundness parameters a”, b” such that
b" —a”)/||H"|| = (1), then by [BH13b, Cor. 5] one could decide the correct
energy of H in NP.

6.5.1. OPEN PROBLEM. Is the 2-local Hamiltonian problem with constant promise
gap hard for QPCPq| for all ¢ = O(1), with respect to quantum reductions?

Quantum PCPs with perfect completeness. A major downside of our
technique—leveraging the reduction from QPCP to the local Hamiltonian problem—
is that it fails to preserve perfect completeness. This limitation arises from the
fact that the Hamiltonian is only learned up to some small error. It remains
an open question whether alternative techniques could be used to obtain similar
results in the perfect completeness setting. For instance, one could ask whether
non-adaptive quantum PCPs can still simulate adaptive ones when the number
of quantum proof queries is restricted to be constant.

6.5.2. OPEN PROBLEM. Do our results hold for quantum PCPs with perfect com-
pleteness?

Strong error reduction. It is easy to show that non-adaptive quantum PCPs
with near-perfect completeness allow, just like QMA [MWO05], for strong error
reduction (see the full work [BHW25]). However, it is not known whether this
also holds in the general case. The standard approach of taking polynomials
of the Hamiltonian to manipulate its spectrum appears to be incompatible with
Kitaev’s energy estimation protocol, as it generally introduces terms with negative
or large coefficients. This conflicts with the requirements of the protocol described
in Section 6.3.2, which necessitates that each term be positive semi-definite and
have operator norm at most one.

6.5.3. OPEN PROBLEM. Do arbitrary quantum PCPs with completeness ¢ and
soundness s, where ¢ — s = (1), allow for strong error reduction?






Chapter 7
Quantum PCPs with classical proofs

7.1 Introduction

In the introduction of Chapter 6, we discussed quantum PCPs in their fully quan-
tum setting: both the verifier and the proof are quantum. A natural question is
therefore what happens if the proof is made classical (making the verifier classi-
cal and the proof quantum is not sensible, unless some special type of access is
granted to the classical verifier). With unrestricted access to a single copy of the
proof, this leads to the QMA versus QCMA question, for which arguments exist
both in favour and against (see Chapter 1). In particular, since quantum proofs
suffer from the no-cloning theorem—which is one of the obstructions prevent-
ing classical PCP constructions from being applied in the quantum setting—a
“QCMA-like” quantum PCP might be more easily attainable than a QMA one.

However, in defining a quantum PCP with a classical proof, one immediately
faces a design choice: should the queries to the proof be classical or quantum?
(Classical queries, where only a single bit can be read out per query, capture the
locality aspect of a PCP. Quantum queries, in which the whole proof can be
“accessed” via superposition in a single query, are more faithful to the standard
quantum query model. Moreover, quantum queries are known to offer exponential
advantages over classical ones for certain computational tasks [Sim97, CCD*03,
AA15]. Hence, the following question will be central to this chapter:

Can classical proofs be more efficiently verified by a quantum verifier?

Of course, in either query model, quantum-classical PCPs can verify NP-proofs
more efficiently (via the classical PCP theorem) and they capture everything in
BQP. So the real question is whether they can do anything interesting outside
the union of those two classes.

167
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7.1.1 Results in this chapter

In this chapter, we define quantum-classical PCPs as the complexity classes
QCPCP, 4[q] (for classical queries) and QCPCPg, .. s[¢] (for quantum queries), where
q is the total number of queries made to a classical proof. Here, ¢ and s are the
completeness and soundness parameters, respectively, which, when omitted, are
taken to be ¢ = 2/3 and s = 1/3. We will prove the following three results:

e For any ¢ = O(1) and any ¢, s such that ¢ — s > 1/poly(n), we have
QCPCPg cslq] € QCPCP;_51/245(3] € BQ - NP,
for any constant d > 0;

e For any ¢ = O(1), there exists an oracle relative to which QCPCP[q] (and
thus QCPCP[g]) does not capture the power of QCMA,;

e For any ¢ € Z, there exists an oracle relative to which QCPCP[O(log® n)]
is strictly less powerful than QCPCPg[O(log” n)].

Here, “BQ” denotes a quantum extension of Schéning’s BP-operator [Sch89),
such that BQ-C, for a class C, contains all promise problems that admit a quantum
reduction to any promise problem B in C. Intuitively, when C is a classical
complexity class, the BQ-operator can be thought of as “pulling the quantumness”
out of a problem: it performs quantum pre-processing on the input to transform
the problem into something suitable for C. In Section 7.2, we show that the
BQ-operator satisfies several properties analogous to those of the BP-operator
(Proposition 7.2.9).

The following two conclusions can be drawn from the first bullet point above.
First, any constant-query quantum-classical PCP protocol (in either query model)
can be simulated by a quantum-classical PCP making only 3 classical queries,
while maintaining a constant promise gap. Even more surprisingly, this holds even
when the original completeness/soundness gap was inverse polynomial, rather
than constant, demonstrating that amplification in this regime can be achieved
whilst simultaneously decreasing the number of queries (provided the original
number of queries is larger than 3). Second, it states that one can pull out the
quantumness of quantum-classical PCPs, in terms of its interpretation in the
context of the BQ-operator, no matter if the access to the proof is quantum or
classical. Since it seems very unlikely that QCMA = BQ - NP—as it would imply
that the “quantum part” in the computation does not have to use the proof—
this provides strong evidence quantum verifiers cannot process classical proofs
in quantum computations using only a small number of queries, contrasting the
fully classical case.
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7.2 Quantum reductions and the BQ-operator

In our first section, we will briefly review Schoning’s BP-operator and some of its
properties, and introduce a quantum analogue, the “BQ-operator”.

7.2.1 Randomised reductions and Schoning’s BP-operator

The BP operator is applied to a complexity class C by allowing the machines
defining membership in C to use a polynomial-length random string during their
computation.

7.2.1. DEFINITION. Let C be any class of promise problems. Then BP-C consists
of all promise problems A = (Aygg, Axo) for which there exists a promise problem
B = (Bygs, Bxo) € C, and a polynomial p, such that for all z € {0,1}* the
following conditions hold:

e Completeness: If z € Ayy, then Prze{()’l}pqxp[(x, 2) € Bygs] > 2/3,
e Soundness: If z € Ayo, then Pr ciq1yp02n[(,2) € Byo] > 2/3,

where (z, 2) is encoded as a single input string and the probability is over uni-
formly random z € {0, 1}7(I.

For our purposes, it will also be useful to consider an alternative definition, which
is equivalent to Definition 7.2.1 when we consider classes C O P. For this, we recall
the definition of randomised reductions.

7.2.2. DEFINITION (Randomised reductions). Let A = (Aygs, Axo) and B = (Bygs, Bro)
be promise problems. We say that A <, B if there exists a polynomial-time prob-
abilistic Turing machine M such that:

e Completeness: If © € Aygg, then Pr,[M(x,z) € Bygs| > 2/3,
e Soundness: If © € Ayo, then Pr.[M(x, z) € Byo| > 2/3,
where z are the random bits used by M.

Note that randomised reductions as defined here are not transitive: i.e., A <, B
and B <, C do not necessarily imply A <, C'.!

Using Definition 7.2.2, the BP-operator applied to a class C gives a new class
that contains all problems with randomised reductions to a problem B € C.

ITransitivity would hold if the probabilities in the randomised reductions could be amplified.
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7.2.3. DEFINITION (BP-operator). Let C O P be a class of (promise) problems.
Then BP - C consists of all (promise) problems A = (Ayyg, Ayo) for which there
exists a (promise) problem B = (Bygg, Byo) € C such that A <, B, i.e.,

BP.-C = {A:3B € C such that A <, B}.

Clearly, Definition 7.2.6 captures Definition 7.2.1, by letting the randomised
reduction consist simply of directly outputting the concatenation of random bits z
and the input x. For the other direction, it is crucial that C O P: given a random
string z and the input z, the machine in the class C can simply compute M|z, z)
from Definition 7.2.2 before its “standard” verification procedure is performed.
Note that the Turing machine M (z, z) is deterministic as we have already fixed
all the random bits z. The necessity of condition C O P also follows from the
fact that Definition 7.2.3 always captures at least the power of BPP, whereas this
might not necessarily be true for Definition 7.2.1 when P ¢ C. From the above
definitions, it is also clear that BP - P = BPP.

Let us now state some basic properties known for the BP-operator. For this,
we require the notion of majority reducibility. A promise problem A is said
to be majority reducible to a problem B, denoted A gﬁlaj B, if there exists a
polynomial-time computable function f mapping strings to sequences of strings
such that for all z, if f(x) = (yi1,...,yx), then:

o If v € Ayy, then y; € Bygs for strictly more than half of the indices ¢;
o If x € Ay, then y; € By, for strictly more than half of the indices 7.

It is well-known that if a class C is closed under majority reducibility, i.e., if
A gﬁlaj B and B € C implies that A € C, then the soundness and completeness
parameters of class BP - C can be amplified to become inversely exponentially
close to 1 and 0, respectively [Sch89].

We now state some well-known properties of the BP-operator:

7.2.4. PROPOSITION (Some properties of the BP-operator [KST12]). For all classes
of promise problems C, D, the following hold:

(i) If C C D, then BP-C C BP-D.
(i1) If C is closed under majority reducibility, then BP - BP -C = BP - C.

(iii) BP -C C BPPC.
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Properties (i) and (iii) follow directly from the definition of the BP-operator,
while (ii) can be shown using probability amplification [KST12].

If we take C = NP, we can simply choose 3-SAT as a canonical problem to
reduce to, since 3-SAT is NP-complete. It is a well-known result that BP - NP =
AM [Sch89]. Finally, observe that the BP-operator can indeed be interpreted as
“pulling out the randomness” from a complexity class. For example, we have
BP - MA = BP - NP, since BP - MA C BP- AM = BP - BP - NP = BP - NP and
BP - NP C BP - MA, using properties (i) and (ii) from Proposition 7.2.4.

In the next subsection, we define a quantum analogue of this operator, which
we call the BQ-operator, and explore how it mirrors the behaviour of BP in a
quantum setting.

7.2.2 The BQ-operator

As in the previous subsection for randomised computation, we introduce a notion
of reductions, but this time tailored to quantum polynomial-time computation.

7.2.5. DEFINITION (Quantum reductions). Let A = (Aygs, Axo) and B = (Bygs, Bro)
be promise problems. We say that A <, B if there exist a polynomials ¢, w : N —
N and a polynomial-time quantum algorithm A such that, on input z € {0, 1}*,
A applies a quantum circuit V to the state |) [0)*""") and then measures ¢(|z|)

designated output qubits in the computational basis to obtain an output string
z € {0,1}902)  satisfying:

e Completeness: If x € Aygg, then Pr,[z € Byg] > 2/3,
e Soundness: If z € Ay,, then Pr,[z € Byo] > 2/3,

where the probability is taken over measurement outcomes z.

Similar to randomised reductions, quantum reductions are also not transitive.
Having formally defined our notion of quantum reductions, we can define the
BQ-operator in a similar way as the BP-operator as per Definition 7.2.3.

7.2.6. DEFINITION (BQ-operator). Let C be any class of (promise) problems.
The class BQ - C consists of all (promise) problems A = (Aygs, Axo) for which
there exists a (promise) problem B = (Bygs, Byo) € C such that A <, B, i.e.,

BQ-C ={A:3B e C such that A <, B}.

Similarly, we can also provide an alternative definition to Definition 7.2.6 to
mirror Definition 7.2.1, which can be viewed as feeding randomness generated by
a quantum algorithm to the verifier in the corresponding class. Crucially, the
quantum algorithm’s output is allowed to depend on the input z.
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7.2.7. DEFINITION. Let C be any class of (promise) problems. Then, BQ -C con-
sists of all (promise) problems A = (Aygg, Axo) for which there exists a (promise)
problem B = (Byygs, Byo) € C, a polynomial ¢, and a polynomial-time quantum
algorithm A such that for all inputs « € {0, 1}*:

e Completeness: If x € Ay, then Pr,[(z,2) € Bygs] > 2/3,
e Soundness: If x € Ay, then Pr.[(z,2) € Byo] > 2/3,

where z € {0,1}907D) is the measurement outcome of A on input x.

Since the quantum algorithm generating the random bits 2 is allowed to use
the input x, we automatically have that Definitions 7.2.6 and 7.2.7 are equivalent.
From the above definitions, it is clear that BQ - P = BQP, just as BP - P = BPP,
which makes it at least from that point of view a reasonable definition.

Let us now show that the same properties of the BP-operator (Proposition 7.2.4)
also hold for the BQ-operator. We will need the following amplification lemma,
which can be proven in the same way as it was for the BP-operator.

7.2.8. LEMMA (Probability amplification for the BQ-operator). Let C be a class
of (promise) problems closed under majority reducibility. Then for every (promise)
problem A = (Aygs, Axo) € BQ - C and every polynomial p : N — N, there exists a
(promise) problem C' = (Clygs, Cyo) € C and a polynomial-time quantum algorithm
B such that for all inputs x € {0,1}*:

o Ifx € Aygs, then Pr.[(z, 2) € Cyys) > 1 — 272021
o If v € Ay, then Pr.[(z,2) € Cyo] > 1 — 277D,

where z € {0,1}907) 45 the measurement outcome of B on input x.

Proof:
By Definition 7.2.7, there exists a problem B = (Bygg, Byo) € C and a polynomial-
time quantum algorithm A, such that

o if v € Ay, then Pry[(z,y) € Byus| > 2/3;
o if z € Ayo, then Pry[(z,y) € Byo] > 2/3,

where y is the measurement outcome of running A on input z. Let n = |z|
be the input size. Now define z = (z1,...,2;), where each z; is a measurement
outcome from an independent run of A, with k& = cp(n)? for some sufficiently
large constant ¢ > 0. By a standard Chernoff bound, we have:

o If © € Ay, then Pr,[the majority of z; satisfy (z,2;) € Bygs] > 1 — 2-p(n),

o If x € Ay, then Pr,[the majority of 2; satisfy (z,2;) € Byo] > 1 — 272,
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Define a promise problem C' = (Clys, Cyo) as follows:
o (z,2z) € Cyy if the majority of z; satisfy (x, z;) € Bygs,
o (,2) € Cy, if the majority of z; satisfy (x, z;) € Byo.

Since C is closed under majority reducibility, we have C' € C, because C' <} .
B and the input (z,z) encodes k separate instances (z,z),...,(z,z;) of the

problem B € C. Thus, for all x, we obtain
o If v € Ay, then Pr.[(z, 2) € Cygs] > 1 — 27707,
o If v € Ay, then Pr.[(z,2) € Cyo] > 1 — 277,

The quantum algorithm B runs k independent executions of A and measures all
designated output qubits to generate the instance (z, z). O

7.2.9. PROPOSITION. For all classes of (promise) problems C, D, the following
hold:

(i) C C D implies BQ-C C BQ-D.

(i) BP-C C BQ-C.
(11i) BQ-BQ-C =BQ-C if the class C is closed under majority reducibility.
(iv) BQ-C C BQPC,

Proof:

Points (i), (ii), and (iv) follow directly from the definition of the BQ-operator.
For (iii), assume C is closed under majority reducibility. Then so are BQ - C and
BQ-BQ-C by Lemma 7.2.8, since BQ-C trivially contains P. We give the argument
for the case x € Ay, as the NO-case is analogous (just ensure that soundness is

amplified such that it is at most 1 — \/g in this setup). Let A € BQ-BQ-C,

so there exists a problem B € BQ - C and a quantum algorithm A such that if
T € Ay, then

2

Pl”[(ZL‘, y) € BYES] Z 5

y 3
where y is the output of measuring A(x). Since B € BQ - C, and BQ - C is closed
under majority reducibility, by Lemma 7.2.8 we can amplify this problem to
obtain a problem C' € C and a quantum algorithm A’ such that, if (z,y) € By,

then
2
P;er?ya Z) € C1\'ES] Z §>
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where z is the output of A'(z,y). Define A” to run A, then A’ on the output.
Then

2
2 2
]'y)’g[(xay7z> S C’YES] Z < g) = g
Since C' € C, this shows A € BQ-C. For the other inclusion, note that C C BQ-C
for any C. O

Points (i) and (iii) of Proposition 7.2.9 together imply that BQ - BQP = BQP,
since BQP = BQ - P = BQ - BQ - P = BQ - BQP. Furthermore, this also means
that BQ - P = BQ - BPP, since

BQ-BPP =BQ-BP-P CBQ-BQ-P=BQ-BQP =BQP =BQ-P,

and BQ-P C BQ - BPP since P C BPP. This is expected, as quantum algorithms
can generate randomness on their own.

As before, when we take C = NP and choose B = 3-SAT as the problem we
reduce to, the class BQ-NP contains all problems that admit a quantum reduction
to 3-SAT. We have the known inclusions PCP[O(log(n)), O(1)] = NP C MA C
AM = BP-NP C BQ-NP and BQP C BQ - NP, but the precise relation of BQ - NP
to QCMA or QMA remains unclear in either inclusion direction.

It is also important to note a key difference between the classes defined via
the BP- and BQ-operators in the context of oracles. For instance, it is known that
for the BP-operator we have BPP® = BP - P for all oracle sets @ [RR95]. In
contrast, there exist oracles @ for which BQP? # BQ-P@; for example, the oracle
that encodes Simon’s problem. Hence, whenever we discuss oracle separations
involving the BQ-operator, we will always interpret (BQ - C)O as granting the
quantum reduction unitary access to the oracle.

7.3 Quantum-classical PCPs

In this section, we formally define quantum-classical PCPs. We begin by defining
quantum-classical PCPs where the verifier makes non-adaptive classical queries
to a classical proof.

7.3.1. DEFINITION (Quantum-classical PCPs with classical queries). Let G be the
universal gate set consisting of the generators of the Clifford group and the T-
gate. Let n € N be the input size, and let p,q,a,g : N — N. A promise problem
A = (Aygs, Axo) has a (p,q,a,g,c,s)-QCPCP verifier if and only if there exist
¢,s: N —[0,1] with ¢ —s > 0, and a polynomial-time quantum algorithm V" over
gate set G, using at most g(n) gates, such that:

e on input z € {0,1}", and a(n) ancilla qubits initialised to [0)**™. the

algorithm applies at most g(n) gates from G to |x) |0)®“(”);
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e the algorithm is allowed to read? at most g(n) bits of y;

e the output is determined by measuring the first qubit and accepting if and
only if the outcome is |1);

such that:

e if ¥ € Ay, there exists a proof y € {0,1}7™ such that V accepts with
probability at least c;

e if z € Ay, then for all proofs y € {0,1}?™) V accepts with probability at
most s.

If a, g are polynomially bounded, we simply write (p, ¢, ¢, s)-QCPCP verifier, fur-
ther simplified to (p,q)-QCPCP verifier if additionally ¢ = 2/3 and s = 1/3
hold. (Note: this definition is robust to the choice of universal gate set whenever
s <1—1/exp(n), as standard techniques allow simulation with polylogarithmic
overhead).

7.3.2. DEFINITION. A promise problem A = (A, Ayo) belongs to QCPCP,. ;[p, ¢]
if and only if there exist polynomially bounded functions a, g, such that A has
a P-uniform family of (p,q,a,g,c, s)-QCPCP verifiers V = {V,, : n € N}. If ad-
ditionally p is polynomially bounded, we simply write QCPCP, 4[¢|, and further
simplify to QCPCP[¢] if also ¢ = 2/3 and s = 1/3 hold.

In many settings, one actually allows for a more powerful quantum access
model to classical strings: instead of making queries to a single location of the
proof, one can also define a slightly more general version of quantum-classical
probabilistically checkable proofs by allowing the entries of the proof string to be
read coherently.

7.3.3. DEFINITION. Consider the same setup as in Definition 7.3.2. A (p, ¢, a, g, ¢, $)-
QCPCP, verifier is defined identically to a (p, ¢, a, g, ¢, s)-QCPCP verifier, except
that the verifier is allowed to perform quantum queries to the proof y € {0, 1}7(™).
That is, for a single query, it may apply the unitary oracle U, defined as

Uy - [i) |a) = i) |a ® yi)

where i is a bit string denoting an index, a € {0,1}, and y; denotes the ith
bit of the classical proof string y. If a,g are polynomially bounded, we simply
write (p, q,c, s)-QCPCP, verifier, further simplified to (p,q)-QCPCP(, verifier if
additionally ¢ = 2/3 and s = 1/3 hold.

2More precisely, we define “read” as follows: the classical proof ¥ is stored in an additional
register W as |y), and the number of classical queries corresponds to the number of qubits in W
on which V' acts non-trivially. This is similar in spirit to Definition 6.2.1 for quantum proofs.
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7.3.4. DEFINITION (Quantum-classical PCPs with quantum queries). A promise
problem A = (Ayu, Avo) belongs to QCPCPg . s[p, ¢] if and only if there ex-
ist polynomially bounded functions a, g, such that A has a P-uniform family of
(p,q,a,g,c,s)-QCPCPq verifiers V = {V,, : n € N}. If additionally p is polynomi-
ally bounded, we simply write QCPCP . s[¢], and further simplify to QCPCPg|[q]
if also ¢ =2/3 and s = 1/3 hold.

A quantum-classical PCP conjecture via proof verification could then be for-
mulated as stating that there exists a constant ¢ = O(1) such that QCPCP|q],
or even QCPCP([¢|, captures the full power of QCMA. Tt is easy to see that
when the proof is allowed to be exponentially long, this is immediately seen to
be true via the “string-hiding”-interpretation of the Bernstein—Vazirani problem
(see also Lemma 7.5.6). Hence, QCMA C QCPCPglexp(n), 1].

There is another observation one can make simply by considering Defini-
tion 7.3.2. Recall from Chapter 6 that the two formulations of the quantum PCP
conjecture—the proof verification and the local Hamiltonian problem formulations—
are known to be equivalent under quantum reductions. It is a longstanding open
question whether the QPCP[O(1)]-to-local-Hamiltonian reduction can be made
classical, or whether a quantum reduction is inherently necessary [AAV13]. How-
ever, from our definition of QCPCP[q], it follows that it is unlikely that a reduction
with exactly the same properties as the known quantum reduction exists, as il-
lustrated by the following proposition.

7.3.5. PROPOSITION (No-go for classical polynomial-time reductions). For anyq =
O(1) and any 0 < € < 1/6, there does not exist a classical polynomial-time re-
duction from the (q)-QPCP circuit verification problem defined by a P-uniform
family of verifiers {V, : x € {0,1}*} (where V,, denotes the verifier V' with input

x hardwired) to a family of O(q)-local Hamiltonians {H, : x € {0,1}*} such that
for all z € {0,1}* and all quantum proofs ) € (C2)PM D,

[Pr(Ve accepts |¢)] — (1 = (¢ He [9))] < ¢,
unless QCPCP[q] € NP (which would imply BQP C NP ).

Proof:

The claim follows from the observation that a (q)-QPCP verifier V,, can simulate a
(q)-QCPCP verifier @, by using the same verification procedure, while restricting
the prover to sending classical basis states as quantum proofs. This restriction can
be enforced by measuring the ¢ proof qubits in the computational basis before any
quantum operation is applied. Now, suppose there exists a classical polynomial-
time reduction that maps V, to a local Hamiltonian H, such that for all quantum

proofs |¢> e (C2)P01Y(|95|)’

[Pr{Va accepts [¢)] — (1 — ([ Ha [¢))] < e.
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Then for every classical basis state |y) € {0, 1}P°V(D | the quantity (y| H, |y) can
be efficiently computed classically, since H, is O(g)-local and |y) is a product
state. A classical verifier can thus simulate the acceptance probability of the
QCPCP verifier @), on input y up to € precision. For any € < 1/6, this is suffi-
cient to preserve completeness and soundness, implying that the corresponding
QCPCP[g| problem lies in NP. Hence, unless QCPCP[q] € NP (which would imply
BQP C NP), no such reduction can exist. O

7.4 Pulling the quantumness out of quantum-
classical PCPs

In this section, we will study the power of quantum-classical PCPs in both types
of query models and connect it to the previously introduced BQ-operator. The key
idea will be that quantum-classical PCP verifications naturally induce a decision
problem related to multi-linear polynomials, analogous to how quantum PCPs
induce a local Hamiltonian problem (see Chapter 6).

7.4.1 A threshold problem for multi-linear polynomials

A multi-linear polynomial of degree d in N binary variables with real coefficients
Bs € R is a function P : {0,1}" — R of the form

Piy)= > Bs]]w (7.1)

SCIN)IS|<d €S

where y = (y1, 92, ..., yn) is a string of N variables with y; € {0, 1} for all i € [N],
and the sum is taken over all subsets S (including the empty subset () of the index
set [N] ={1,2,..., N} where |S| < d. For example, any multi-linear polynomial
of degree 2 can be written as

Ply) =00+ ) oy + ) 0y uis.

1<j

We introduce the following decision problem, which we call the multi-linear
polynomial threshold problem.

7.4.1. DEFINITION (Multi-linear polynomial threshold problem). Let P(y) be a
multi-linear polynomial of degree d in N binary variables with real coefficients
{Bs}. Suppose that for all y € {0,1}", we have P(y) € D C [-2,2], where D
is a finite, evenly spaced set satisfying log(|D]) < poly(N). Given some a € D,
decide whether

(i) there exists a y € {0,1}" such that P(y) > a, or
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(ii) for all y € {0,1}¥, we have P(y) < a.

Clearly, the above is a valid decision problem and is contained in NP: this is
because P takes values in a finite, discrete set D, which ensures that the promise
condition “< a” can equivalently be expressed as “< b” for some b = a—dp, where
dp > 0 is the spacing between successive values in D and is at most exponentially
small (so it can be exactly represented using a polynomial number of bits).

We will be interested in multi-linear polynomials of constant degree and
bounded range, ie., |[P(y)|lc < 1, where |[P(y)|| = sup, |P(y)| denotes the
uniform norm. Since we will only have indirect access to the polynomial, there is
no a priori restriction on what the coefficients look like, nor even whether they can
be accurately approximated using an efficient bit representation. Nevertheless, it
can be shown that if the polynomial itself is bounded, then all of its coefficients
must also be bounded. To show this, we will make use of the following lemma.

7.4.2. LEMMA. Let f(l) be a recurrence given by

f) = 5’7+Zaif(i)a

where {a;} are real coefficients and the initial value is f(0) = x. Then,

f(l) = Z Hai x.

Sc{o,....1-1} i€S

Proof:
We prove the result by induction on .

Base Case. For [ =0, we have

f0)=z= ZHai x,

SCQ ieS

using that the empty product is defined as 1.

Induction Step. Assume the formula holds for [ =k, i.e.,

f(k) = Z Hai x.

5c{o,...k—1} ieS
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We show it holds for | = k + 1:

flk+1)

k
v+ Y aif(i)
=0

=T+ a; Z Haj x

i=0 5c{0,...i—1} j€S

=x 1+Z Z aiHaj

i=0 SC{0,...,i—1}  j€S

B

Now observe that each term in the double sum corresponds uniquely to a subset
S" = Su{i} €{0,...,k}, withi ¢ S. Together with the empty set (corresponding
to the standalone x), this enumerates all subsets of {0,...,k}. Hence,

flk+1)= Z Hai x,

5c{o,...,.k} i€S

which completes the induction. O

7.4.3. LEMMA. Let P :{0,1}Y — R be a multi-linear polynomial of degree d in
N binary variables with real coefficients {Ss}. Then for each S, it holds:

18] < (1429 (|P||...

Proof:

Take a subset S C [N], |S| <[, such that S = argmaxg, /<, |Bs/|. We will keep
as a variable, and give an upper bound on g that is monotonically increasing in
[. This way, we can simply set [ = d at the end of the proof to obtain our upper
bound. Let y% = (y1,...,yn), yi € {0,1} for all i € [N], with y; = 1 if and only
if i € S. It must hold that for any S’ C [V],

Hyis = 1if and only if §" C S.
=
We also have that

Py*) = > Bs][v <Pl

SICINTIS<d i€’
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and thus

> By <Pl

S'CcS

keeping only the non-zero terms. Isolating the Sg term and taking the absolute
value gives

1Pl — > By

S'csS

|Bs| <

<Pl + Y 1851 < 1Pl +Z()S,£?§; 1851,

S'cS
(7.2)

The idea is now that, for any [, we can upper bound Eq. (7.2), through a recursive
formula in [:

-1
l
B(l)=|Pll,+ > (Z,)B i
=0

with B(0) = || P|| . Let us show that this is indeed a valid upper bound, in the
sense that B(l) > maxgcgsi<i |Bs|, by using induction. For [ = 0, we have
B(0) = ||P|l > |Bs| all 8" C S with |S’| = 0, which is correct (this corresponds
to the only coefficient that has no variable). For [ = k — 1, making the induction
hypothesis that for all ¢ < k — 1 that B(i) > maxgcg.s<if |Bs/|, we have

) > || P = ||P > /
BE) > 1P +Z() = |1, +Z()S,Cn;?§;<| 12 mas_ 15|

by Eq. (7.2) and the way we defined |5g| at the start of the proof, so it is indeed
a valid upper bound on fg (note that the maximum is performed over an even
larger set). According to Lemma 7.4.2, we have that

B(l) = > Jla | 1Pl
§/C{0,....1-1} i€S’
where a; = (i) Since for any i it holds that a; < 2!, we can upper bound B(I) as
B(l) < b A
SCH0,....1-1} i€S
The sum can be evaluated as

> 12 = i()z”ﬂ (14249,

5C{0,...,1-1} i€S k=0
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by the binomial theorem. Since this expression is monotonically increasing in [,

it is maximised for [ = d. Putting everything together, we find an upper bound
of
d
1Bs| < (1+27)" || Pl

as was to be shown. O

Hence, when ||P(y)||« < 1 and d is constant, the coefficients are also bounded
in absolute value by some constant. This implies that all coefficients can be
specified up to inverse exponential precision using a polynomial number of bits,
and that given such a specification, P(y) can also be exactly represented using a
finite number of bits.

7.4.4. LEMMA. Let P(y) be a multi-linear polynomial of degree d in N binary
variables with real coefficients {Bs}, where each Bs is specified using k bits of
precision. Then, each possible function value of P(y) can be represented exactly
using at most log ((](\;)) + k bits.

Proof:

Since each By is represented using k bits, it can take up at most 2* different
values. Since P(y) is always a sum over different choices of coefficients as the
individual monomials which make up the polynomial can only be 0 or 1, and
there are at most (ja\l[ ) of them, we have that the number of values it can take is
upper bounded by (Zf ) 2% Therefore, log ((Z[ )) + k bits suffice to exactly describe
all possible values for P(y). O

Thus, whenever d is constant and the Sg’s are specified using only a polynomial
number of bits, we have that the set D is at most exponentially big.

7.4.2 The polynomial method

We will now briefly review the ideas behind the polynomial method of [BBCT01]
and show how it connects to quantum-classical PCPs with quantum queries. Let
|0™), where m = poly(V), be a fixed initial state. The output state of a g-query
quantum algorithm with query access to an input y € {0,1}" in the form of a
unitary U, : |i) la) — |i) |a & y;), with a € {0,1}, can be written as® (implicitly
tensoring the O, query operations with identity matrices)

Y, (y)) = U,0,U;-10, ...0,U0,Uy |0™) . (7.3)

Since this state only depends on the input y through the ¢ query operations, it
is shown in [BBCT01] that |¢,(y)) can be written as

)= D a.(y)]z),

ze{0,1}m™

3This also holds when the queries to U, are controlled [BBCT01].
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where each a,(y) is a multi-linear complex-valued polynomial in y of degree at
most ¢. For the output probability of measuring a designated output qubit in
state |1), denoted P(y), we then have

Py) =l @D eI = > lewP= > Bs]]v

2e{1}x{0,1}m~1 SCIN],|S|<2q¢ €8

(7.4)

where the right-hand side is a multi-linear polynomial of degree at most 2¢ with
real coefficients (.

The original application of the polynomial method is to prove lower bounds
for quantum query algorithms, as the existence of a ¢-query quantum algorithm
to compute a function f implies the existence of a degree-2q polynomial that
approximates f. In the context of a QCPCPg|[q| verifier, the only difference is that
the proof y € {0,1}" is now the string being queried, and the input x € {0,1}"
is used as part of the initial state of the quantum algorithm, i.e., |x) [0™™™).

The polynomial method directly implies the following lemma, since for a fixed
input z, the state |z) can be hardcoded into the unitary Uy from Eq. (7.3).

7.4.5. LEMMA. Let A = (Ayws, Ano) be a promise problem in QCPCPgl[p, ¢] with
a P-uniform family of (p,q)-QCPCPg-verifiers {V,, :€ N}. For a fized input
with |x| = n, let V, be the corresponding QCPCPy[p, q] verifier, with x hardcoded
into the circuit and quantum query access to a classical proofy € {0, 1}p(”). Then
the acceptance probability of V, is a multi-linear polynomial in the bits of y, of
degree at most 2q.

A crucial point is that for quantum-classical PCPs with polynomially-sized
classical proofs, the string length N is only polynomial in the input size n (whereas
for m-bit Boolean functions typically considered in query complexity, we have
N = 2"). Therefore, the polynomial that describes the acceptance probability
of the QCPCPg|[q| verifier, given an input z, has an efficient classical description
whenever ¢ is constant (provided the coefficients are specified using a polynomial
number of bits, giving exponential precision). We will in the next section see that
this allows us to learn an approximation of the polynomial that characterises the
proof input/output behaviour of the (q)-QCPCP(, verifier corresponding to any
promise problem in QCPCPg[q¢], given only access to a description of the input
and the verifier.

7.4.3 The quantum reduction

We will show that for a constant number of queries, it is possible to apply a
quantum reduction to transform a QCPCPg[qg| circuit verification problem into
a multi-linear polynomial threshold problem, as per Definition 7.4.1. The key
idea is to employ an algorithm that approximately learns all coefficients of the
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polynomial (up to degree 2¢) “from the ground up.” Specifically, we show that
each coefficient Ss can be expressed in terms of a simple estimation procedure,
based on previously estimated coefficients Bg for S C S. This algorithm never
has to query a U, corresponding to actual proof (as this would not be possible
since no proof has been given); instead, it runs the (¢)-QCPCP, verifier on a large
number of predetermined settings of “fake” proofs y°. For any y° € {0, 1}po¥(™)
the unitary U,s can be efficiently implemented given the full description of y°.
The algorithm used in this reduction is given in Algorithm 7.4.1.

Algorithm 7.4.1: Quantum reduction from a problem in QCPCP, with
verifier V, to a fixed multi-linear polynomial threshold problem.

Input: A classical description of a (p, ¢, ¢, s)-QCPCP verifier verifier V, with
input x hardcoded into it, a maximum failure probability 9.

Set:

€= (C — 3) — l o (261 -+ 1)p(n)2q Y 6

Algorithm:
1. For all S C [p(n)] with |S| < 2¢:

Suppose that we have already stored BS/ for all ' C S:
(a) Define y € {0, 1}?() such that y; = 1 if and only if i € S.

(b) For t € [T, prepare |¢,(y)) using V., and measure the first qubit
in the computational basis. Let X; = 1 if the outcome is |1), and
X; = 0 otherwise.

(¢) Define the empirical estimate X := 1 ST, X, and truncate X to
its first [ bits.

d) Compute the coefficient estimate BS =X — , BS/, and store
s'cS
Bs.
2. Output:

c+ s
2

d —

)

P(y) = Z BSH%, a := argmin

SClp(n)],IS|<2q  i€S deD
D = {—24+4q 4+ - 2—l .n 2 | = {0, 1,... ’,n/Qq . 2l+5+4q}}
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7.4.6. THEOREM. Let ¢ = O(1) be constant, and suppose ¢ — s > 1/poly(n).
Let A = (Aygs, Axo) be a promise problem in QCPCPg . s[p,q] with a P-uniform
family of (p,q)-QCPCPg-verifiers {V,, :€ N}. Then, for any 6 > 1/exp(n),
there exists a quantum polynomial-time reduction to the multi-linear polynomaial
threshold problem with degree d = 2q and log(|D|) = poly(n), which succeeds with
probability at least 1 — . Moreover, conditioned on the reduction succeeding, this
produces a fized instance.

Proof:

By definition, for any promise problem A = (Aygg, Ayo) in QCPCPg . s[q], there
exist polynomially bounded functions p, a, g : N — N such that A has a P-uniform
family of (p,q,a,g,c, s)-QCPCP, verifiers V = {V,,}. Fix some input size n, and
denote V,, for the corresponding verifier with the input x hardcoded into it.

We prove the reduction by showing the correctness of Algorithm 7.4.1. To
make the presentation of the proof more structured, we proceed in several steps:
first, we verify that Algorithm 7.4.1 works in principle and establish the mini-
mum required error allowed in the learned polynomial (The reduction). Next,
we analyse to what precision each coefficient must be estimated (Estimating
HHl |2/1q(y5 )>H2, Estimation precision), ensure the overall estimation succeeds
with high probability (Success probability), and determine how many bits of
each estimate are correct (Bits of precision and D). Finally, we show that
all steps can be implemented in quantum polynomial time (Complexity and
combining relevant parameters).

The reduction. We proceed by proving that the reduction given by Algo-
rithm 7.4.1 works in principle. By Lemma 7.4.5, we have that the probability
that the QCPCP|q] verifier V,, with input x hardcoded into it, accepts a proof
y is given by

P(y) = Z ﬁSHyi-

SCh(m)lls|<2q  i€s

With each S, we associate a string y° € {0, 1}?™ such that y7 = 1 if and only
if i € S. For this string y°, we can efficiently construct a “fake” proof unitary
Uys, and consider the action of the QCPCP(, verifier V,, when given query access
to Uys. For any y°, the corresponding Uys can be efficiently implemented as it
only operates on [logp(n)] +1 = O(logn) qubits. We can express its acceptance
probability as

Py = > ss][v
SChmLs|<2a e

= Bg+Bs, (7.5)

S'cS
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keeping only the non-zero terms. Write II; = |1)1] ® I for the projection onto

the output qubit being in state |1). Since we have that P(y%) = HH1 |wq(ys)>H2
by Eq. (7.4), we can rewrite Eq. (7.5) as

Bs = [ [y )" = - Bsr
s'cs
Each coefficient S5 can thus be expressed in terms of other coefficients Sg/, where
S’ C S, and the probability that V, accepts the input 3°. Hence, if no errors
occurred in the estimation of each of the Sy, Algorithm 7.4.1 would give a per-
fect description of the polynomial P. However, errors will be introduced, since
1T, [44(y))||* can only be estimated. To ease the presentation, we will introduce
several error parameters, which will eventually be combined into the single error
parameter € as specified in Algorithm 7.4.1.

Assume that (i) ‘Bg — BS‘ < ¢ forall S C [p(n)],|S] < 2¢, (ii) the overall esti-
mation succeeds with probability at least 14, and (iii) we have already obtained

a value of a that satisfies the above criteria. Then the estimated polynomial P
satisfies

P(y)—P(y)H < ) ‘Bs—ﬁs‘ (7.6)

* sChpm)Isi<2
< p(n)*%e.
To distinguish both the completeness and soundness case, we require that this

error is at most (¢ — s)/4, which is guaranteed when €, := (¢ — s)p(n)~29. For
this choice of €1, we have:

o If x € Ay, then Pr[Ely : P(y) > a} >1-9,

o If v € Ay, then Pr[Vy : P(y) < a] >1-4,

where the probability is taken over the outcome of the reduction. We now show
that, for our parameter choices, all three conditions above are satisfied, and that
we indeed produce a fixed polynomial every time the reduction succeeds.

Estimating ||H1 |wq(ys)> ||2 In the reduction, we must estimate HH1 }¢q(ys)> H2
[0, 1] for several values of y°, which is done in Algorithm 7.4.1 by preparing the
state ‘wq(ys )> and measuring the first qubit in the computational basis. Suppose
for now we want to estimate ||H1 lwq(ys ) ||2 up to precision €, using the standard
mean estimation procedure. Let X; be the random variable such that X; = 1 if
the outcome is |1) and X; = 0 if the outcome is |0). Step lc produces the random

variable
N 1
X - T E Xt,

te[T]
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i.e., the empirical average of T" independent outcomes. Since 0 < X; < 1, Hoeffd-
ing’s inequality gives

|

X - E[X]’ < 6} > 1 —exp(—2T¢€).
To achieve success probability 1 — ¢, it suffices to choose

s oely)
- 2¢?

(7.7)

Estimation precision. We now determine a minimum required precision €
for estimating each HH1 ‘wq(ys)> H2 in order to guarantee that ‘Bs — BS‘ < ¢ for

all S C [p(n)] with |S] < 2¢. Let Xg := HH1 ‘wq(ys)>||2 and Xg be its estimator.
For a given S, we have

‘55—35 = Xs— > Bg— (Xs— ZBS’)
S'CS S'CS
< | Xg— Xs) + Z <BS’ - 55/)
S'CS
< XS_XS)+ Z ‘BS’_BS’ :
s'CS

Since the error depends only on the cardinality of the S’s, we group terms
by this cardinality and define ; to represent a generic coefficient of cardinality
[. Since the error only increases with increasing values [, we only have to check

Xg — X5’ < € for all S, we get

<« (p(n)
<
<o) (V)
=0
By a similar argument we made in the proof of Lemma 7.4.3, we can upper bound

o0 = B

[ = 2q. Using

Bi — Bil.

BZq - BZq

by a function B(2q) that is defined via a recursion:

B(l) = e + li (p(?l))B(i), (7.8)

with B(0) = e2. Eq. (7.8) matches the structure required by Lemma 7.4.2 with
a; = (p (Z.")). Since i < 2¢g, we can bound each term using

<p (@) < p(n)*.

]



7.4. Pulling the quantumness out of quantum-classical PCPs 187

By applying Lemma 7.4.2, we find

<B2)<e| S JIpm*|=c+pm0)*)" <,

SCH{0,....2g—1} i€S

B2s = B

provided we choose

€1

C T ()

Success probability. To ensure that the overall reduction succeeds with prob-
ability at least 1 —¢, we must guarantee that the estimation of HHl |¢q(ys)> H2 up
to accuracy e succeeds for all relevant subsets S. Recall that we set 1 — ¢’ to be
the success probability of each individual estimation. The total number of such
subsets S (including the empty subset) is upper bounded as

1+ (p(l”)) < (2 + 1)p(n)?.

It follows that we require
(1— 5/)(2q+1)P(n)2q >1-9,

which is equivalent to

_ b
~ (2¢+ 1)p(n)2e’

applying the inequality (1 + )" < 1+ 7z for x > —1, r € [0,1]. Thus, it suffices
to set

5 < 1— (1 —g)(@arieem)”

§ = —6
 (2q+ Dp(n)*

Bits of precision and D. We now translate our estimation guarantee into a
bit-precision guarantee. Specifically, we aim to pick an € < €5 such that taking
the first { bits of our estimate X guarantees, with high probability, that those
bits are correct and that the additive error remains at most €. Recall that for
any S, the random variable X; € {0,1}, and that our estimate X is the average
over T trials. Therefore, the set of all possible outcomes of X is given by

1 1
= — = ..., == 1>.
GT {07T7T7 ) T?}
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Assume T satisfies T+ 1 = 2% for some k € N, so that G can be exactly
represented using k bits. If we want the first [ < k bits of X to be correct, this
is equivalent to requiring

1
< ——.
“2=90@ )
We now pick an € < ey such that this inequality holds tightly. We can do so by
setting

1 €2
2 (2MMogs(1/(2e2)+ 1)1 — 1) 2 2(1 4+ €9)

)] -2

bits of X are guaranteed to be correct. Since we build our coefficients Bg only of
out of adding different estimates of X that have an exact bit representation using
[ bits, we can simply extend our bit representation of Gy C [0, 1] with more bits
to capture larger possible function values. By Lemma 7.4.3, we know that every
coefficient (g lies in the interval

Z 62/4 =6

so that at least

Bs € [— ((1+2%)%), (1+2%9)%],

which means that, conditioning on the reduction succeeding, all Bs are in the
interval R
Bse [—((1+2%)%) —e, (1+42°)*+¢] C,

with [ = [—2%79 24714] Hence, we can extend our bit representation to now
represent [ with & = [+544q bits, whilst still ensuring that our bit representation
exactly contains Gr. By Lemma 7.4.4, we then have that our function values D

can be exactly represented using at most log (@2)) + k bits. Since N = p(n) , if
we take k' = 2qlog p(n) + k and set

D= {_24+4q 4. 9btHa—H ‘ ie{0,1,... ,Qk/}} ;

we have that Gy C D and we can exactly represent all possible function values
of our polynomial P. It remains to choose a € D such that a € (s,c¢) and the
reduction is valid. Since the spacing dp between successive elements in D satisfies
dp < (¢ — s)/2, choosing

c+ s
2

d —

a 1= arg min
deD

guarantees that a € D and a € (s,c¢). Lastly, note that log|D| = poly(n), as
desired.
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Complexity and combining relevant parameters. Finally, we combine all
previously introduced parameters to show that the reduction runs in polynomial
time when ¢ is constant. Recall that in Eq. (7.7), we derived the required number
of samples T in terms of the final estimation precision e. Using that € = €3/4,
setting
o (c—s) 1
© T 16p(n)2 (1 + p(n)2)®  poly(n)’

we obtain the number of samples as

T - L% log (wﬂ — poly(n).

The total runtime of the reduction is upper bounded by

O(p(n)** - T) = poly(n),

which confirms that the entire procedure is efficient for constant ¢, p(n) = poly(n),
c¢—s>1/poly(n) and 6 > 1/exp(n). 0

7.4.4 Implications

As in Chapter 6, quantum reductions turn out to be a versatile tool for proving
properties of quantum PCPs. In this section, we apply the quantum reduction
from Theorem 7.4.6 to establish several results about quantum-classical PCPs.

A new upper bound on quantum-classical PCPs. Theorem 7.4.6 directly
implies the following corollary, as we give a quantum reduction to a problem in
NP (note that this is not the promise version).

7.4.7. COROLLARY. For any constant ¢ € N, we have

QCPCPgq] € BQ - NP.

The inclusion BQ-NP C QCPCP[O(1)] does not necessarily hold, as the quantum
reduction might produce different NP problems, each requiring different witnesses.
Thus, the prover may not know which proof to provide.
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Constant query hierarchy collapse, query equivalence and amplifica-
tion. We will now show that any constant-query quantum-classical PCP proto-
col can be simulated by a quantum-classical PCP making only 3 classical queries,
while maintaining a constant promise gap. Even more surprisingly, this holds even
when the original completeness/soundness gap was inverse polynomial, rather
than constant. This shows that we can, in fact, perform gap amplification for
quantum-classical PCPs, but that—combined with Corollary 7.4.7—this actually
provides evidence against the existence of a quantum-classical PCP for QCMA,
as it is unlikely that QCMA C BQ - NP.
We will use Hastad’s 3-query PCP for NP.

7.4.8. LEMMA ([HO1]). For every constant § > 0 and every decision problem D €
NP, there exists a PCP verifier V' for D that makes 3 queries, has completeness
at least 1 — 0, and soundness at most % +9.

7.4.9. PROPOSITION. For any q € N constant and for any ¢,s > 1/poly(n), we
have

QCPCPg cslq] € QCPCPy_51/2+5[3],
for any constant 0 < § < %

Proof:

From Theorem 7.4.6, we know that for any promise problem A = (Aygs, Axo)
in QCPCPq . s[¢], with input z and completeness and soundness parameters c, s
satisfying ¢ — s > 1/poly(n), there exists a quantum reduction to a multi-linear
polynomial threshold problem, which we denote as D. Conditioned on the quan-
tum reduction succeeding, this reduction is deterministic: since the multi-linear
polynomial is learned up to a fixed number of bits of precision, it will always
output the same polynomial. Since deciding whether a multi-linear polynomial
has a setting for which it evaluates to a value larger than a, or evaluates to
a value smaller than a, is in NP, it can be correctly decided by a PCP veri-
fier V' from Lemma 7.4.8 with completeness 1 — §; and soundness 1/2 + 6;. A
QCPCP;_s,1/244[3] verification protocol @ naturally follows. Let 0, = dy = 6/2.

1. The prover sends a proof y corresponding to the case where the reduction
succeeds.

2. The verifier performs the quantum reduction (with maximum error proba-
bility d2) to obtain a multi-linear threshold problem D, and then uses the
PCP verifier V' to decide whether x € Ay or © € Ayo.

We have:

o If v € Ay, then Pr[@ accepts (x,y)] > (1 —3d1)(1 —d9) > 1—90,



7.5. Oracle separations for quantum-classical PCPs 191

o If x € Ay, then Pr[@Q accepts (z,y)] < (1 —01)(1/24 d2) + 92 < 1/2+.

Since the reduction from Theorem 7.4.6 runs in time polynomial in log(1/ds), it
will clearly run in polynomial time when d, is constant. O

We give two other remarks and one observation that follow from Proposi-
tion 7.4.9.

7.4.10. REMARK. The proof ideas behind Proposition 7.4.9 also show that, with-
out loss of generality, a quantum-classical PCP can be assumed to use a uniformly
random distribution over (a subset of) the indices of the proof to be queried, fol-
lowed by a single quantum circuit that determines the outcome. This is because
there exist constant-query non-adaptive PCPs that use a uniform random distri-
bution, for example, via the NP-hard gapped version of 3-SAT [HOl]

7.4.11. REMARK. Even though Proposition 7.4.9 makes use of a classical PCP
construction, which is nonrelativising, the theorem itself does relativise. This is
because the quantum reduction allows the QCPCP|[g] verifier to make queries to
an additional oracle, meaning that the learned polynomial will implicitly encode
oracle calls. Crucially, the degree of the polynomial depends only on the number
of quantum queries to the proof, and not on the presence of any oracle.

Finally, we observe that Proposition 7.4.9 also implies that any verification
performed by a quantum-classical PCP with a constant number of adaptive clas-
sical queries can be simulated by a quantum-classical PCP verification with a
constant number of non-adaptive queries. This also follows from the results
in Chapter 6, when the reduction from an adaptive to a non-adaptive quan-
tum PCP presented in that chapter is applied to the setting of quantum-classical
PCPs with classical proofs.

7.5 Oracle separations for quantum-classical PCPs

In this section, we will look into quantum-classical PCPs in the presence of oracles.
We will see that our result that QCPCP[O(1)] € BQ - NP (which holds relative to
all oracles, see Remark 7.4.11) implies the existence of a classical oracle relative
to which the quantum-classical PCP conjecture is false. We will also study the
setting where the number of queries is (poly)logarithmic instead of constant. We
show that, relative to an oracle, quantum-classical PCPs with quantum queries
are more powerful than those with classical queries.

7.5.1 The OR o Forrelation oracle

We will make use of an oracle from [AIK22], which crucially relies on the following
result by Raz and Tal [RT19].
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7.5.1. LEMMA (From [RT19], Theorem 1.2). For all sufficiently large N, there
exists an explicit distribution Fn that we call the Forrelation distribution over
{0, 1} such that:

1. There exists a quantum algorithm A that makes polylog(N) queries and
runs in time polylog(N) such that

Pr @) =11- P L) = 1| > 1

2. For any C € AC%[quasipoly(N), O(1)]:

Pr [C(x)=1]— Pr C(y)zl]‘_

TCFN y{0, 1}V

The precise definition of the Forrelation distribution is not relevant for our pur-
poses, but can be found in [RT19]. In [AIK22|, this result is used to provide
oracle separations between BQP™" and PHE®”. We will make use of the following
specific oracle from [AIK22].

7.5.2. DEFINITION (OR o Forrelation oracle, adapted from [AIK22]). We define
O as the oracle such that for each n € N, we add into O a region R consisting
of a function f, : {0,1}" x {0,1}"** — {0,1}, defined as follows:

(i) If 0" ¢ L® (i.e., L2(0") = 0), then f,(z,y) is drawn uniformly at random
for all (z,y) € {0,1}"™.

(ii) If 0" € L® (i.e., L2(0") = 1), then there exists a single , drawn uniformly
at random from {0, 1}”2, such that for all y € {0, 1}"2, the values f,(Z,y)
are drawn from the Forrelation distribution F,,. For all z € {0,1}"\ {#}

and y € {0,1}™, the values f,(z,y) are drawn uniformly at random.

Outside the region R, the oracle O always outputs 0.

Let us show that the same oracle implies an oracle separation between QCMA
and BQPNP. To establish this separation, it suffices to show that the oracle
problem is contained in QCMAO, as the non-containment in BQPN" has already
been proven in [ATK22].

7.5.3. PROPOSITION. There exists an oracle O relative to which

QCMA® ¢ BQPVP?,
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Proof:

The proof follows the construction used in the proofs of Corollary 48 and Claim
49 in [AIK22]. Let L be a uniformly random unary language, and let D be the
resulting distribution over oracles @. We now show that L® € QCMA® with
probability 1 over O ~ D.

Let M©(0",2) be a QCMA® verifier which takes input 0" and a classical
witness z € {0, 1}”2, and runs the quantum algorithm A of Lemma 7.5.1 on the
function f,(z,y). If 0" € L, the witness is z = &, while if 0" ¢ L, it can be any
z. From Lemma 7.5.1, with N = 2", we have

L IMO(0%,2) # LO(0")] <272

By Markov’s inequality,

n n 1 7n2
L Pr[M®(0",2) # L°(0")] > g} < 3.27%,

By evoking the Borel-Cantelli Lemma, we can show that with probability 1 over
O we have that M© correctly decides L?(0") for all but finitely many n € N.
We have

(@ : O nn —2n?2
OFr’VrD[M does not decide L~ (0")] < Zl <3-2 < 00.

Hence, the probability that M© fails on infinitely many inputs n is zero. Conse-
quently, we have that M© can be modified in a QCMA® algorithm that correctly
decides L®(0") for all n € N, with probability 1 over O ~ D. The proof that

L° ¢ BQPPH (and therefore L ¢ BQPNPO) is given in [AIK22], Corollary 48.
O

7.5.2 The quantum-classical PCP conjecture is false rela-
tive to an oracle

We will first argue that some established inclusions, which are used to derive our
desired oracle separation, relativise. This allows us to directly apply the ORo
Forrelation oracle as defined in Section 7.5.1.

7.5.4. LEMMA. For any ¢ = O(1) and all oracles O, we have

QCPCP[¢]° C QCPCP,[q]® C (BQ - NP)° C BQP"F®.
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Proof:
Let O be any oracle set. The inclusion QCPCP[q]® C QCPCPg[q]|® follows triv-
ially by a simulation argument.

The inclusion QCPCP[q]® € (BQ - NP)? follows from the fact that in the
proof of Theorem 7.4.6, all oracle calls (viewed as quantum queries Uy to O) can
be absorbed into the unitaries in Eq. (7.3) that do not correspond to the proof
queries. This shows that the proof of Theorem 7.4.6 and thus QCPCPQ[Q]O C
(BQ - NP)€ relativizes (see also Remark 7.4.11).

To show that (BQ - NP)O C BQPNPO, consider that (BQ - NP)O consists of all
promise problems A = (Aygg, Axo) such that there exists a polynomial-time de-
terministic Turing machine M with access to O, and a polynomial-time quantum
algorithm A€ (with unitary access to @), such that for all x with |z| = n:

e (Completeness) If z € Ay, then Pr [Ty : M©(z,y, 2) accepts] > 2/3;
e (Soundness) If z € Ayo, then Pr.[Vy : M©(z,y, ) rejects] > 2/3,

where z € {0,1}?™ is the (measured) output of the quantum algorithm A®(z).
Given such an z and the string z produced by A€, the question of whether there
exists a y such that M©(z,y, z) accepts can be decided by an NP® oracle. Since

BQPNPo has access to both quantum computation and the oracle NP© (and thus
also to ©), it can run the quantum reduction A, obtain z, and use its N PO oracle

to verify the existential condition. Hence, BQPN? can simulate the (BQ-NP)®
reduction, and overall succeeds with probability at least 2/3. O

These relativising inclusions directly imply our desired oracle separation.

7.5.5. THEOREM. For any q = O(1), there exists an oracle O relative to which

QCPCP[q]® € QCPCP[¢]® € QCMA®C.

Proof:

This follows from Proposition 7.5.3 and Lemma 7.5.4. The latter shows that
for all constant ¢ and all oracles ©, we have QCPCP[q]® C QCPCPQ[q](9 C
BQPNPO, while Proposition 7.5.3 guarantees the existence of an oracle O such
that QCMA® ¢ BQPNP®. Finally, the inclusion QCPCP4[q]® € QCMA® holds
trivially, since the verifier in QCMA® has access to the full classical proof y €
{0, 1}P°¥™ "and can efficiently implement the unitary U, required by the QCPCPy
verifier. 0O
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7.5.3 Oracle separations for logarithmic queries

Whilst our results in Section 7.4 indicate that in the constant query regime,
quantum queries offer no advantage over classical queries (even in the presence of
external oracles, see Remark 7.4.11), we will now prove that this changes when
the number of queries is (poly-)logarithmic relative to an oracle.

We will rely on the following lemma, which shows that the Bernstein—Vazirani
algorithm [BV93] can be used to decode O(logn) bits from a polynomially-sized
classical string using only a single quantum query.

7.5.6. LEMMA. Given any O(logn)-bit string x, there ezists a polynomially-sized
classical proof y such that a quantum algorithm can recover x with certainty using
only a single quantum query to y.

Proof:

This lemma follows from the Bernstein-Vazirani algorithm [BV93]. The algorithm
can learn a secret bit string x of length | = O(logn), provided it has quantum
oracle access to a function f : {0,1} — {0,1} defined by f(z) = z -2 mod 2.
For any such x € {0,1}!, the prover constructs a function f satisfying this prop-
erty, and sends a proof y = (y1,...,yx), where y; = f(z) and z is the integer
representation of the string 2. Since I € O(logn), we have |y| = 2! = poly(n).
Since a phase query can be implemented using one standard oracle query, the
verifier can extract x by following the Bernstein—Vazirani algorithm, making only
a single quantum query to y. O

Next, we state the lower bound lemma that lower bounds the query complexity
of the OR-function, given access to some additional classical bits to assist in the
verification.

7.5.7. LEMMA. Suppose we are given oracle access to an n-qubit phase oracle Oy,
and want to decide which of the following holds:

(1) There exists an n-bit string x* such that Of |x*) = — |z*),
(i) Of|x) = |x) for all x.

Then, even given q-bit bit string that helps identify the marked input x* in Case
(i), any quantum algorithm still requires

o/

queries to decide between Case (i) and (ii) with bounded probability of error.
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Proof:

Let C7 > 0 be a constant to be determined later. Suppose that there exists a T-
query quantum algorithm with 7" < C74/2"/2¢ that uses a g-qubit computational
basis state |y) as extra input (this can be viewed as a proof) and m = poly(n)
ancilla qubits initialized to |0™), and that can distinguish between the two cases
with success probability at least 2/3. We will derive a contradiction to the known
Q(v/2") quantum lower bound for the OR-function [BBC*01, Amb02]. Without
loss of generality, let the final state of the algorithm be:

‘\If> = UTOCUTf]_OC RN OcUlOcUo ]y) |0m> y

where O, denotes controlled applications of Oy (tensored with identities), and the
U, are unitaries independent of Oy.

Let |\If(i)> and ’\If(ﬁ)> denote the final states in cases (i) and (ii), respectively.
To achieve success probability > 2/3, the trace distance must satisfy:

1
Hl 2 57

%6 X6 = [ X W)
which implies | (¥ |¥) [* < 8/9. Now consider uncomputing the unitaries:
define

) = U0} - - OlUL| W) .

In Case (ii), where Oy = I, the oracle calls do nothing, so we have ‘\I/’(ii)> =

ly) |0™). Since inner products are preserved under unitaries,
([ Way) I” < 8/9.

Measuring |¥) in the computational basis using the projector M = {|y}y| ®
|0™X0™], T — |yXy| ® |[0™X0™|} yields outcome |y) |0™) with probability 1 in Case
(ii), and at most 8/9 in Case (i). Now, suppose we guess a y € {0, 1}? uniformly
at random instead. In Case (ii), we always observe |y) [0™). In Case (i), there’s
a 1/29 chance our guess hits the “helpful” basis state, in which case we observe
ly) |0™) with probability at most 8/9. Using amplitude amplification [BHMT02],
we can amplify this difference to obtain success probability > 2/3, at the cost
of a factor of Cyv/29 more queries, for some constant Cy > 0. Thus, we would
have a quantum algorithm computing the OR-function using C;C>v/2" queries,
contradicting the lower bound for small enough C;. Hence, any such quantum
algorithm must use 2(1/2"/29) queries. O

The intuition behind why the lower bound from Lemma 7.5.7 can be used
in a PCP setting is that it allows us to “fix” the dishonest prover’s strategy in
Case (ii) to the same witness that would be optimal in Case (i). That is, the
strategy used in Case (i), which leads to acceptance, can be reused in Case (ii),
where it may no longer be optimal. However, this does not affect the validity
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of the lower bound, since in the soundness case the prover is free to provide any
proof, and a suboptimal strategy is still a valid one. Consequently, the lower
bound applies even in the PCP setting, where the prover attempts to maximise
the verifier’s acceptance probability. Using this idea, we can prove our desired
oracle separation using the lower bound of Lemma 7.5.7.

7.5.8. THEOREM. For any ¢ € N, there exists an oracle O = {O,, : n € Z,}
such that
QCPCP[O(log° n)]® & QCPCP,[O(log®n)]®.

Proof:
Let L be a unary language, and let p(n) be some polynomial. Define the oracle
O ={0, :neZ,} as follows:

e If 0" € L, then O,, contains a single string « of length log®™ n.

e If 0" ¢ L, then O,, contains no string = of length log®™ n.

To show that L € QCPCP4[O(log® n)]®, consider the following protocol: the
prover sends a classical proof y = y™ ... y*) composed of k = O(log® n) substrings
y9), each of size poly(n). By Lemma 7.5.6, there exists a y such that each
yY) encodes the function values of a function f,¢) for some string 2) of length
O(logn), such that x = 2Mz® . z*) Using the algorithm from Lemma 7.5.6,
the verifier can learn each zU) with a single quantum query to y'), reconstruct
x, and then make a single query to the oracle to verify whether z € O, (i.e.,
whether 0" € L). This uses only O(log®n) quantum queries.

We will show that L ¢ QCPCP[O(log® n)]© using the lower bound of Lemma 7.5.7.
Fix some n, and let Oy denote the empty oracle, and O, the oracle containing
the hidden string x. Let C' > 0 be any constant. From Section 7.4.4, it is known
that the verifiers of QCPCP[Clog®n]® can be assumed to be non-adaptive and
sample indices from a distribution independent of the oracle (queries to O,, are
only made after accessing the proof). Hence, we have

Pr [VO@ queries Y, , . . - ,yiq] =Pr [VOI queries Y, , . . . ,yiq]

for all index tuples (i1, ..., 4,). The verifier’s acceptance probability in both cases
is given by

Ei,....4, [Pr [VO accepts querying v;,, . . . ,yiqﬂ ,
where O € {Oy,O,}. Denote D for a distribution over index tuples (i1, ...,7,)
used by the verifier to choose which proof bits to query. Suppose for contradiction

that L € QCPCP[C'log®n|®, with completeness ¢ and soundness s, where ¢ — s =
(1). Then there must exist a verifier and a distribution D such that:

max g, i)~D [Pr [VOI accepts querying v;,, . . . ,yqu > c,
y
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and
max g, i )~D [Pr [VO“’ accepts querying z;,, . .. ,ziq]] <s.

Let y be the proof string that achieves the maximum in the first expression. Then,

Pr [VO“ accepts querying v;,, . . . 7yiq]

Eiy,...ig)~D >c—s=Q(1).

— Pr [VO“ accepts querying v;,, . . . ,yiq]
This is upper bounded by

max (Pr [VOI accepts | Ui, - - - ,yiq} — Pr [VOV’ accepts | vi, - .- ,yl-qD :

(31,+-50q)

This implies that there exists a ¢-bit string y7 ... Ui that detects if the oracle
O contains a string in C'log®n queries. However, for any such C' > 0,

210gCle n
ClOg n=o W s
so by Lemma 7.5.7 the maximum distinguishing bias is o(1), which contradicts

c — s = Q(1). Therefore, L ¢ QCPCP[log®n]®, as claimed.
(]
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Chapter 8

Lower bounds for unitary query
complexity

8.1 Introduction

Quantum query complexity is the study of how many queries a quantum algorithm
has to make to some black-box input X to decide whether X satisfies some
property P. While quantum query complexity conventionally focuses on X being
inherently classical (i.e., a classical bit string), it is also possible to consider
the setting where X is a black-box unitary. The former—known as property
testing—is very useful for obtaining insights into the differences in computational
power between various computational classes, classical or quantum. The latter—
unitary property testing—provides another way to compare inherently quantum
classes. These problems, first studied by Wang [Wan11], have gained considerable
attention recently [SY23, CNY03, WZ23].

Query complexities can vastly differ among different classes of computational
models. For example, the search problem, which is to decide whether a string
of length N is either the all-zeros string or has at least one entry with a “1”7, is
known to have classical query complexity of ©(NN) and quantum query complexity
of ©(V/N) [Gro96, BBBV97). However, given a string by an untrusted prover,
the query complexity of the search problem is just 1 in both cases. A similar
result holds for a unitary property testing analogue of search as introduced by
Aaronson and Kuperberg [AKO7], where one has to decide whether a given black-
box unitary U applies either the identity operation I or the reflection I — 2 |¢))(v)|
for some unknown N-dimensional quantum state |¢)). This problem generally has
a quantum query complexity of @(\/N ), but can again be solved by just a single
query if a quantum state is provided by an untrusted prover as an extra input.
For many other unitary property testing problems, it is unclear whether quantum
proofs and/or trusted advice states might help in solving these tasks.

201
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8.1.1 Results of this chapter

In this chapter, we reduce unitary property testing (and related unitary problems)
to the problem of unitary channel discrimination from quantum information the-
ory. In particular, our lower bound technique adopts the following strategy:

1. Given a unitary property P = (Pyes, Pno), find two unitaries Uy, Us such
that U1 € Pyes and UQ € Pno.

2. Show that a unitary property tester for P implies a distinguisher for U; and
Us.

3. Prove a lower bound on the channel discrimination complexity of U; and
Uy, which implies a lower bound on the query complexity of the unitary
property tester.

Since this is an information-theoretic lower bound technique, it is easy to show
that the technique also applies in the setting where one is given access to quantum
proofs and/or advice states.

As we will show throughout the chapter, this strategy turns out to be a pow-
erful procedure for obtaining simple, yet often tight, lower bounds for a wide
range of unitary property testing and related problems. Table 8.1 summarises
the obtained lower bounds for the examples we consider.

Problem Query lower bound
Quantum phase estimation Q(1/e)
Entanglement entropy Q <1 / \/Z)
Subset support verification Q <\/ |S |>
Quantum amplitude estimation Q(1/e)
Thermal state preparation Q(B)
Hamiltonian Simulation Q(t)
Hamiltonian learning Q(1/e)
GSP of gapped Hamiltonians Q(1/A)

Table 8.1: Obtained bounds for the query complexity of unitary property testing
and related problems. All bounds hold for any C-tester with C C QMA(poly(n))/
gpoly and are, with the exception of the entanglement entropy problem, shown
to be tight (up to logarithmic factors). All bounds, except for the subset support
verification and entanglement entropy problem, where known in previous works.
However, as far as the author is aware, none of these were also shown to hold in
the presence of quantum proof and advice.

To highlight its simplicity, consider the lower bound for quantum phase esti-
mation. The first lower bound proof, as proven by Bessen in [Bes05], relies on
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frequency analysis and spans a 7-page double-column paper. Using our technique,
an optimal lower bound in a stronger setting (including proofs and advice) can
be shown with a proof of just 7 lines, once the technique has been set up.

One of the main takeaways from the results in Table 8.1 is that whenever high
precision is required in a black-box setting, neither quantum proofs nor advice
seems to help in reducing the required query complexity. Essentially, we will
see that this establishes in a unitary query setting what is known as Heisenberg-
limited scaling (or the Heisenberg limit) in quantum sensing and metrology [HB93,
Ou96]. This limit implies that achieving a 1/N-factor improvement in accuracy
requires ~ N additional “resources”, which, in our case, correspond to queries.
Since the Heisenberg limit is an information-theoretic notion, it should apply
universally, including to computational settings that allow (quantum) proofs and
advice.

Since our bounds hold in such a strong setting, we can also use them to prove
quantum oracle separations. The power of the complexity class QMA(2), which is
a generalisation of QMA where there are two non-interacting provers, is one of the
major open questions in quantum complexity theory. The best upper bound we
currently have is QMA(2) € NEXP, which follows by simply guessing exponential-
size classical descriptions of the two quantum proofs. Our results can be lifted to
yield a quantum oracle relative to which QMA(2) does not even contain SBQP, a
variant of BQP with an exponentially small promise gap. Hence, if QMA(2) were
able to solve highly precise problems—such as the local Hamiltonian problem at
exponentially precise precision, which is PSPACE-complete [FL16]—it would need
to do so in a way that does not work in a quantum black-box setting. Similarly,

we can use the same idea to show a quantum oracle separation relative to which
QMA /qgpoly does not contain SBQP.

8.2 Classes of unitary property testers

We follow the conventions from the work of She and Yuen [SY23]. For a fixed
number of qubits n, let Py and Py, (called the yes and no instances, respec-
tively) be disjoint subsets of all n-qubit unitary operators.! A tester for a uni-
tary problem P = (Pyys, Pro) 18 a quantum algorithm that, given query access to
U € Pygs or U € Pyo, accepts with high (resp. low) probability when U € Py
(resp. U € Pyo). The queries are also allowed to be controlled or to access the
inverse. This is more general than some other definitions used in the literature,
where the NO-instances are defined to be e-far from the set of yes instances in
terms of some distance measure (see, for example, [MdW13]). However, for our
purposes, we only require the sets Pys and Py, to be disjoint.

'More generally, one would consider all d-dimensional unitaries for an arbitrary dimension
d, but this would not affect any of our results.



204 Chapter 8.  Lower bounds for unitary query complezity
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Figure 8.1: Query complexity model for a unitary property tester making 7'
queries to a unitary of interest U. The initial state |¢imi) = |0...0) [¢input) 1S
allowed to consist of an input-independent part and an input-dependent part,
depending on the class C of the C-tester. The unitary of interest U can be
accessed directly, through its inverse, controlled or controlled inverse, i.e. we have
that U' € {U;, U}, cU;, cU]} for all t € [T, i € {1,2}.

We can now construct classes of testers similar to those in [SY23]. First, let
us start with the simplest class of testers, which do not use proofs or advice.
Without loss of generality, one can always consider the input states to be pure,
since the acceptance probability of any mixed state is always upper bounded by
that of a pure state via a convexity argument. The initial state of any quantum
algorithm is assumed to have some number of ancilla qubits, all initialised in |0),
and may sometimes be supplied with an additional input state, depending on the
class of tester considered.

8.2.1. DEFINITION (BQP-tester, from [SY23]). Let P = (Pygg, Pxo) be a unitary
property on n qubits. We say P has a BQP-tester if there exists a quantum
algorithm such that the following holds:

o If U € Py, the quantum algorithm makes queries to U and accepts with
probability > 2/3.

o If U € Pyo, the quantum algorithm makes queries to U and accepts with
probability < 1/3.

Note that there is no restriction on the number of queries the tester makes
to U, as this is the quantity being characterised. Nor is there any restriction
on the amount of space or time used by the BQP-tester in this definition, which
makes the “P” in “BQP-tester” somewhat awkward. Nonetheless, we adopt this
notation to follow the convention in [SY23] and to facilitate a direct connection
to separations between actual complexity classes (see for example, Section 8.5).

Let us now add, possibly unentangled, quantum (resp. classical) proofs to
define QMA (resp. QCMA) testers. Again, by the same argument made for the
BQP-tester, we do not have to bound the allowed size of either the proof or the
advice states.
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8.2.2. DEFINITION (QMA(k)-tester). Let P = (Pyus, Pxo) be a unitary property
on n qubits. We say P has a QMA(k)-tester if the following holds:

o If U € Pyus, then there exists & quantum states {|&;) }icx) such that on input
1£1) ... |€k) the algorithm makes queries to U and accepts with probability
> 2/3.

o If U € Pyo, then for all & quantum states {|&;)}icy, the algorithm acting
on |&)...|&) makes queries to U and accepts with probability < 1/3.

If k =1, we abbreviate to a QMA-tester.

Since we do not assume any restriction on the proof sizes, we cannot use
the result of Harrow and Montanaro [HM13| to let QMA(2)-testers cover all
QMA(poly(n))-testers.

The definitions of testers of unitary properties in [SY23] do not include classes
that allow for advice. A technical difficulty arises when one wants to include
advice states, as it becomes necessary to specify a notion of input length on
which the advice may depend. In [SY23], no such restrictions were necessary,
and all classes of testers were defined in a way that did not depend on any notion
of input size n. We will make the choice that n is given by the number of qubits
the unitary acts on.

Note that, in cases where the property is also parametrised by some parameter,
this is not restrictive in the advice setting, as each parameter setting defines a
different unitary property and hence is allowed a different advice string. To
clarify this point, take the example of a unitary property testing formulation
of quantum phase estimation with a variable number of qubits n but a fixed
sequence of known eigenstates |1,) (e.g., |[0™)). Here, the goal is to determine
whether an unknown n-qubit unitary U belongs to Py = {U : U |0") = |0™)}
or Pyo = {U : U|0") = 2™ |0") ;e < § < 1/2} for some fixed € > 0. In other
words, given the promise that U has an eigenstate |¢), the task is to determine
if its eigenphase is 0 or > e.

In this case, € could also be parametrised as a function of some m, i.e., € =
e(m). For a fixed choice of €, the advice should be identical for each fixed n.
However, even for fixed values of n, the advice can vary for different values of e,
as each constitutes a new property testing problem.

Having set our convention of what the input size n represents, we will now
state our definitions of the testers with advice (again with the “poly”-part being
redundant).

8.2.3. DEFINITION (BQP/qgpoly-tester). Let P = (Pygs, Pxo) be a unitary prop-
erty on n qubits. We say P has a BQP/gpoly-tester if there exists a quantum
advice state [1,), and a quantum algorithm such that the following holds:
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o If U € Pyys, on input [¢h,) the quantum algorithm makes queries to U and
accepts with probability > 2/3.

e If U € Py, on input [1),) the quantum algorithm makes queries to U and
accepts with probability < 1/3.

We can also combine proofs and advice to arrive at even more powerful classes
of testers.

8.2.4. DEFINITION (QMA(k)/gpoly-tester). Let P = (Pygs, Pvo) be a unitary
property on n qubits. We say P has a QMA(k)/qpoly-tester if there exists a

quantum advice state |¢,), and a quantum algorithm such that the following
holds:

o If U € Pyys, then there exist k quantum states {|&)}icp such that, on
input |¢,) |&1) ... |&k), the algorithm makes queries to U and accepts with
probability > 2/3.

o If U € Pyo, then for all k quantum states {|&)}icpx), the algorithm acting
on |ty |&1) ... |&) makes queries to U and accepts with probability < 1/3.

There is one more class we would like to introduce, which is fundamentally
different from all the classes of testers discussed so far in the sense that it allows for
an exponentially small gap between the completeness and soundness parameters.

8.2.5. DEFINITION (SBQP-tester). Let P = (Pyys, Pxo) be a unitary property on
n qubits. We say P has an SBQP-tester if there exists a quantum algorithm and
a polynomial p(n) such that the following holds:

o If U € Py, the quantum algorithm makes queries to U and accepts with
probability > 277,

o If U € Pyo, the quantum algorithm makes queries to U and accepts with
probability < 2771,

8.3 Lower bounds by unitary channel discrimi-
nation

In this section, we will prove Theorem 8.3.7. First, we will set up some more
preliminaries regarding unitary channel discrimination. For unitary channels, the
definition of the diamond norm allows for a more easily computable expression,
as shown in the following lemma.
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8.3.1. LEMMA (Adapted from [ZS10]). Let Uy, Uy € U(d), with the property that
0 ¢ conv(eig(UiU,)). Then

5 ()~ U(), = V=12, (51
with

D= rr]iiln | 4 ™| (8.2)

DO | —

where €% ¢ ¢ eig(UTU,).

The quantity D has a nice geometrical interpretation: if 0 ¢ conv(eig(U{r Us)),
then it is precisely the distance between the convex hull of the eigenvalues of
UlU, and the origin. To determine whether 0 ¢ conv(eig(U[U5)), it is useful to
consider the spectral arc-length of U, given by the following definition.

8.3.2. DEFINITION (Spectral arc-length). The spectral arc-length ©(U) of a uni-
tary U € U(d) is defined as the length of the shortest interval I C [0,27) such
that the corresponding arc e/ contains the spectrum of U.

It is easy to show that 0 ¢ conv(eig(U) if and only if ©(U) < m [Wol23]| (see
also Fig. 8.2).

There are more ways to characterise the diamond distance for unitaries, which
might be more convenient for some choices of unitaries as we try to prove lower
bounds later down the road. Since we are interested in the asymptotic scaling
of our lower bounds, it will sometimes be convenient to use the (global-phase
shifted) operator norm difference between the two unitaries, as it is equivalent to
the diamond norm up to a (inverse) factor of (at most) two.

8.3.3. LEMMA (Adapted from [HKOT23|). Let Uy, Us € U(d) be unitaries. Then
we have that

1 i
5 [UU) — ULe)]|, < min U1 = Ua|| < lU(Uh) = Us), -

As Lemma 8.3.3 involves a minimisation over a global phase factor e'?, using
the vanilla operator norm distance between two unitaries U; and Us; would also
yield an upper bound to the left side of the inequality. Moreover, one can also
show that a sufficient upper bound in operator norm implies the condition that
0 ¢ conv(eig(U) is immediately satisfied, as illustrated by the following lemma.

8.3.4. LEMMA. Let Uy, U, € U(d) be unitaries for which ||Uy — Us|| < 2sin(%2)

for some small 0 < § < 7. Then it holds that 0 ¢ conv(eig(U{Us)). For § = 0.04,
we have 2sin(”T_5) =14
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Figure 8.2: Geometrical interpretation in the complex plane of the spectrum of
some U € U(5). Since U is unitary, all its eigenvalues (blue dots) lie on the unit
circle in the complex plane. Since the spectral arc-length (indicated by the red
dashed line) satisfies ©(U) < m, we have that 0 is not in the convex hull of the
eigenvalues of U (blue shaded area). The shortest distance from the origin to the
convex hull of the spectrum of U is D.

Proof:
By unitary invariance of the operator norm, it must hold that

=  max ‘1—619j‘.
0;:¢'% eeig(UUs)

|01~ Ta)l = - Ules

Since all €% are points on the unit circle in the complex plane, we can assume
without loss of generality that 6; € [0,2n] for all j € [d]. Thus, we get the

condition
0; -0
sin <§])‘ < 23in<7r 1 ),

which means that 0 < 0; < (7 —§)/2 or 2 — (7 — 0)/2 < 6; < 27 for all
J € [d]. Hence, all eigenvalues of UlT U, lie within the arc e on the unit circle,
where [ = [—(7m — §)/2, (7 — §)/2] is a closed interval of length = — §. Since e
is a closed arc of the unit circle with length strictly less than m, it follows that
0 ¢ conv(eig(UUs,)). Therefore, Definition 8.3.2 combined with the assumption
0 < & < « implies that O(UU,) < m, which means that 0 ¢ conv(eig(U{Us)). O

~ max 2
9j:ezej Geig(UIL Us)

Now that we have established ways to evaluate the diamond distance between
two unitaries, we will proceed by showing that adding a well-chosen global phase
to one of the unitaries ensures that access to the inverse, controlled access, or a
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combination of both, does not increase the ability to discriminate between the
two. To show this, first observe that the condition of 0 not being in the convex
hull of the eigenvalues of UlT Us, is invariant to adding a global phase to one of the
unitaries.

8.3.5. LEMMA. Let Uy, U, € U(d) such that 0 ¢ conv(eig(UlU,)). Let Ul =
e®U,. Then for all 0 € [0,27) we have 0 ¢ conv(eig(UJUY)).

Proof:
This follows directly from the invariance of D under rotations, since eig(UlT Uf) =
{eifei®|ei® ¢ eig(U]U,)} and

1

—~min ’ewew’“ + efeit ‘ = min |ei6’“ + eiel{
2 ki k,

1
2k
for any 6 € [0, 27). O

The next lemma proves the aforementioned claim that given some Uy, U we can
always pick a global phase such that the diamond distance between U; and U,
precisely characterises the distance in the controlled, inverse, or controlled inverse

setting.

min |ei9| ‘eie’“ + ewl‘ =
k.l

N | —

8.3.6. LEMMA (Diamond distance for different query types). Let Uy, Us € U(d)
such that 0 ¢ conv(eig(UUs)), and let U = €U, for some 6 € [0,27). Then
there exists a choice of 0, such that for any combination of

(0, 02) € {(Uy, U, (U, (U, (U, eUf), (UL, (cU9) )}
we have

5 [ee@ —u@)| = 5 luwy ~uwp,.

Proof:

By Lemma 8.3.5, we must have that 0 ¢ conv(eig(UIUY)) for any 6 € [0,27).
We consider the separate cases using Lemma 8.3.1. The (Uy, UY)-case is trivially
true.

Inverse queries. By Theorem 1.3.22 in [HJ12] we have eig((U])f (Ug)T) =
eig;((Ug)Jr (UN) = eig((UTUE)T). Therefore, for all § € [0, 27) it holds that

2
= \/1 — <1 min ‘6—7:(94"9]@) + e—i(9+6‘l)‘)
o 2 k,l
1 2
=4/1— <— min |e?(0+0) + ei(9+9l)\>
2 ki

= & @) ~uwy)],

5 Juh —ucwnh
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Controlled queries. Note that we have that
eig(cU|cUy) = eig(|0) (0] @ T+ [1) (1] @ U[UY) = eig(U]U]) U {1},

For all Uy, U, there exists a 6 such that 1 € eig(UlTUg), simply by taking any
eigenvalue ¢t € eig(Uf Us,) and letting 0 = 27 — 0;. Hence, for this choice of 6 we
have
1 0 1 0
5 [U(eth) =U(cts) |, = 5 [U(th) —u@s)|, -
Controlled queries to the inverse. This follows directly by combining the
two arguments above, and holds for the same value of 6. O

We can now state the main theorem behind our lower bound technique and
give the proof.

8.3.7. THEOREM (Lower bound for unitary discrimination). Let 6 € [0,27) and
let Uy, U, € U(d) such that 0 ¢ conv(eig(UlU,)). Now let U e {Uy,Ul} with
U = €U, be a unitary to which one has black-box access, including controlled
operations, applications of the inverse, and a combination of both. Suppose one
has to decide whether (i) U = Uy or (i) U = UY holds, promised that either one
of them is the case, and suppose % |U(Uy) —U(Us)|, < €. Then there exists a
6 € [0,2m) such that to decide with success probability > 2/3 whether (i) or (ii)
holds, any C-tester with C C QMA(poly(n))/qpoly needs to make at least

raa)

queries to U.

Proof:
We omit the dependence of # in subsequent notation and assume it is chosen
according to Lemma 8.3.6. Without loss of generality, we can write the circuit

VUi(T) which makes T queries to Uit € {U, UJ? cUi, CUJ’ b€ Al 2) as
VU = UV UT Y VO,

We want to measure a designated output qubit of VV(T) in the computational
basis, which should output 1 if we have U; and output 0 if we have Us.

By the operational interpretation of trace distance, we then have that for any
input state |t ):

‘Pr [VUl’(T)(|@/Jinit>) outputs 1} —Pr [VUQ’(T)(Wimt)) outputs 1]| <...
1
g ||U(VU1’(T)) — I/I(VU2’(T))||

o
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Let us show by induction on the number of queries that
(VD) — (VP D)|| < 2Te.
For a single query, we have

Jea(v®) —pvee )| = Ui 0ive) - u(viiiv)

using the unitary invariance of the diamond distance (Proposition 2.3.7) in going
from line Eq. (8.3) to line Eq. (8.4) and Lemma 8.3.6 from going to line Eq. (8.4)
to Eq. (8.5). For T" queries, assuming the induction hypothesis on 7' — 1 queries,
we find

et (VT — y(vUD)|| = ‘ UVROTVIRTD) (VO V=) | - (8.7
< vty - uevatd)| (8.8)
eV ) -

< |ty —ueatd)|| +2r-ne (39
:\u@ﬁ)—u@§w0+mT_1k (8.10)

= [LU(U1) = UUs)]|, +2(T = 1)e (8.11)

< 2Te. (8.12)

Here we used the hybrid argument from Proposition 2.3.7 in going from Eq. (8.7)

to Eq. (8.8), the induction hypothesis in going from Eq. (8.8) to Eq. (8.9), the uni-
tary invariance of the diamond norm from Eq. (8.9) to Eq. (8.10) and Lemma 8.3.6
from Eq. (8.10) to Eq. (8.11). Therefore, in order to have

2 1 1
‘Pr [VUI’(T)(Wimt» outputs 1} —Pr [VUQ’(T)(Wim)) outputs 1]| > 37373
we require
1 1 Ui, (T U, (T
b < (v ) —uv )| < Te
which implies
7> (8.13)
~ 3¢ '
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We now have to show that Eq. (8.13) holds for QMA(poly(n))/qgpoly-testers. Let
P = (Pyes, Pyes), Where Pyos = {U},U?,...} and Py, = {Uy,U3,...}, such
that for each n € Z; we have 3 [U(U}) —U(UF)||, < 57. Now suppose the
above corollary is false, then there must exist an input quantum state |Vinput) =
|¥n) [€1) - . - |&k) such that a T'-query quantum algorithm, 7" < T, starting in the
initial state [init) = [0...0) [¢input), Which makes queries to U can decide with
probability > 2/3 whether U € Py or U € Py, (in the no-case the soundness
property holds for all states, so also the one that is used in the yes-case). This

contradicts the bound of Eq. (8.13), which holds for any [¢in;). O

8.3.8. REMARK. Theorem 8.3.7 also holds when we replace the diamond norm
condition on U; and U, by

mdin U — Us|| < Uy = Ua|| <e, (8.14)

since we show that
[UVT) =uUVE)|, < TIUU) = UUs)],
where

Y

1 o
§||U(U1) —Us), < min U — Us

by Lemma 8.3.3.

With Theorem 8.3.7 in hand, our proposed lower bound technique is now
straightforward: given a unitary property P = (Pyes, Pno), One picks two uni-
taries Uj, Uy such that U; € Pyes and Us € Phpo; this implies that any unitary
property tester for P implies a distinguisher for U; and U,. One evaluates the
diamond distance (or an upper bound thereof) between U; and U, using Lem-
mas 8.3.1 and 8.3.3 or any other suitable method, and verifies the property of
0 ¢ conv(eig(U{Uy)), possibly with the help of Lemma 8.3.5. The lower bound
on the channel discrimination query complexity of Uy, U, follows then from The-
orem 8.3.7, which directly implies a lower bound on the query complexity of the
unitary property tester.

8.4 Applications

In this section, we will apply the lower bound method of Section 8.3 to some
problems in unitary property testing as well as some other unitary problems,
showcasing the fact that the technique is very simple to use and (for all but one
problem) leads to optimal lower bounds.
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8.4.1 Unitary property testing

Quantum phase estimation. In quantum phase estimation, one is given a
unitary U and an eigenstate |¢), and the task is to determine the eigenphase
of U corresponding to [¢)) up to some precision € with probability > 2/3. A
lower bound can be obtained by reducing the quantum counting problem to the
amplitude estimation problem, which is then reduced to the phase estimation
problem. From this, the lower bound of ©(1/¢) follows from the lower bound for
quantum counting given in [NW99]. However, our method allows us to prove the
same lower bound in only a couple of lines, and shows that it holds even in the
presence of proofs and advice.

8.4.1. PROPOSITION (Lower bound for quantum phase estimation). For d € Z,
fized, let U € U(d) and let |v) be a quantum state such that U |y) = e*™ |} for
some 0 € [0,1). Suppose that either (i) 0 > b or (ii) 0 < a, withb—a =€ > 0.
Then any C-tester, where C C QMA(poly(n))/qpoly, that decides whether (i) or
(i) holds with success probability > 2/3 must make at least

Q(1/€)

(controlled) queries to U (or its inverse).

Proof:

Let Uy = T and Uy = €™ |0X0| + [1)(1], with ¢ > 0. Note [¢)) = |0) is an
eigenstate of both U; and U, with eigenphases ¢; = 0 and 0y = ¢, respectively.
Hence, any algorithm that decides whether some U with eigenstate [¢)) has an
eigenphase § < a := 0 or > b := € can discriminate U; from U;. We have
eig(U{Uy) = {e?™ 1}, which means 0 ¢ conv(eig(U]U,). Using D = |1+ e
we find

1 1 ,
L) Ul = /1 - S e = fsnre)| < e
for € > 0. Hence, by Theorem 8.3.7 we find 7" > Q (1/¢). O

This matches the well-known upper bound by Kitaev [Kit95].

Entanglement entropy. In the entanglement entropy problem, one wants to
decide whether a certain bipartite state [¢)) ;5 has low or small entanglement
entropy between the subsystems A and B. We consider the the (2-Rényi) entan-
glement entropy S3(-), which for a mixed state p4 is defined as

Sa(pa) = —Inftr[p}]].
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8.4.2. PROPOSITION (Lower bound for entanglement entropy). Ford € Z, fized,
let U=1-2Y) | be a unitary for some bipartite quantum state |1) = |¢) 45 €
Cl@C?. Suppose that either (i) So(trp(|Y)e])) < a or (i) So(trp(jY)Xy]) > b,
with b —a > A > 0. Then any C-tester, where C C QMA(poly(n))/qpoly, that
decides whether (i) or (ii) holds with success probability > 2/3 must make at least

1
T>Q—
- (ﬂ)
(controlled) queries to U (or its inverse).

Proof:
We reduce from the following unitary channel discrimination problem: U; =
I— 2 )], i € [1,2], with

o = 00+ ), ) = R o0y S B s

We have

pra = trp(|vn) (] = I
which has S»(p1.4) = In(2) and

o = teslla) (il = 2 0y 01+ LBy

which has Sy(paa) = —In((1+A)/2) <1In(2) — A/2, 80 b —a > A/2. Hence, if
we could compute Sy(p;) up to precision < A/4 for i € {1,2} given access to U;
we could distinguish U; from U;. We have that

eig(UlU,) = {1, —ivVA + V1= A ivVA+ V1 - A},

which means that 0 ¢ conv(eig(U]U,) for A < 1. We can brute force over all
combinations of eigenvalues to find D = /1 — A and thus

() ~Un)], = VT—(1-8) = VA

for A > 0. By Theorem 8.3.7, we find a lower bound of T > Q(1/vA). O

This removes the logarithmic factor of Q(1/v/A) in [WZ23], and also resolves
their open question of whether their bound could be made to hold for a QMA-
tester (we show, in fact, that it is robust against even stronger classes of testers).

A standard quantum in the literature to estimate the entanglement entropy,
usually considered in the setting where the input to the state is given in a sample
setting, is through the use of the SWAP-test [FKS21]. This gives an upper bound
on the query complexity in terms of the precision A, the dimension d, and an
upper bound on the entanglement entropy Sypper-
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8.4.3. PROPOSITION. Let d = 2" for some n € Z,, and let a,b € [0,Ind] with
b—a = A > 0. Suppose we are given a number Sypper € [0,Ind], and access
to a bipartite state |) € C? ®@ C* via a unitary U = 1T — 2[)X1p|, for which
So(|1))) < Supper holds. Then there exists a quantum algorithm that solves the
entanglement entropy problem using

\/8 eSupper
0&77.

queries to U, with success probability at least 2/3.

Proof:
Let A be the quantum circuit which creates the maximally entangled state from
the all-zeros state, i.e.,

A..0) = 2= SOV = 5= S |5),

using the fact that the maximally entangled state can be written in any orthonor-
mal basis. By using exact amplitude amplification, we can prepare [i)) exactly
with probability 1 using O(v/d) queries to U and A [Hg00]. Let B be the algo-
rithm which does this. If the SWAP-test [BCWdAWO01] is applied to two copies
of a mixed state p, the probability of measuring 0 on the first qubit is given by
1+ + 2 tr[p?] (a proof of this can be found in [KMY03]). Using the SWAP test
in conjunction with quantum amplitude estimation [BHMT02], we can estimate
tr[p%4] up to additive precision € using O(1/¢) copies of [¢) (i.e., calls to B) with
high probability. To make the estimation, when it succeeds, biased towards over-
estimating, we can apply the simple trick of providing an estimate z up to €/2
additive precision and making our new estimate 7 := T + ¢/2. Let x := tr[p?%]. If
we are guaranteed an upper bound on the entanglement entropy of Sypper, then
we have that x € [e~5wrer 1], Choosing € = Ae~wrer we have

|—-Inz — (—Inz)| = |—In(z +¢€) — (—In(z))]

T
n (5]
x4+ €

=1In(1+¢/z)

< ln(l + 665“”’“)
< 6€Suppcr

< A/4,

which is a sufficient precision to distinguish between the two cases. Hence, we
need to make a total of

SERES
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queries to U. O

Our lower bound does not incorporate any dependence on the dimension, nor
does it account for the fact that the estimation might become harder as the
entanglement entropy approaches its maximum value. The lack of dimension-
dependence might be explained by the fact that our lower bound does not take
into account the difficulty of preparing |¢) given access to U;.

However, even when Sypper and d are constant, this bound is still quadrat-
ically worse in the precision A than the lower bounds from Proposition 8.4.2
and [WZ23]. We leave it as an open question whether these bounds (upper or
lower) can be improved, especially in terms of achieving a better dependency on
the precision A.

Subset support verification and amplitude estimation. Here we consider
a variant to the amplitude estimation problem, which we will call the subset
support verification problem. In this problem, one is given access to a unitary U
which prepares a subset state for some subset S C {0,1}" when applied to the
all-zeros state, as well as a bit string j € {0,1}". The task is to decide whether
jeSorjés.

8.4.4. PROPOSITION (Lower bound for subset support verification). Let U be a
unitary that applies a transformation of the form

10 = = 30,

for some subset S C {0,1}" and let j € {0,1}". Then any C-tester, where
C € QMA(poly(n))/gpoly, that decides whether j € S or j ¢ S with success
probability > 2/3 must make at least

2 0(v)

(controlled) queries to U (or its inverse).

Proof:

Let S C {0,1}" be any subset that contains 0", and let j = 0™ (the proof can
easily be modified to work for any choice of j). We can construct an explicit
unitary U by setting U = 2 [v)(v| — I, where

(2|v)v[ = 1) 07) = |5) .
Solving for |v), using that (0...0[S) is real we obtain
0") +15)

= Ao o)
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Let S; =S and Sy = 57\ {0"}. We define

|Ul> o |0n>+|51>

20+ TS

07) + 152)
\/i )

[vg) =

and
Uy =2|vi)fvr| =1, Uy =2u)vg| — L.
We can write |vg) = /1 — a|v1) + v/alvi) for some a € [0,1]. We have
Uz = 2[(1 = a) Jurfui| + V1 = av/a|vy) (o | + V1 = avalo) (vi | + alvi )vi ] — L
Writing U{Us in the {|v;), |v{), ...} basis we obtain

Ulu, = {B 0 }

0 [Qn—l
where B is a 2 X 2-matrix given by

5= oyras ia ]

Since UlT U, is a block-diagonal matrix, its eigenvalues are given by
eig(UU,) = eig(B) Ueig(Ipn-1) = {1,1 — 2a — 2va2 — o, 1 — 200 + 2V a® — a}.

Again, it is easy to see that for & < 1 we have 0 ¢ conv(eig(U]Us,). Therefore,
D =1-2aand

310D U@, =2va—a? <2va <2, o
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since,

Va =1/1—|(vi|vs) [

2

_ g |1 L07]S2) 4 {51]0) + (51]5n)

\ 2 1+\/1/|S|

_ |y (LIS VS = D/
\ 2,/1+ /1/]5]

2

|

_—
[\Dlr—l
l\DI»—t

E

—_
—_

IA
N |
M!
g

<

Q=

Hence, by Theorem 8.3.7 we have that 7' > O <\/ \S|) to distinguish U; and Uy
with probability > 2/3. O

The upper bound of O(4/|S|) follows directly from quantum amplitude esti-
mation [BHMTO02], for which the optimality is also a corollary of Proposition 8.4.4,
as it proves a lower bound in a more restricted setting.

8.4.5. COROLLARY (Quantum amplitude estimation lower bound). Given a uni-
tary U which acts as

Ul0") = valp) +vV1i-alp),

suppose that either (i) /oo < a or (ii) /oo > b, withb—a =€ > 0. Then any
C-tester, where C C QMA(poly(n))/qgpoly, that decides whether (i) or (ii) holds

with success probability > 2/3 must make at least

=0

(controlled) queries to U (or its inverse).

Proof:

Let |S) = \/IF > ics |1) with |S| = 1/€?, where € is chosen such that | S| is integer
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(this assumption does not change the bound qualitatively). Let [¢)) = |0™). Note
that

Vo =08 UL |[0") =1/4/|S], +/az = (0" U]0") =0,
so deciding whether |/a; = ﬁ = € or /a; = 0 is sufficient to distinguish U;

from U,. By the proof of Proposition 8.4.4, we then find 7' > Q(1/¢), completing
the proof. O

8.4.2 Other unitary problems

The next two examples are not unitary property testing cases, but quantum
algorithmic primitives involving the implementation of some unitary given access
to some building block in the form of a block-encoding [LC17, LC19].

8.4.6. DEFINITION (Block-encoding). Let M be 2" X 2"-dimensional matrix, a, € >

0 and a € Z,. An (n + a)-qubit unitary operator U is an («, a, €)-block-encoding
of M if

a((0]** @ U(|0)** @ 1) — M| <.
If « =a =1 and e =0, we simply say that U is a block-encoding of M.

Given some n-qubit operator M, one can construct a n+ 1-qubit unitary operator
U provided all singular values of M are upper bounded by 1 in the following way.
Let M = RYVT be the singular value decomposition (SVD) of M. Then

. M RyT— 32Vt
~ \BVI—22Vi —M

is a (1, 1,0)-block-encoding of M, since
(0l @ HU(]0) @ I) = M.

(8.16)

Thermal state preparation (quantum Gibbs sampling). For some Hamil-
tonian H, the Gibbs state (or thermal state) pg at inverse temperature [ is defined
as

e BH

P8 = L]’ (8.17)

We say a quantum algorithm is an approzimate Gibbs sampler if it prepares the
Gibbs state pg up to some trace distance e. In [CKBG23, Appendix G|, an
optimal lower bound in  is proven. We demonstrate that this bound can also
be derived using our framework. The main distinction is that we prove the result
by directly examining the diamond distance between the block-encodings of the
Hamiltonians, rather than using reflections about a purified Gibbs state.
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8.4.7. PROPOSITION (Lower bound for quantum Gibbs sampling). Let H be a Hamil-

tonian to which we have access through a block-encoding Uy . Suppose B> /1 ~

3
2.16. Then it takes at least
T >Q(B)

queries to Uy to prepare the thermal state at inverse temperature 3 up to trace
distance at most 1/24.

Proof:

Let Hy = (3 + )10y 0+ (3 = 1) 1) (1], and Hy = (4 = 1) 10) 0+ (3 + 1) 1) (1.
We have that by Eq. (8.17) the thermal states are given by

1 1o
pl”g_1+e2 0 é?

and
1 ez 0
PE=T7e2 |0 1.
Therefore,
L) [ESPES-
g IPLe = P2plh = 279 7 =

Now suppose that we can only prepare some p; 5 such that % ||g;5 — pisl, < € for
i € {1,2}. By applying the reverse triangle inequality twice, we find that

1, 5 1 - N
5 11,5 = P2sll, = 5 P18 = P25 — (prs — Prs) — (P2p — p28) I,
1 5 )
> §“|P1,B —p2.5 — (P15 — Pr)|l, — 1528 — p2sll, |

1 . )
> S|[llvs = P2l = llors = Prslh| = 172 = p2slly|

3

> 2>2
_—E f—
— 4 -3

when € < 5., which means that g 3 and ps g can be distinguished with success
probability > 2/3. Hence, if p; 3 can be constructed using the block-encoding
U; of H;, we have a distinguisher for unitary channels associated with U; for
ie{1,2}.

The SVDs of H; and Hy are IH;I and THsl, since both are diagonal and
positive semidefinite. Using Eq. (8.16) we can construct the following two block-
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encodings of H; and Ho:

2
1 1 1 1
§+B 0 1—(5-1-5) 0
0 11 0 1_<;_1)2
2 B 2 B
U1: 2 9
1 1 1 1
1 (4+1) 0 S 0
1 12 1 1
_ 0 1‘(?‘3) 0 -
[ 1 0 1_(1_1)2 0 ]
2 B 2 B
2
1 1 1 1
0 1yl 0 - (3+3)
Uy = _
1 1 1 1
1‘(?‘5) 0 ~14+1 0
2
1 1 1 1
0 - ($+3) 0 5=

Evaluating the operator norm distance of U; and U, gives us

\/3ﬁ2— V9Bt — 4082+ 16+4 3

S —

V28 B
for g > ,/%. Moreover, for these values of 5 we have ||U; — Us|| < \/134—/3 <14,
which means that 0 ¢ conv(eig(U]U?) by Lemma 8.3.4. Therefore, by Lemma 8.3.3
we then have T' > Q(f). O

UL — Us| =

This matches the upper bound of some known quantum Gibbs samplers, see for
example Ref. [CKG23].

No fast-forwarding for Hamiltonian simulation. In Hamiltonian simula-
tion, one has access to some Hamiltonian H and is given a time ¢t € R, with the
goal of implementing the unitary U which approximates U = e “# up to dia-
mond distance €. It is well-known that it is generally not possible to do so-called
Hamiltonian fast-forwarding, which refers to a Hamiltonian simulation algorithm
which implements U in time sub-linear in ¢ [BACSO07].

8.4.8. PROPOSITION (No fast-forwarding for Hamiltonian simulation). Let H with
|H|| <1 be some Hamiltonian to which we have access through a block-encoding
Up. Suppose t > 1/2mw. Then it takes at least

T > Q(t)
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queries to Uy to implement et up to diamond distance < 1/3.

Proof:

Let Hy =2, and Hy = Hy + 5 |1) (1], such that ||H;|| <1 and ||H>| < 1. Define
= 27Tt’ Wlth t" > 0. Suppose we could implement U; = e~ i’ perfectly for

z' € {1,2}. We then have that

6—27riH1t' |_|_> _ e—imﬁ’ |+>

and

672m'H2t’ H—) _ e*iﬂtl ‘_>’

which are perfectly distinguishable by a measurement in the Hadamard basis. If
<1/3fori e {1,2}, our
Hadamard basis measurement will be able to dlstmgulsh both cases with success
probability > 2/3. Hence, we have that a Hamiltonian simulation algorithm

that uses Uy as a subroutine can be used to distinguish Uy, from Up,. For the
block-encodings U; and U, of Hy and H,, the matrices are given by

instead we can implement some U, such that 2 ‘

1 0 V3 0 % 0 \/Tg 0
P 0 L1/t 0 \/1 14

35 3 01 2 | and | 2 1 (3 +572) |
Pl \% —3 01 ¥l 0 —3

0% 0 —3 0 \/1+(§+2t1,2)2 0 ——”é/t/

respectively. Again by Lemma 8.3.3, evaluating the distance with respect to the

operator norm, we find

for which the inequality can be shown to hold after some straightforward algebraic
manipulation, assuming that ¢ > 1. Again, for ¢ > 1 (and thus ¢t > 1/27) we
have |[U; — Us|| < 1 < 1.4, so 0 ¢ conv(eig(U]U?) by Lemma 8.3.4. Hence,
by Theorem 8.3.7, T = Q(t). O

U1 — Us| =

Nl,_\

See [GSLW19] for a matching upper bound in the simulation time t.

Hamiltonian learning in the Heisenberg limit. In Hamiltonian learning,
the problem is to output a classical description of a Hamiltonian H’ that is e-close
to H with respect to some distance measure d in the space of Hamiltonians, with
probability > by making queries to its time evolution operator U(t) = e %",



8.4. Applications 223

where ¢ > 0 is tunable. The total evolution time is then defined as the sum of all
different evaluation times used in the different queries. As a distance measure,

we will take the operator norm distance Hf[ - H H

8.4.9. PROPOSITION. Given access to an unknown Hamiltonian H with |[H| <
1 through its time evolution operator U(t) = e~ where t > 0 is a tunable

parameter, outputting a matrix H such that HI:I — HH <¢, for some ) < € < %,

with probability > 2/3 requires a total evolution time of at least

Q(1/e).

Proof:

Let H; = I and H, = I — 2¢|0X0|. Since 0 < e < i, we have ||H;|| < 1 and
||H2|| < 1 holds. Learning an unknown U up to € in operator distance allows
one to distinguish H; from H;. Suppose that we make m queries to the time

evolution operator, each with some evolution time ¢; with j € [m]. We have that
Ui(t;) = e ™1 and
efitj(172e) 0
UQ(tj) = { 0 —itj | -

We have that

e?’itje 0
Ur(t)'Ua(t;) = [ 0 1] ‘

which means that D = 1|1+ ¢*%|. Now suppose that t; > Z. Then this

would match our desired lower bound. However, if tje < 7, the condition 0 ¢
conv(eig(UIU,)) is satisfied. Therefore, by Lemma 8.3.1 we have

5 (U1 (1))~ U(Us(1))], = VT= D% = Jsin(tse)| < e

The proof of Theorem 8.3.7 then directly implies that 7' = >, t; = Q(1/e).
O

See [HTFS23| for a (local) Hamiltonian learning algorithm which achieves the
Heisenberg scaling for its total evolution time.

Ground state preparation of spectrally-gapped Hamiltonians. In ap-
proximate ground state preparation problems one is given a Hamiltonian H with
some unknown ground state |¢), for which one has to prepare a state |¢)) such
that [(1o|0)|> > 1 —e. It is well known that the spectral gap v(H), that is the dif-
ference between the energies of the ground state and the first excited state of H,
plays an important role in how difficult this problem is [LT20b, ALVV17, DGF22].
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8.4.10. PROPOSITION (Spectrally gapped ground state preparation). Let H with
|H|| <1 be a Hamiltonian to which we have access through a block-encoding Ug .
Suppose y(H) < A for some 0 < A < 1. Then it takes at least

T > Q(1/A)

queries to Uy to implement a state |p) that approximates the ground state |1) up
to fidelity at least 2/3.

Proof:

For a Hilbert space H := C3, let H; = A|1) (1] + [2)(2| and Hy = A]0)X0] + [2)(2].
Since 0 < A < 1, we have that ||H;|| < 1 and ||H3|| < 1 holds. The ground states
of Hy and Hy are given by [¢1) = |0) and |¢) = |1), respectively. Note that
indeed y(H;) = v(Hs)) = A. Suppose that we have an algorithm could prepare
the ground state of an unknown H up to fidelity > 2/3 by making queries to
the block-encoding of H, then we could distinguish H; from H, by preparing the
ground state and performing a measurement {|0)0],I — |0)X0|}. For some real
number ¢ = [(¢|)] with |c[> > 2/3, and 0 € [0, 1], we can write the prepared
state as |¢) = ce® |) + (1 — ¢)]ipt), where |[¢F) lives in the space orthogonal
to |¢). Clearly, if [1)) = |0) then we have that | (¢]|0)| = |¢|> > 2/3 and when
1) = |1) then | (¢|0) |* < 1—|c|* < 1/3. Therefore, we have that the probability of
measuring |0) when H = H; is > 2/3 and when H = Hs it is < 1/3, which means
that we can distinguish between both cases with an overall success probability
> 2/3. For the block-encodings U; and Us of H; and Hs, the matrices are given
by

0 0 01 0 0 [0 0 0 VI—AZ 0 0]
0 A 00 VI=—AZ 0 0 A0 0 1 0
0 0 10 0 0 q 0 0 1 0 0 0
1 0 0 0 0 o™ VIZAZ 00 —-A 0 0]
0 VI=AZ 00 -—-A 0 0 1 0 0 0 0
0 0 00 0 —1 .0 0 0 0 0 —1

respectively. A direct computation shows that

1
UL — Us|| = 3 (A+ \/8 —3A2 —8y/1 —A2> < 2A.

For A < 0.7 we therefore have that [|[U; — Us|] < 1/4 and thus, by virtue
of Lemma 8.3.4, 0 ¢ conv(eig(U{Us)). By Theorem 8.3.7, T > Q(1/A). O

For an algorithm that uses H in its block-encoding and achieves O(1/A)
scaling, see [LT20b].
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8.5 Quantum oracle separations with SBQP

In the final section, we will use our lower bound technique to prove two quantum
oracle separations. We will first argue that lower bounds on unitary property test-
ing can generally be used to show quantum oracle separations using the following
strategy:

1. Take a language L which is not in C; nor in Cy (if it is already in Cy, this
already implies a separation).

2. Define a unitary property P = (Pyes, Pno) il such a way that for a family
of quantum oracles {U,}, parametrised by the input z, the following two
conditions hold:

o If v € L, then U, € Pyes, and if z ¢ L, then U, € Pyo.

e Deciding whether U, € Pyes or U, € Py, can be done by a C;-tester,
using appropriate bounds on the available resources (e.g., workspace
size, proofs, advice, etc. allowed in C;), and without exceeding the
maximum allowed query complexity. However, it cannot be done by
any Co-tester: the query complexity necessarily exceeds the allowed
bound for all n > ng, for some ng € Z,, even when unlimited other
resources are permitted.

3. Use the standard technique of diagonalization [BGS75] to show a quantum
oracle separation between C; and C,.

However, in our case, it turns out the separation can be shown in an even simpler
way. Since we want oracle separations with SBQP, we can construct an oracle
that is very close in diamond distance to the identity operator. For any class that
makes only a polynomial number of queries and can only distinguish between
inverse polynomial output probabilities (and has error reduction), the unitary
oracle will look just like the identity operator at large values of n. Hence, if a
language L is not in Cy, it will also not be in CY since this would imply that it
would also be in C5 = C,. We will need the following lemma of one-bit quantum
phase estimation to show containment in SBQP.

8.5.1. LEMMA (One-bit quantum phase estimation [Kit95]). Let U € U(2") and
let [¢) be an n-qubit quantum state (which can be prepared exactly in an efficient
manner) such that U 1)) = e*™ |4} for some 6 € [0,1). Then there exists a quan-

tum algorithm that makes one controlled query to U and outputs 1 with probability
.2
sin”(76).

Proof:
The one-bit quantum phase estimation circuit for a n-qubit unitary starts with
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n + 1 qubits initialised in |0) |¢), applies a Hadamard to the first qubit, followed
by an application of U to the remaining n qubits controlled on the first qubit,
and finishes by applying yet another Hadamard to first qubit followed by a mea-
surement in the computational basis of this qubit. We have that the output state
of the one-bit quantum phase estimation circuit is given by

27160

2

1 e
U0 + 1) [¥) + —=(10) = [1)) [4) ,

which means that the probability of measuring ‘1’ as a function of 6 € [0,1) can
be expressed as

2

1— im0
———| =sin®(nf).

e

Pr[One-bit QPE outputs 1] = ‘ 5

O
We are now ready to state the proof, which uses the above argument to turn
the lower bound of Proposition 8.4.1 into a quantum oracle separation.

8.5.2. THEOREM. There exists a quantum oracle U such that

QMA(2)% 2 SBQPY.

Proof:

Since QMA(2) € NEXP # ALL, there must exist a unary language L for which
L ¢ QMA(2). Pick any such L, let p(n) be a large polynomial, and define the
quantum oracle U = {U, : n € Z,} with U, = €™ |0)0| + |[1X1] for some
6, € 10,1) as follows:

e If 0" € L, then 6, = 277",
e If 0" ¢ L, then 0, = 0.

Clearly, we have that L € SBQPY, since running the one-bit quantum phase
estimation protocol from Lemma 8.5.1 with U = U,, and [¢) = |0), and accepting
when it outputs ‘1’, satisfies:

e If 0" € L, then Pr[One-bit QPE accepts] = sin?(727PM™) > 2720 >
2 (n)

e If 0" ¢ L, then Pr[One-bit QPE accepts] = 0 < 277 (W~1,

for some polynomial p'(n).
We will now show that L ¢ QMA(2)%. Let g(n) be a polynomial which bounds
the runtime of the QMA(2)¥ verifier, and let [¢1),]12) be the provided quantum
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proofs. Observe that the identity operator has a diamond distance < 727#'(%)
from the oracle U, € U. Hence, if we replace the oracle U, with the identity
operator I in for all n > 1, we have that by Theorem 8.3.7:

mq(n)
2p' (n)

|Pr [V accepts (z,[¢1) [¢2))] — Pr[V" accepts (z, [11) [1h2))]| < < 0.01,

for all n > ng, where ng is some constant depending on the polynomials p(n) and
q(n). Hence, if L € QMA(2)Y, then L € QMA(2) as well. This follows because for
all n < ng, we make at most 2°'(") queries (which is constant for a fixed ng) and
replace the oracle with the identity for n > ng, while maintaining bounded error.
We can apply error reduction as in [HM13] to boost the success probability back
to > 2/3. This contradicts the fact that L ¢ QMA(2). O

8.5.3. THEOREM. There exists a quantum oracle U such that

QMA /gpoly”* 2 SBQPY.

Proof:

This follows from a similar proof as Theorem 8.5.2, but now we choose a binary
language L (to be specified later). Let the quantum oracle U = {U, : = €
{0,1}",n € Z, } with U, = €= |0") (0" + (I — |0™) (0"|) be a family of n-qubit
unitaries parametrized by some 6, € [0,1), which is given as follows:

0, = (14 (—1)M@) 2plied1,

where L(z) =1if x € L and L(x) = 0 otherwise. Hence, we have that
o If x € L, then 6, = 0;
e Ifx ¢ L, then 6, = 27P(z),

Clearly, L € SBQPY for any choice of language L by the same argument as
in Theorem 8.5.2. Observe that the lower bound of Proposition 8.4.1 also hold
for these specific instances of U, where the number of qubits acts on varies, as the
diamond distance only changes with different n because the eigenphases change
with different values of n (if # = ¢ for some fixed € > 0, then the diamond distance
would be fixed for all n). Since QMA/qpoly C PSPACE/poly # ALL [Aar(06], we
can use the same argument as in Theorem 8.5.2 to show that there must exist a
L ¢ QMA/qpoly“. O

It is not clear if we can combine both unentangled quantum proofs as advice
and arrive at a similar oracle separation, as we do not know whether QMA(2)/
gpoly = ALL or not [Aar06].
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8.6 Concurrent work and open problems

After the work in this chapter appeared as a pre-print on the arXiv, Chen, Wang,
and Zhang [CWZ24] improved the lower bound for the entanglement entropy
problem by also incorporating the dimension parameter, meaning that the best
lower bound now depends on both the dimension and the precision. However,
they obtained the same scaling in the precision parameter A, so in terms of this
parameter the best-known upper and lower bounds still do not match. Since
three different techniques ([CWZ24], [WZ23], and ours) all result in the same
lower bound in terms of A, we believe that the upper bound might not be tight;
which would be the more interesting case, as this would suggest that the standard
technique, as explained in Section 8.4, is not optimal.

Finally, we wonder whether there are more examples of unitary property test-
ing problems, besides the quantum search problem in [AK07], where one can
show that quantum proofs provably reduce the quantum query complexity? What
about quantum advice?



Chapter 9

Complement sampling

9.1 Introduction

In 2019, Google claimed to have demonstrated quantum advantage for the first
time: their Sycamore processor performed a computational task in a matter of
minutes that was estimated to take the world’s most powerful classical computer
approximately 10,000 years to complete [AABT19]. The experiment was based
on random circuit sampling, where, given a classical description of a quantum cir-
cuit, the goal is to sample from the probability distribution defined by the output
state in the computational basis. This claim sparked a wave of research on both
sides of the spectrum: new advantage claims were made based on other sampling
experiments [ZWD%20, MLA"22, ZCC*22], and new classical simulation tech-
niques [HZN20, BCG21, PCZ22, OJF23, GKC"24] were designed to attack the
experiments—challenging whether quantum advantage had truly been achieved.

For a convincing demonstration of quantum advantage, the task at hand
should ideally satisfy the following three criteria:

1. It can be solved efficiently using a near-term quantum experiment.

2. It is provably hard to solve classically, i.e., it requires superpolynomial time
as the system size scales.

3. The solution can be efficiently verified by a classical computer with minimal
trust in the quantum device.

In the case of random circuit sampling, the main issue is that verification seems
unavoidably tied to the underlying classical hardness; as a result, it seems to
inherently require exponential time to classically verify. A recent proposal to
sidestep this problem is to consider random peaked circuits [AZ24], though these
are currently not sufficiently understood to assess their potential as a quantum
advantage experiment. Many other proposals, such as Shor’s algorithm [Sho94],
Yamakawa—Zhandry search [YZ24], variational quantum eigensolvers [PMS*14],

229
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and cryptographic tests of quantumness [BCM™*21], tend to satisfy at most two
of the three criteria.

However, quantum resources offer more than just potential computational
speedups, where ultimately time is the resource one wants to minimise. For
example, it is known (or in some cases strongly conjectured) that superpolyno-
mial advantages exist in communication complexity [BCWdWO01, GM23], sample
complexity [BJ95, GKZ19], and space complexity [GKKT07, KPV24]. All these
advantages stem from the fact that quantum information processing not only pro-
vides potential benefits in computation, but also in the way data can be stored,
communicated, and accessed in a quantum setting. Therefore, a natural question
is whether all three of the above criteria can be more easily achieved in a setting
beyond the “standard” computational setting.

9.1.1 Results in this chapter

In this chapter, we introduce and study a new sample-to-sample problem that
we call complement sampling. In this problem, one is given (quantum) sampling
access to elements drawn uniformly from a subset S of size K from a universe of N
elements, and the task is to output any element from the complementary subset
S, which contains the remaining N — K elements. For the uniform distribution
over any set S, a quantum sample |S) is defined as the uniform superposition
over the elements in S (so each amplitude is the square root of the corresponding
probability).
We prove the following results:

e For K = N/2, complement sampling can be solved with a single quantum
sample, achieving success probability 1 by swapping |S) to |§ > Classically,
the sample complexity is O(N), even when allowing any constant error
probability bounded away from 1/2. Moreover, we show that this classical
sample lower bound also holds in an average-case setting.

e For general values of K, we present a zero-error (Las Vegas) quantum al-
gorithm that is provably optimal for swapping |S) to ‘S > when restricted
to using only one ancilla qubit, which serves to flag whether the swap suc-
ceeded.

e Assuming the existence of one-way functions, the required number of clas-
sical samples remains superpolynomial in log N, which makes the problem
classically intractable when N is exponentially large.

!Thus, our result implies that classical cryptography can only exist if quantum sample
advantage is possible, since the existence of one-way functions is a minimal assumption for
classical cryptography [IL89].
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Our approach seems to make optimal use of two key principles: (i) quantum
computers are inherently samplers, and (ii) they can exploit quantum resources
in ways that have no classical analogue.

Finally, as the quantum algorithm for complement sampling also has very
low circuit complexity, we conclude by arguing that complement sampling is a
promising candidate for demonstrating a form of quantum sample advantage, as it
appears to meet all three criteria discussed above when the subsets are generated
via a sufficiently random, yet easy-to-implement, permutation.

9.2 Complement sampling

We begin by introducing some notation specific to this chapter. We then formally
introduce the complement sampling problem and briefly discuss its relation to
existing work in the literature.

For some n € Z,, let X := {0,1}" be the set of all bit strings of length n.
We write Sk for the family of all subsets S C X with cardinality K. Given an
SeSk,let S=X \ S be the complement set with cardinality N — K. The task
of complement sampling is then defined as follows:

Complement Sampling: Given (quantum) sampling access to the uniform
distribution over a subset S € Sk, output an element y € S where S is the
complement of S, i.e., X'\ S.

We will be interested in the power of quantum samples and quantum com-
putation, as compared to classical samples, in solving the complement sampling
problem. Given a probability distribution D : S C X — [0, 1], a quantum sample
from D is defined as having access to a single copy of the state [BJ95, AdW17]

|Sp) =Y /D) ). (9.1)

€S

When D is the uniform distribution, we simply write |.S). Since repeatedly mea-
suring copies of |Sp) in the computational basis is identical to classical sampling
from the distribution D(x), there would be no advantage to a classical algorithm
in having access to the quantum samples if all the classical algorithm can do is
computational basis measurements.

Complement sampling can be viewed as a “sample-to-sample” problem where,
given samples from some set A according to a distribution 4, one has to output
something from a related set B, according to a distribution pg. In this chapter,
however, we relax the condition of having a desired output distribution, and any
element in the support on the distribution pg will do (though we will see that our
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quantum algorithm is in fact able to provide a sample according to the uniform
distribution over S).

Our setting is different from, for example, most problems in classical [Hau92,
Han16] and quantum [Aar07, AdW17, CB24] machine learning that use the num-
ber of samples as a complexity measure. For a concrete example, [ABC*20]
studies the sample complexity of the quantum coupon collector, where the task
is to fully identify a subset A given quantum sampling access to its elements.
In contrast, complement sampling does not require learning anything about the
subset A. Moreover, [ABC*20] also considers a stronger input model which es-
sentially gives access to the state preparation circuit for the quantum sample. In
complement sampling we do not consider this more powerful access model.

9.3 Quantum complement sampling

We will discuss solutions to the complement sampling task where a quantum
computer swaps the input state as

1 _ 1
S)=—= x — S) = —— x) .
)= 77 2 o) )= Jr= 2
We will call such a transformation complement swapping. Hence, if ‘S* > was suc-
cessfully prepared, a measurement in the computational basis yields a uniformly
random sample from S.

9.3.1 Aaronson, Atia and Susskind’s construction

We will start by reviewing Aaronson, Atia and Susskind’s connection between
swapping and distinguishing complexities of quantum states [A AS20], which formed
our basis to arrive at our solution for the quantum sample variant to complement
sampling as explained in Section 9.3. Though we found alternative proofs and
easier constructions for most results in this chapter—except for those in Sec-
tion 9.5—which do not rely on this framework, we feel that it still provides the
best intuition of why complement sampling can be perfectly solved on a quantum
computer when K = N/2.

We start by recalling their four notions of complexities on quantum states:
relative complexity, circuit complexity, swap complexity and distinguishability
complexity.

9.3.1. DEFINITION (Relative complexity). The relative complexity Cc(|a) , |b)) of
two n-qubit pure quantum states |a),|b) is defined as the minimal number of gates
in a circuit C such that

[(B] (0...0[C'a)[0...0)| > 1 —e.
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9.3.2. DEFINITION (Circuit complexity). The circuit complexity C.(|a)) of an n-
qubit pure quantum state |a) is defined as the relative complexity with the n-qubit
all zero state |0...0), i.e.,

9.3.3. DEFINITION (Swap complexity). The swap complexity Sc(|a),|b)) of two
n-qubit pure quantum states |a),|b) is defined as the minimal number of gates in
a circuit C such that

%‘(a!(O...O|C!b> 0...0) + (8] (0...0]Cla)[0...0) | > 1 —.

It can be verified that S > C. holds for any 0 < e <1 [AAS20].

9.3.4. DEFINITION (Distinguishability complexity). The distinguishability com-
plexity D.(|a),|b)) of two n-qubit pure quantum states |a),|b) is defined as the
minimal number of gates in a circuit C' such that

[ITLC Ja) 0. 0)|* = [T, C'[b) [0...0)[*] > 1 —¢,

where II; = |1)(1| ® L.

The key result from [AAS20] is an equivalence (in terms of the order of circuit
complexity) between a perfect swapper of two orthogonal states, and a perfect
distinguisher for the corresponding conjugate states.

9.3.5. LEMMA (Adapted from [AAS20], Theorem 2). Let 0 < e <1, and let n €
Z,. Let |a), |b) be orthogonal n-qubit states and let |¢p*) = %(]@ + |b)) and

™) = \%ﬂa) —1b)). The following holds:
If S(|a) ,|b)) = T4, then we have that D(|¢") , |¢p~)) = O(TY).
If D(|¢T) ,|¢7)) = Tb, then we have that Sc(|a), b)) = O(T3).

The following claim is also given in [AAS20, Corollary 1], but we include it to
specify the values of €, as this will be needed in Section 9.5.

9.3.6. PROPOSITION. Let G be a finite, self-inverse gate set. Let |a) ,|b) be two
orthogonal n-qubit quantum states. If Dy (|a),|b)) = T, then C(la)) > T and
C(|b)) > T.
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(a) Distinguisher (b) Swapper
0 H HH~A&X|+/—
o, [ ——FHA o
5°) @ — 1 ®
or U or : : : or
|67) ‘ : |6) |a)

Figure 9.1: Quantum circuits for Aaronson, Atia and Susskind’s construc-
tion [AAS20]. (a) A circuit distinguishing [¢T) from |¢~) using a unitary U
that swaps |a) with |b). (b) A circuit swapping |a) and |b) using a circuit A that
distinguishes [¢T) and [¢7).

Proof:

We prove this by contradiction. Suppose, without loss of generality, that C(|a)) <
T. Then, there exists a quantum circuit C' with gate complexity strictly less than
T such that

[{a| C']0...0)| > 1—e.
Defining o) = C'[0...0), we can write |o) as
10) = V1 — e |a) + /ae™ |aL>

for some 6y,0, € [0,27] and « € [0,1]. The assumption [(a|o)| > 1 — € implies
that /1 —a > 1 — €. Now, consider the circuit that receives an unknown state
|2), where z € {a, b}, applies CT, and measures in the computational basis. The
probability of obtaining the all-zero outcome is then given by |(z|o)|*. For |z) =
la), we have

{alo)* > (1 - ¢)”.
For |z) = |b), orthogonality implies that
[(blo)* =1 —[{alo)* <1 — (1 — €)%,
Thus, the bias of this measurement-based distinguisher is
H(a|0>|2 — |(b|o)|2| >(1—e)?—(1—-(1-e?)=1—4e+2*>1—4e.

Since CT has the same gate complexity as C, this gives a distinguisher with
gate complexity < T" and bias at least 1 — 4¢, contradicting the assumption that
Dac(|a) ,|b)) = T. The same argument applies if C.(|b)) < T or both C.(]a)) and
Cc(|b)) are smaller than 7". Thus, we conclude that C.(|a)) > T and C.(|b)) > T
must hold. O
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9.3.2 A perfect swapper for subsets of cardinality K = N/2

Let us now show that the task of complement sampling, as stated in the beginning
of Section 9.3, can be perfectly solved using only a single quantum sample in the
case where K = N/2.

9.3.7. THEOREM (Quantum complement swapper). Consider a subset S € Sk
with K = N/2. Then there exists a polynomial-time quantum algorithm which
prepares the state |S) from |S) and vice versa.

Proof:
Any function f: X — {0, 1} induces a quantum phase state of the form

lys) = \/—Z DI ). (9.2)

reX
In particular, the constant function fi.,(z) = 0 yields the state

1
|yfcon> = = Z |x> ° (93)
\/N ze{0,1}7

For every S and S with K = N /2 there exists a balanced function fi,,; such that
foal(z) =0 if z € S and fya(z) = 1 otherwise. Then we can write

|S> = (|yfcon> + ’yfbal>>7

I~ 5l

| >_ ’yfcon ‘yfba1>)'

It is well known that the Deutsch—Jozsa algorithm [DJ92] can perfectly distinguish
the two phase states induced by constant and balanced functions. The final
measurement in the Deutsch—Jozsa algorithm (which is performed on the phase
state resulting from the query) consists of a short quantum circuit V' that applies
H®" followed by the two-outcome measurement operator A = {[0...0)0...0|,I—
|0...0)X0...0]}, of which the outcome is copied to an ancilla qubit by a multi-
controlled NOT gate (where the controls are on being in |0)). This circuit is
illustrated in Fig. 9.2 (a). Then, by Lemma 9.3.5, there exists another quantum
circuit V’ which only uses two applications of V' to swap |S) and |§ > This circuit
is illustrated in Fig. 9.2 (b) where we ignore the ancilla qubit since it starts from
and returns to the |0) state. Since V'’ consists of two applications of V', the multi-
controlled NOT gate and two Z gates, it can be executed in time polynomial in
n. O

Let us take a closer look at what the circuit used in the proof of Theorem 9.3.7
actually does, fixing the first qubit (so in the register which contains the qubit to
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Figure 9.2: Distinguisher and swapper for complement sampling. (a) Our distin-
guisher circuit can be thought of as the Deutsch—Jozsa algorithm followed by a
copy of the measurement outcome into an ancilla qubit. (b) The swapper circuit
is obtained by plugging our distinguisher circuit into Fig. 9.1 (b) and rearranging
gates. We do not show the ancilla qubit as it starts from and returns to |0). Our
swapper circuit corresponds to the Grover diffusion operator up to a global phase
of —1.

which the outcome of A is “copied”) to be in |0) initially. Let the second n-qubit
register be in an arbitrary state [¢)). A quick derivation shows that when the first
qubit is fixed to be in |0) the circuit implements the mapping

0) [) = = 10) U'[),
where U = 2 |+")(+"| — I is the Grover diffusion operator [Gro96]. Noting that
47y = \/LN VN - K|S) + \/K|S>>, it can be verified that

U1s) =2/ % (1- 5 ) 18) + (2 —1)19).
Jx (

Thus, the Grover diffusion operator is an imperfect swapper with error ¢ =

(2% — 1)2. We see that zero error is achieved when S contains exactly half
of the elements, K = N/2.

9.3.3 Impossibility of a perfect swapper for K # N/2

We now prove that there exists no perfect swapper for any other case than K =
N/2, given the condition that all auxiliary qubits must return to their initial state.
In Section 9.3.5 we will give a simpler proof which yields the same result (but it
is used for different purposes), but we will still include the proof in this section as
it uses the construction used to obtain the result for K = N/2, providing more
intuition into the problem at hand.

9.3.8. PROPOSITION. Let S € Sk. Then for any K # N/2, there does not exist
a quantum circuit which perfectly maps |S) to ‘S> under the condition that all
auziliary qubits return to the |0) state.



9.3.  Quantum complement sampling 237

Proof:

We will prove our claim using a reductio ad absurdum: suppose that there exists
a circuit C' which only depends on the cardinality of S (and of course N), and
can swap any |S) to |S) and vice versa (having e = 0 as per Definition 9.3.3).
Again, define the states [S) and |S) as

1 - 1
|5>=\/—F$€ZS|1’>7 }S>:\/ﬁmezs|x>7

where S = X \'S. As before, define |¢*) := \/Li (1S) +15)) and |¢7) :=
\/Li (1S) = |S)). Then by Lemma 9.3.5, there exists another circuit C”, such that
for all sets S € Sk:

‘HHlC/ 6710 0)||* = |[ILC” |67 )]0... 0"

= 1,
which implies that either of the following holds:

ITLC 670, 0)||* =1 (resp. 0)  and  |[TLC" [¢7)]0...0)|

=0 (resp. 1).
(9.4)
In the following, we assume that the first case holds (the argument for the sec-
ond case in parentheses is identical)_. Now consider two subsets §’1,Sg e Sk
and let again |¢f) = \/ig (1S:) 4+ [S:)) and [¢7) = \/Li (1S:) — |S)) for i €
{1,2}. Eq. (9.4) tells us that

ILC [¢f) 00" =1 and  [ILC|¢3)[0...0)|* =0,  (9.5)

which implies that |gz§f> and {qﬁ; > can be perfectly discriminated. Writing out
the states in full, we have

W1 [ 1
‘¢1>—E \/—EZW)JFWZW ;

T€ST z€S

and

_ 1 1 1
|¢2>:E \/—EZW—WZW

€S2 z€Ss

We have that the fidelity between }¢f> and ‘(bg > can be computed as

2

5.1 S| 1810 S| 5.8 153
K VEWN-K) VKN-K) N-K

1
(ot lor) = 2

A [Af [As] A4
4 K JKE(N-K) EKN-K) (N-K)

Y
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where A1 = Sl N SQ,AQ = Sl N 52,A3 = 51 N SQ and A4 = 51 N 52. A simple
Venn diagram shows that |J; A; = & and ; 4; = 0. Now set |A;| = x, where z
should satisfy max{2K — N,0} < 2 < K. We can then express the sizes of the
other sets Ay, Az and A4 as functions of N, k and z. We have |Ay| = |S; N Sy| =
|S1\ (S2 N S1)| = K — x. A similar argument gives |A3] = K — z. Using the
principle of inclusion and exclusion, we have |S;USs| = [S1|+|S2| — A1 = 2K —x.
Hence, Ay = N — |S1 U S| = N — 2K + z. Our expression for the overlap thus
becomes

w2 1|z N —-2K +«x
ot =1l ——~—ry

> 1 /(2K —-N)K -xz)\"
:Z( e ) (9.6)

Note that Eq. (9.6) becomes 0 when K = N/2 (independent of x), as expected.
For a fixed 1 < K < N — 1, we now want to maximise the overlap as a function
of x, i.e. solve

1 ((ZK—N)(K—I))Q. 0.7

P = max [(6]63)* = max K(N - K)

max{0,2K—N}<z<K 4

The double derivative test gives

>0

9?1 ((2K—N)(K—x))2: (2K — N)?
2AK(N—K))2 ="

d22 4 K(N - K)

which implies that the function is convex in x. Therefore, the maximum value
is obtained at the extremal points of the interval. For simplicity, assume for
now that K < N/2 so that max{0,2K — N} = 0. For z = K, the overlap
becomes 0 (this is because S; = Sy and thus |¢1+> is orthogonal to ‘¢5 )), but for

x = 0 we find that the overlap becomes }l (]}f{jff )2. Note that this expression is
> 0 whenever K < N/2 and it is valid (< 1) for K < 3N/4, which is true by

assumption. For K > N/2 the two extremal points are + = K, which again gives

overlap 0, and x = 2K — N, which gives overlap i (2 — %)2 The latter is valid
(<1) for K > N/4, which is again true by assumption. Combining both, we find
that the maximum overlap as a function of N and K can be

LA drl<K <N
L2 - N2 for N2 < K <N —1.

This is symmetric around K = N/2, as substituting K = N — K’ with 1 < K’ <
N—-1in i (2 — %)2 gives back i (]}7—%)2, which means that our assumption that
K < N/2 can be made without loss of generality. Therefore, for any K # N/2
we have that ‘¢T> and ‘¢2_ > will not be perfectly orthogonal. However, Eq. (9.5)
tells us that we can discriminate these two non-orthogonal states perfectly, which

is impossible by the Helstrom bound [Hel69]. Hence, there cannot be a perfect
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swapper for any other case than K = N/2. O

Hence, the intuition of why a perfect swapper is only possible when K = N/2
follows from the fact that it can be used to construct a distinguisher for the
conjugate states, which are generally non-orthogonal unless K = N/2 (where it
holds for any choice of S € Sny2).

9.3.4 Probabilistic zero-error algorithm for any subset

Now that we know a perfect swapper is not possible for K # N/2, we want to
create the “next best thing”: a swapper that sometimes fails, but only knowingly
so. In the following, we show that one can trade success probability to achieve
this zero-error requirement (an algorithm satisfying this property is known as
a Las Vegas algorithm). The idea is to rebalance the Grover diffusion operator
U =2[+")+"| — I by adding a term proportional to I. To this end, we use one
auxiliary qubit and the parameterised gate

T e

to construct the following circuit:

0) — W(q) ’_L 2 W (g)T H~<=0

Sy —#~ U | E)

Figure 9.3: Probabilistic zero-error algorithm to swap |S) of cardinality K to |§ )
of cardinality N — K.

Here we have that U is controlled on the zero state of the auxiliary qubit,
denoted by Cy, and Z is the Z-gate with some power b € {0,1}. The role of
b is to allow for both positive and negative deviations from the optimal case of
K = N/2.

9.3.9. THEOREM (Zero-error swapper). Let S € Sk. Then for any 1 < K <
N —1, there exists a zero-error (Las Vegas) quantum algorithm that maps |S) to
‘S>, with probability

min{ K, N — K}
N —min{K,N — K}’

Proof:
We will show that for suitable choices of ¢ and b, the quantum circuit in Fig. 9.3
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achieves the desired transformation and corresponding success probability. The
state just before the measurement of the auxiliary qubit can be written as?

W(@)'2"CuW () |0)|S) = 10) (aU + (=1)"(1 = @)I) [S) +[1) |g)
with |g) some state we do not care about. Using that U = 2 |+"}+"| — I gives
qU + (=1)"(1 = @I =2 [+"\+"| + (-1)’(1 —q) —q) L

We will use
K(N - K)

n n _ K o
[+ H"T1S) = 57 19) + ~z— 15)
to obtain
(@ + (17 = ) 1) = (20 + (10 = q) 1)+ 20y ST 3).

(9.9)

To ensure that (qU + (—1)(1 — ¢)) |S) is proportional to }S’>, we set the coeffi-
cient of |.S) to zero:

2q% + (-1’1 -¢)—¢g=0.

This gives two valid solutions:
e If b =0, the equation becomes 2q% + 1 — 2¢g = 0, which gives

1
1= 50 - K/N)

e If b =1, the equation becomes QQ% — 1 =0, which gives

N
1= 5K

It remains to check when these choices yield a valid success probability?, i.e., when
| (qU + (=1)*(1 — q))_|5’) | < 1. Using that in Eq. (9.9) we made the amplitude
on |S) zero and the ‘S >—part only depends implicitly on b via ¢, we obtain

K(N - K)

I (U + (~1M(1 = ) I} | = 4>~

2A word of caution to the reader working through the details: do not forget that cU is
controlled on |0).
30r equivalently, for what values of ¢ the operator W (q) is indeed unitary.
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We find that for the value of ¢ corresponding to b = 0, the norm squared is ﬁ,

which is at most 1 when K < N/2. When b = 1, we obtain %, which is at
most 1 when K > N/2. To summarise, we set

1 : N
b:O,q:m 1f[(<77
b=1, ¢= 3% if K >4,

in Fig. 9.3. The overall success probability is given by the postselection success
probabilities in both cases (the norms squared), which can be captured in a single
expression as

min{K, N — K}
N —min{K,N — K}

O

Let us briefly compare the probabilistic (zero-error) algorithm to directly ap-
plying the Grover diffusion operator to |S) (which we will refer to as “with error”).
When K = N/2, the algorithms are identical, except for the use of an auxiliary
qubit in the probabilistic case. For K # N/2, let us define § as the deviation
from the ideal ratio K/N = 1/2 + 3. Then, applying the Grover diffusion op-
erator outputs complementary samples at a rate of 1 — 43? (Fig. 9.4, solid red
line), but does not provide information on the correctness of the sample. Instead,
the probabilistic algorithm outputs complementary samples at a reduced rate of
;;}g' (Fig. 9.4, dashed blue line), with the guarantee that the output is correct. A
disadvantage of the probabilistic algorithm is that the swap operation is not sym-
metric: swapping |S) to ‘5 > and vice versa requires different circuits, making it
incompatible with Aaronson, Atia and Susskind’s construction from Section 9.3.1.

9.3.5 Zero error: optimality, auxiliary qubits and multiple
samples

In this section we will show that the algorithm from Theorem 9.3.9 is in fact
optimal when considering its restricted setting: we assume that there is some
designated flag qubit, which when measured to be in the |0) state indicates that
the state has been successfully created to ensure zero error (putting the flag being
in |0) is without loss of generality). Except for this flag qubit, we require that the
circuit uses no other extra auxiliary qubits. We prove the following proposition.

9.3.10. PROPOSITION. For all 1 < K < N — 1, under the zero-error condition
and the use of only one extra ancilla (used as a flag to indicate that the operation
was successful), Theorem 9.3.9 is optimal in terms of achievable success probability
for swapping |S) to |S).
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Figure 9.4: Rate at which the proposed algorithms output samples from the
complementary set when given only a single sample. The horizontal axis is the
deviation /3 from the ideal ratio, i.e. K/N =1/24 . When § = 0, the quantum
algorithms (red and blue lines) are exact. When § # 0, the quantum algorithm
with error (solid red line) outputs samples at a higher rate, but does not flag the
correctness of the sample. The zero-error quantum algorithm (dashed blue line)
guarantees samples from the complement while paying a price in terms of success
probability. The classical algorithm (dotted green line), achieves a high success
rate for large negative deviations (Section 9.4).

Proof:
Splitting the success probability of Theorem 9.3.9 back to two cases, we have the
following expression:

K

K : N

{u K A
For cardinality K, let Cx be an arbitrary circuit which probabilistically swaps
|S)’s_ from subsets S € Sk to ‘S > For full generality, we allow the preparation
of ‘S > up to an arbitrary global phase factor €, 8 € [0,2n]. Let 0 < e < 1. To
achieve success probability 1 — e, C'x should be able to perform a mapping of the

form
Ci [0) [S;) = evV1—€|0) |S;) + Vell) |g;)

for some arbitrary subset S; € Sk, phase 6; € [0,2n], and some garbage state
lg;) (which can absorb its own phase factor). Now take two subsets S; and S,
defined as 51 = [K] and S = X'\ [N — K] where, with a slight abuse of notation,
we write [K] to indicate the K first strings in & under lexicographical ordering.
We have that the overlap between both input states is given by |(S;]Ss)|, and
that of both output states after applying C is given by

(1= €)' @0 (81]55) + € (g1]g2)]-
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We consider the two cases separately:

e K > N/2. In this case, we have that the inner product between |S;) and
|S9) is given by (recall that each |S;) only has positive amplitudes on its

computational basis states)
2K — N
<Sl|52> = T,

but <5’1‘5'2> = (. Since the inner product must be conserved under unitary
transformations, we have
2K — N

7 e[{g1]g2)|- (9.10)

To find an upper bound on the success probability 1 — ¢, we can solve the
following optimisation problem:

max 1—¢

&|{g1lg2)|
St BT PRY
st. ——— =€
K 91192/ |,
e €10,1],
[(g1]g2)| € [0,1].
This gives us
2K—-N N-K
1—e<1— .

K K

e K < N/2. In this case, we makei the observation that C’}( gives us an
approximate swapper to go from ‘S > to |S), where the cardinality of S is
K'= N — K with K’ > N/2. We have that

N - 2K
S1192) = ——
(5] = S=2H
Let [¢;) = /1= €0y |S;)++/€|1) |g;). Note that Cl1h;) = 10) |S;) and
‘(<0| <Sj}) |1/Jj)‘ = 1/1 — €. Again by conservation of (the absolute value of)
the inner product under unitary transformations and the fact that |S;) and
‘Sj> only contain real amplitudes, we must have that

! |0 OK|S>}

(S
(i1 €k (10)]55))]

(01 (S]) CxC 1)

/\/\

(0
1

7
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which means we can write the action of CJ. on |0) |S;) to be of the form

CE10Y [8;) = VT =€l0) [S;) + Ve 1) [g;) ,

again for some garbage state |g;) and some phase Q_j € [0,2x]. By the same
argument as the case for K > N/2 using K’ instead of K, we find

N-2K K

_e< 1 — — ]
lmes -~ N_&

Hence, this shows that under the conditions of the statement Theorem 9.3.9 is
optimal. O

The above proof is an arguably easier proof of the result in Section 9.3.3, as
it only relies on the conservation of the inner product under unitary transforma-
tions. There are several more observations we can make in relation to the proof
of Proposition 9.3.10.

Adding extra auxiliary qubits. The proof of Proposition 9.3.10 shows that,
under the condition of having only one additional ancilla to work as flag qubit, the
algorithm of Section 9.3.4 achieves the optimal success probability. What happens
when extra auxiliary qubits are allowed (initialised in |0...0)), but we still require
a single flag qubit to make the algorithm zero-error (yet still probabilistic)?

In the K > N/2 case, it is easy to show that the above proof still holds.
For simplicity, we remove the relaxation that the state can be prepared up to an
arbitrary global phase, as it does not change the argument. We can write the
action of the swapping circuit in this case as

C [0)[S;)10...0) = V1 —¢€|0) |S;) |h;) + Vel |G)),

for some garbage states |h;) and |G;), so we still have that the inner product of
the output state after applying Ck to two input subset states |S;) and |Ss) is
given by

(1 - E) <Sl‘52> <h1|h2> +e€ <G1|G2> =€ <G1|G2> s

again using that <5‘1’5'2> =0 when K > N/2.

However, the argument for K < N/2 no longer works since |h;) and |ho) might
be two completely different states. This means that to swap backwards using C’L
one might have to use a different initial state for each different input S.

An easy example that contradicts the bound in the case when extra auxiliary
qubits can be used is the case of K = 1 (where the bound gives a maximum
success probability very close to 0). An algorithm that only depends on K and
perfectly makes |S) is easily given: (i) read out the only element = € S, (ii)
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create the uniform superposition, (iii) use an additional flag qubit to mark the
state }S’>, which can be done by applying a marking operation that flips the
phase of all basis states except |z), and (iv) use exact Grover’s algorithm to
create ‘S’ ) [Zal99]. This algorithm clearly needs additional auxiliary qubits, as it
cannot both have a uniform superposition on n qubits and a flag controlled on
|z) (which also needs to be stored in a n-qubit register). Note that in this case,
the problem is also trivial classically, because after observing a single sample one
has perfectly learned S = X \ {x}. This is shown in Fig. 9.4, where the classical
algorithm (dotted green line) achieves success probability 1.

Multiple copies and no additional auxiliary qubits. The above argument
also shows that a joint measurement on multiple copies does not help if one
does not have additional auxiliary qubits. That is, suppose one again requires a
probabilistic zero-error algorithm that is able to perform the mapping

Cic [0) 15)°" = VI =€[0) [5) [h;) + Ve 1) |G)),

using k copies of the input state. Considering K > N/2, the same argument as
before gives us a maximum success probability of

2K — N\"”
l—e<1-—(=—/—/——
€= ( K )

which is the same success probability one would achieve by repeating our algo-
rithm £ times, resetting the flag qubit to |0) after each failed attempt (i.e., when
|1) is measured). We currently do not know whether a joint measurement on
multiple copies and the use of extra auxiliary qubits would yield an algorithm
with a higher success probability.

9.4 Classical samples: lower and upper bounds

9.4.1 Index query model

We will start by adopting a slightly more powerful classical setting, as it allows for
easier proofs and it will be useful later when we construct S from pseudorandom
permutations, which naturally assumes a query complexity setting. Instead of
assuming that the algorithm is given samples from S at random, we assume
that it has access to an oracle for which it can query elements of S (assuming
lexicographical ordering on the set S). That is, it has access to an oracle Ojgex
such that Ojqex(7) = y with y the ith element from S. Clearly, this is a stronger
access model, as the player can generate the random samples by querying Oj,gex
for randomly generated indices.

Intuitively, one would immediately expect that complement sampling with
classical samples is intractable: when there is no structure to the set S (and
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therefore no structure to S), the best strategy seems to be to just gather (or in
this case, query) as many distinct samples from S and just output anything which
is not in the set of collected samples. We will now formalise this intuition and
show that it is indeed the correct way to look at the problem. We will use Yao’s
minimax principle [Yao77] to prove our lower bound. For a fixed input size N
and cardinality K, let F'(x,y) be a function describing the relation for a subset
S from a subset family Sx and candidate element y such that

lifye S
F(S,y)Z{ Y

0 otherwise.

Let A be the set of all possible deterministic algorithms allowed to make 7" queries
to the index oracle for S. Write P(a,S) = F(S,a(S)), which means that P =1
if and only if algorithm a € A on input S outputs any y € S. One can view
P(a,S) as a |A| x |Sk|- matrix where the rows label the different choices of
deterministic query algorithms, the columns label the different instances of S, and
the corresponding entry is 1 only if the algorithm provides an output satistying
the relation. By the minimax theorem, we have
min max e! Py = max min p' Peg,
I a p S
where e, (resp. eg) is a | A|-dimensional (resp. |Sgk|-dimensional) unit vector, and
p (resp. p) is a |A|-dimensional (resp. |Sk|-dimensional) vector of non-negative
reals that sum to one. Since p is a probability distribution, we have that the left-
hand side describes the probability that the best deterministic T-query algorithm
is correct on the hardest distribution over inputs p. On the right-hand side, pT Peg
is the success probability on input S achieved by the randomised algorithm given
by probability distribution p over deterministic algorithms. Hence, the right-hand
side gives the highest worst-case success probability achievable by randomised 7T'-
query algorithms. Since this holds for all 7', we have that
R.(F) = max D*(F),
“w
where R, is the worst-case randomized query complexity, achieving success proba-
bility 1—e on all inputs, and D* the deterministic query complexity on succeeding
on a (1 — e)-fraction over all inputs weighted by u. Hence, for any candidate dis-
tribution u, we always have

R.(F) > DX(F).

We first prove the following lemma, showing that when starting with the
uniform distribution over all families of subsets Sk (and thus also a uniform
distribution over complementary subsets S), learning entries of S will leave the
resulting conditional distribution over the family of complementary subsets that
do not include these elements still uniform.
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9.4.1. LEMMA. Let s, be the uniform distribution over all S € Si. Let X € Sk
be sampled according to us,., and define X = X\ X. Fiz a set Q = {x1,...,7,}
containing q < K distinct elements from X. Then, conditioned on Q) C X, the
distribution of X is uniform over Sz%—zo the family of all subsets of size N — K
that do not contain any element from Q).

Proof:
By Bayes’ rule,

Pr[XzS’/\a:l,...,xle}

PI[X:5|I1,.--,ZL’(;€X}: Pr[q;l...xle]

Using that
Prizy,...,x, € X] = —=~
and the fact that

N L . _
Pr[)_(zg/\xl,...,xqe)q:{SN_K) ifwg,...,00 ¢S,

otherwise,
we obtain
o N-ayTh g S
Pr[X =38 |z,...,0,€ X] = (v e e €5,
0 otherwise,
which is uniform over all S € Sﬁ,f I O

We can now use Yao’s principle to derive our lower bound.

9.4.2. THEOREM. Let ¢ € [0, %] and 1 < K < N — 1. Then we have that any
randomised algorithm that returns an element from S with probability > 1/2 4+ ¢
on all inputs S € Sk needs to make at least

2N — K)

N —
20 +1

queries to the index oracle for S.

Proof:

Consider js, to be the uniform distribution over all possible inputs S coming
from the family Skx. Let X € Sk be sampled according to us,. Let A be a
deterministic algorithm with access to the index oracle Oj,qex. We can assume
that no element of X is queried twice by A, as there would be no benefit in
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doing so. Then, after ¢ queries, the algorithm has seen ¢ elements of X. Let
Q = {x1,...,2,} be the set of all strings z; € {0,1}" that were observed, and
write S¢_, for the family of all sets S that do not contain the strings z; € Q.
By Lemma 9.4.1, we have that the conditional distribution jsq_ over S, is

still uniform over these elements. The cardinality of the set S¢_, is then given

by
N —q
‘Sﬁ—K‘ - (N— K)'

So for any output y, the probability that it is part of S’ for some S’ € Sﬁ_ K 18
then given by

(vri) N-K

(vh)  N-q

(9.11)

which holds independently of the strings that are in @ (except for how many
of them are there). Hence, A can only be correct on any such fraction of the
inputs. By Yao’s principle, this is then also the best success probability a ¢-query
randomised algorithm achieves on the worst-case input. To be correct on at least
1+ 0 of the inputs, we require (N — K)/(N —¢) > 3 + 0, which is satisfied when

2N - K)
>y - A
7= 25+ 1

O

We proceed by giving a matching upper bound, showing that Theorem 9.4.2
is tight.

9.4.3. PROPOSITION. For any subset S € Sk and any & € [0, 3], there exists a
2AN-K)
2641

randomized algorithm which makes N — queries to Oipgex and outputs an

element y € S with probability % + 0.

Proof:

Again, let Q = {x1,...,2,} be the set of strings z; € S that are observed after
q queries. The algorithm will now simply sample a uniformly random y from the
set X'\ Q. Given any S, the probability that this y is from S is then given by

- N-K N-K 1
Priye S| = = = -+
[ :| N —gq N_(N_Z(é\g;f()) 2

Note that if K = Q(N) and § = Q(1), then we have that ¢ = Q(N).
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9.4.2 Exact sample complexity bounds

In the above, we used an index query model because it simplifies the analysis
while providing lower bounds for the sample complexity setting (as it is a stronger
access model). However, it is possible to translate these bounds to the sample
complexity setting by computing the probability of observing ¢ unique samples
after drawing d samples. Since the results of Section 9.4.1 hold in terms of unique
observations of elements from S, we can exactly compute matching upper and
lower bounds on the sample complexity.

Sampling from a subset of size K, the probability of getting ¢ < d unique
samples from d draws (with replacement, each with equal probability) is given by
(see, for example, [MZHO16] for a derivation)

K

PriX =g = K~ K"

where {Z} is the Stirling number of the second kind, representing the num-
ber of ways to partition d objects into ¢ non-empty subsets. Combining this
with Eq. (9.11), which gives the probability of outputting a successful sample
conditioned on observing ¢ unique elements, gives a lower bound on the overall
success probability of

Q
I
U

N} N-K
(K—q)!K‘ N —q’

Il
o

q

This in principle gives the exact expression and has a matching upper bound by
the same argument as the previous subsection. However, since the expression
is cumbersome to work with and we are interested in proving asymptotic lower
bounds, we will continue with the query model in the following sections to consider
more practically relevant notions of hardness of the problem.

9.4.3 Average-case lower bounds

A consequence of Theorem 9.4.2 is that it also shows that the problem is hard
on average (with respect to the uniform distribution), as a worst-to-average case
reduction with respect to the uniform distribution can easily be constructed. We
will use that applying a random permutation on N elements as an operation to
any fixed subset of K out of the N elements will result in a uniformly random
subset of K elements.

9.4.4. COROLLARY. Let S € Sk, K = N/2, be sampled according to s, . Then
any classical randomized algorithm A which makes q queries to Oigex and satisfies

- 1
Pr [A outputs y € S] > 3 +90 (9.12)
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1
>N (1-
1= ( 25+1)’

where the probability in Eq. (9.12) is taken over S and the randomness of A.

has

Proof:

Let o be a permutation on X’ chosen uniformly at random, and write o~ ! for its
inverse. Starting from any S = {z} € Sny2, S = {y} = &'\ S, we have that the
subset S” and its complement S’ = X\ S’ given by

S'={a |2 =0(x),zeS}, S={y|y=0y),yeS}

are uniformly at random from all possible S € Sy/2. Since we are only interested
in query (or sample) complexity, we do not care that the time complexity of im-
plementing this permutation o, nor its inverse c~!, generally scales exponentially
in n (recall n = log N). Now suppose there exists a g-query classical algorithm
A that succeeds with expected probability at least % + 0 over this distribution of
inputs. We can then use A to create a g-query algorithm B that works with a
certain success probability on all inputs in the following way:

1. Pick a permutation ¢ uniformly at random and let o~! be its inverse.

2. Let O 4. (1) = 0(Oingex(7)). Run algorithm A with Of 4. (7), resulting in

index index
some .

3. Return y = o7 (¢/).

We then have that B succeeds on any input S with probability at least % +9 as
well, since

+9,

DN | —

Pr [B outputs y € 5] = Eg [Pr [A outputs ¢ € §']] >

using that the expectation of a probability is again a probability. By Theo-
rem 9.4.2, we then need at least

1
>N(1-——
1= ( 25+1)

queries to Ojgex, completing the proof. O
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9.4.4 Hardness for strong pseudorandom subsets

We will now prove our strongest hardness result: we will show that under the
existence of one-way functions, there should be families of subsets that are easy
to generate and verify, but still hard to perform complement sampling on clas-
sically. To achieve this, we will use strong pseudorandom permutations. Fol-
lowing the convention in cryptography, we say that a function f is negligible
(f(n) = negl(n)), if for every constant ¢, we have f(n) = o ().

9.4.5. DEFINITION (Strong pseudorandom permutations). For some n € Z, let
P :{0,1}" x {0,1}* — {0,1}" be a family of efficiently computable permuta-
tions indexed by a key k € {0,1}*. We say that P is a strong pseudorandom
permutation if for all probabilistic polynomial-time distinguishers D, there exists
a negligible function negl(-) such that

Pr [DPk('%PE 1<'>(1“)] ~Pr [D”(')’“_l(')(ln)} ‘ < negl()), (9.13)

where k < {0,1}* is chosen uniformly at random, and o is chosen uniformly at
random from the set of permutations on {0, 1}".

It is known that strong pseudorandom permutations can be constructed from
pseudorandom permutations [LR88|, which exist if and only if one-way functions
exist [KL20].

We will show the hardness result for cardinality K = N/2, as it forms the
basis of our proposed advantage experiment. However, the argument can be
easily extended to any K superpolynomial in N.

9.4.6. THEOREM. For some n € Z,, let P : {0,1}" x {0,1}* — {0,1}" be a
strong pseudorandom permutation with security parameter X = n, and P! its
inverse. Given a key k € {0,1}*, let S be the image of {0ik : i € {0,1}""1}
under P, and S be the image of {lik : i € {0,1}"7'} under P. Let Oigex :
271 — {0,1}™ be the oracle that on input i returns the i-th element in S.
Picking a key uniformly at random, for all polynomial-time algorithms A that
make a polynomial number of queries to Oingex it must hold that

+ negl(n).

N —

Pr [Aoi“dex outputs a y € S] <

Proof:

Suppose that there exists a polynomial-time algorithm A with query access to
some Oipdex, Which, when picking a key uniformly at random to construct S,
outputs a y € S with probability > % + 1/poly(n). We show that if such aa A
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existed, it would imply a distinguisher between a strong pseudorandom permuta-
tion and a truly random one, violating the assumption that S was generated by
a strong pseudorandom permutation. First, note that defining S to be the set of
all outputs of a uniformly random permutation for which the preimage has “0”
as the first bit ensures that S is chosen uniformly at random from Sy/s. Sec-
ond, note that any given P already acts as Ojqex When applied to strings from
{0ik : i € {0,1}"7'}. Let F be a samplable family of either (i) permutations
or (ii) strong pseudorandom permutations. Then, we can design a distinguisher
using A%ndex as a subroutine in the following way:

1. We sample a permutation f € F', which is either strong pseudorandom or
truly random, and construct Oj,qex from f.

2. We run A%»dex to obtain a candidate string ¢, supposedly from the comple-
ment S.

3. We check whether f~1(7) has the first bit equal to “1”. If this is the case,
we return v'. If not, we return X.

Let 0 = 1/v/N, N = 2" such that 6 = negl(n). Then, Corollary 9.4.4 readily
implies that whenever ¢ = poly(n) and S is uniformly random (i.e. f comes
from a family of truly random permutation), then any g-query classical algorithm
(even without the requirement that it runs in polynomial time) succeeds with
probability smaller than % +6= % + negl(n). However, if f comes from a family
of strong pseudorandom permutations, then by assumption it must hold that we
observe a v'with probability % + 1/poly(n). Hence, under this assumption, we
can distinguish strong pseudorandom permutations from truly random ones by
repeating the above distinguisher a polynomial number of times to detect the
small polynomial bias towards returning v'in the pseudorandom case. Since this
is not possible by the definition of strong pseudorandomness, such an A cannot
exist. Thus, the statement must be true. O

The above argument does not extend to pseudorandom permutations that are
not strong, as we need to use P~! to check whether the generated string is indeed
from S.

9.4.5 Circuit lower bounds for uniform samplers

Finally, we conclude our classical hardness results by showing that we can even
prove an exponential circuit lower bound on any sampler (quantum or classical)
that uses only a polynomial number of classical samples and produces a uniformly
random sample from S with probability 1. Unlike the previous lower bounds,
which hold even when the uniformly random criterion is removed, this bound
relies crucially on the requirement that every element from S has a non-zero
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probability to be produced by the sampler. The key idea is to use the Kolmogorov
complexity of binary strings to arrive at a circuit lower bound.

9.4.7. DEFINITION. The Kolmogorov complexity () of any binary string = €
{0,1}* is the length of the shortest computer program z* that can produce this
string on the Universal Turing Machine and then halts.

It is easy to show that there must exist incompressible strings (so with K(z) >
|z|) for every input length n: there are 2" binary strings of length n but only 2" —1
binary strings of length strictly less than n to describe the program.

We will formulate our bound in terms of the circuit complexity of a Boolean
circuit. Since a circuit using a universal gate set of a constant number of logic
gates having size s can be described by at most O(slogs) bits, any circuit of
size s can be converted into a program z* for the Universal Turing Machine of
length at most |z*| = O(slogs). Hence, if a string has Kolmogorov complexity
K(z) as per Definition 9.4.7, then the size of the smallest possible circuit has
s = Q(K(x)/log(K(x))).

We will use this to show a circuit lower bound on any classical sampler that
uses only a polynomial number of samples and can sample uniformly at random
from the complementary subset S. We stress that this is a stronger setting than
we have considered so far classically, but we argue that it is still valid, since
the quantum algorithm can indeed provide a single classical sample uniformly at
random.

9.4.8. THEOREM (Circuit complexity lower bound with classical samples). There
exists an S € Sk, with K = N/2, such that any sampler, which given as an input

= poly(n) samples from S produces samples y from S uniformly at random, has
circuit complexity Q (N).

Proof:

We will simply assume that all [ samples are distinct, since this not being true only
increases the lower bound that follows from our argument. Take a subset S with
Kolmogorov complexity K(S) = N/2. Such a set can be constructed by taking
a Kolmogorov random string z € {0,1}"/2 of length N/2, with each element z;
indexed by a string ¢ € {0,1}""!. We define y; = (z;,1) as the concatenation of
bit z; and the string i. For each i € {0,1}"!, we add the string y; to the set
S. This way, one can fully reconstruct z if one knows all the strings in S. Then,
any sampler M that produces samples from S uniformly at random, given the
description of any [ elements from S, is a description of the set S (and thus of
the string z), since one can run the sampler until all N/2 distinct labels from S
are observed. Since [ elements from S can be described with [log, N bits, the
description length of the program for M given [ such elements has to be at least
N/2 —1logy N — O(1). Since any circuit description (of the elementary gates) of
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size s can represent a program for M in O(slogs) bits, we must have that the
circuit complexity of any such circuit which implements M is lower bounded by

( N/2 = llogy N — O(1) ) Q(N),

log (N/2 —llogy N — O(1))

when [ = poly(n). O

We believe the Kolmogorov complexity argument of Theorem 9.4.8 is partic-
ularly insightful of why complement sampling works in a quantum setting, as
it highlights the key difference between quantum and classical samples. In the
process of providing a sample from the complement, our quantum algorithm de-
stroys the quantum sample, meaning that it needs a new input sample for every
generated output sample. On the other hand, classical samples can be reused
indefinitely as they can be cloned.

9.5 Circuit complexity and distinguishability of
quantum samples

In the final section we will show that even though we have proven in the above
sections that a quantum algorithm can easily perfectly swap between any |.S) and
‘S ), there exist pairs of |S) and ’5’ ) that cannot be distinguished by any efficient
quantum circuit. As an immediate corollary, this result implies that generally
states of the form of |S) must have exponential circuit complexity. This means
that in order to turn complement sampling into a suitable quantum advantage
experiment, the hardness result for strong PRPs is indeed necessary. We will first
prove the easier case of the exact setting and then move on to the general case.
Again, we fix the cardinality to be K = N/2 where N = 2" and n is the number
of qubits.

9.5.1 Warm-up: exact case

As a warm-up, we first consider the simple example where we care about being
able to distinguish perfectly. Consider again the states

1 1
W) = = D120 |ypa) = —= D (D)@ 2), (9.14)
\/Nxeé’( \/N.Z’EX

for some Boolean function fi, : X — {0, 1} that is balanced. Note that for all
such fpa, we have that

1 X
Yteon ) = S~y =

TEX
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The total number of balanced functions is lower bounded by

N > 90W),
NJ2) =

Now, let G be any gate set with ¢ = n®® possible choices of gates and qubit

indices on which a single (multi-qubit) gate acts. Starting from |y, ), the total
number of states that can be constructed by circuits using M gates from G is at
most g™ . Thus, for some balanced function, the corresponding circuit must have
M = Q(N) gates, which is the relative complexity of |yy...) and |y ).

For every choice of fi, a circuit can only ezactly swap |yy...) to asingle |yy ).
Since the swap complexity is lower bounded by the relative complexity [AAS20],
there must exist a |yy,,,) such that

S(|yfcon> |yfbal>> Q(N) (915)
By Lemma 9.3.5, we have that if the states [¢T) and |¢7), given by
1

|6F) = ﬁ(lyfcoﬂ + Ysa)) = \/— > )y =:19),

€S

1
7)) = E(lyfcoJ —Yfom))

a:ES

where

S = {.’L’ . fba1<.’ll') = O}, S = {1’ . fbal(l') = 1},

have exact distinguishing complexity D(|¢4) , [¢—)) =T, then S(|y1..) » (V) =
O(T). Hence, from Eq. (9.15) it follows that

D(|6+),6-)) = QN).

9.5.2 Approximate case

We consider the same |yy,..) and |yz,.) as in Eq. (9.14), but will now investigate
the relative circuit complexity when an error € is allowed. Let us consider two
balanced functions fuar, gbm : X — {0,1}. From now on, we omit the “bal”-
subscript when possible, and write f = fia and g = gpa to ease the presentation.
We define I;, = [{z: f(z) = g(x)}| and Ny, = [{z: f(z) # g(x)}|. The overlap
between |yf) and |y,) is given by

1 1
|<3/f‘yg>‘ = Nuf,g - Nf,g‘ = N|2If,g - N‘?

using the relation Iy, + Ny, = N. If we want |(yr|y,)| < €, then we must have
that

1
N’2[f’g_N‘ S €.

We consider two cases:
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(i) Iy, > 5. We find
1 1 N
—(2I;,— N)<e ifand onlyif I;, < ﬂ
I I
N ’ 2
(i) Iy, < &. Likewise, we have
1 (1—¢)N

N(N —2[p,) <e ifandonlyif I;,>

Combining cases (i) and (ii), we obtain a necessary and sufficient condition for
[(yrlyy)| < €is that

(1—¢)N
2

(1+€)N'

élf,gg 9

(9.16)
The question now is how large the set of functions {f} is such that for any pair
f # g we have that Eq. (9.16) holds. We can formulate this as a problem in
extremal set theory in the following way. Let F = {F'} be a family containing
N/2-subsets from X. We say that if z € F, then a corresponding function f
satisfies f(x) = 1. For example, if for n = 2 we have f(00) = 1, f(01) = 0,
f(10) = 0 and f(11) = 1, then F = {00,11}. Hence, if |FF N G| = [ for some
F.G € F with associated functions f, g, respectively, we must have that by
definition

{z: flx) =g(x) =1} =1

However, we also know that for both ' and G the remaining N/2 — [ elements
in each set must all be distinct: for those we have either f(z) = 1 and g(z) =0
or f(x) = 0 and g(x) = 1. For all remaining x which have f(z) = g(z) = 0,
e,z ¢ F and x ¢ G, we know that there are a total of

{z: f(z) =g(z) =0} = N—1-2(N/2-1) =1
Combining both, we have
Iy = o s f@) = gla) = 0} + [{a : f(a) = gla) = 1}| = 2.

Therefore, the intersection between two sets F' and G completely determines the
possible overlaps between the corresponding quantum states |y;) and |y,): we
have by condition Eq. (9.16) that if for all F,G € F

(1—¢€)N
4

(I+e)N

<|IFNG| <
—| |— 4 Y

(9.17)

then for all corresponding f, g we have that |(ys|y,)| <.
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We will now use results from extremal set theory to prove our circuit lower
bound. Let H be a family of subsets of IV elements, and L be a set of non-negative
integers. We say that H is k-uniform if |H| = k for each H € H. We have that H
is L-intersecting if |H NG| € L for each pair of distinct G, H € H. The following
lemma was proven by Ray-Chaudhuri and Wilson and provides an upper bound
on the size of H knowing the cardinality of L.

9.5.1. LEMMA (Ray-Chaudhuri-Wilson [RCWT75]). Let H be a L-intersecting k-

uniform family of subsets of a set of N elements, where s = |L| < k. Then

H| < ({Z)

In terms of N and s, the lemma is easily shown to be tight by considering the
family of all s-subsets of any set of size V.

Using Lemma 9.5.1, we can lower bound the size of our family F. At first
glance, the bound of Lemma 9.5.1 provides the wrong inequality: we are interested
in a lower bound on the size of F, whilst Lemma 9.5.1 provides an upper bound.
The key idea is that we can consider a family H for all subsets that do not meet
the condition of Eq. (9.17), and upper bound the size of that family to lower
bound the size of the remaining family of subsets. After all, for a fixed k, the
union of Lj-intersecting and Lo-intersecting k-uniform families of subsets of N
elements results in the family of all k-uniform subsets if the union of L; and Lo
forms the set of all possible intersections.

9.5.2. LEMMA. For ¢ = w(1/N) > 0, let F be an L-intersecting set of N/2-
subsets of a set of N elements, where

L={[(1—¢e)N/4|,[(1 —€e)N/4]+1,...,[(1 +€)N/4]}.
Then we have that

[F| > Q@Y.

Proof:
Let H be an L'-intersecting N/2-uniform family of subsets of a set of N elements
with L/ = {0,1,...,N/2} \ L. We have that the cardinality of L', i.e., s = |L/|,
can be upper bounded as
s<1+N/2—((1+€e)N/4—(1—€)N/4—-2)
=N(1—-¢€/2+2

N
:34‘5(1—6)
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For € > % we have s < N/2 and, using Lemma 9.5.1, we get

M= (]sv) = (H%ﬁ—e))‘

71= () 1%

() ~asyu-0)

= Q(2M?),

This means that

if N(1—¢€)/2+ 3 < N/2, which holds asymptotically if € = w (1/N). O

This implies that for € = w (1/N) > 0 there are a total of ©(2"/2) functions
f = fval such that the corresponding balanced phase states from the set Vi, =
{lyp.)} all have at most € pairwise overlap.

9.5.3. THEOREM. For any e = w (1/N), there exists a subset S € S, K = N/2,
such that

D(1S), |5)) = H(N).

Proof:

By Lemma 9.5.2, for any € = w (1/N), there are (2"/2) possible balanced func-
tions fpa such that all states |y, ) have pairwise overlap < e. Since any circuit
can only e-approximately swap |yy.,.) to a single state |y, ) € U5, we need to
consider Q(2V/2) different possible circuits. Again, let G be any gate set with
g = n°W possible choices of gates and qubit indices on which a single (multi-
qubit) gate acts. Starting from |yy..), the total number of states that can be
constructed by circuits using M gates from G is at most ¢™. Thus, for some bal-
anced function, the swapper circuit must have M = Q(N ) gates, which implies
S. > Q(N). By Lemma 9.3.5, the result immediately follows. O

From Proposition 9.3.6, the following corollary immediately follows.

9.5.4. COROLLARY. For any € = w(1/N), there exists a subset S € Sk, K =
N/2, such that )
Ce(]9)) = QN).

As a final remark, Corollary 9.5.4 can also qualitatively be obtained as a
corollary of Theorem 9.4.8, as any provided samples can be hardcoded into a
circuit.



9.5.  Circuit complexity and distinguishability of quantum samples 259

9.5.3 Provable, verifiable and NISQable advantage in sam-
ple complexity?

Equipped with the above results, we propose an experiment to demonstrate
the advantage of quantum over classical resources in a provable, verifiable and
NISQable manner.

Quantum sample advantage in Complement Sampling

For a total of r rounds, a player and referee play the following interactive
game:

1. The referee picks a pseudorandom permutation P with inverse P~!. We
say that S = {y: y = P(x) and the first bit of z € X is 0}.

2. The (quantum) player asks for k£ (quantum) samples corresponding to
the uniform distribution over elements in S. A quantum player can
perform coherent operations on the quantum samples. The player sends
back a candidate element 7 supposedly from S.

3. The referee verifies that § € S by checking if # = P~!(j) has the first
bit equal to 1.

As we know from Section 9.4, the best strategy a classical player has is to
output any sample different from the observed samples. For k = 1, this random
guessing strategy has success probability of ;:—:11, quickly approaching 1/2 for
large n. By repeating the experiment a total of r times, each time with a different
pseudorandom permutation, the probability of success is approximately 1/2". On
the other hand, the quantum player can use our algorithm to obtain !5‘ > from
|S). This strategy succeeds with probability 1 at each of the r rounds. In reality,
the quantum player only needs to succeed with probability > £ + 1/poly(n) at
each round in order to beat the classical player over r = poly(n) rounds. Thus,
the player can tolerate a small rate of noise in the quantum computation. For
example, in the simplistic noise model where each gate fails with probability A, the
overall circuit fidelity is of the order (1 —\)™ where m is the number of gates. The
quantum circuit of Fig. 9.2 only needs O(n) gates and O(logn) circuit depth; the
bottleneck being the n-qubit Toffoli gate, which can be implemented in O(logn)
circuit depth with 1 additional ancilla using the construction from [NZS24].

The preparation of the state |.S) by the referee is computationally more ex-
pensive due to the pseudorandom permutation. As a near-term toy example, one
could use the S-AES protocol, the simpler version of the Advanced Encryption
Standard (AES) family. S-AES uses a block size of 16 bits (as opposed to 128
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bits for AES) and a key size of 16 bits as well (128, 192 or 256 for AES). Though
in this regime, complement sampling is still classically tractable—as it only needs
215 = 32768 distinct samples to solve the problem exactly—it could still display
features of quantum advantage. A proof of concept based on the construction
in [WWL22] requires only 48 qubits, 168 Toffoli gates, 364 CNOT gates and 75
NOT gates. When noise affects the computation, the referee is allowed to use
quantum error detection codes [Kni04] before sending the state |S) to the player.
By discarding circuit runs where an error is detected, the referee is expected to
increase the fidelity of the state preparation. This comes at the cost of introduc-
ing more qubits, gates, and runs, but near-term protocols have shown promising
results with low overheads [SBA24].

We expect that in the first complement sampling experiments all computations
from both referee and player will be performed on the same device. Smart choices
of families of subsets, and the use of circuit optimisations and error detection,
may lead to a NISQable advantage experiment.
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Appendix A

This dissertation’s Complexity Zoo

A.1 Deterministic classes
A.1.1. DEFINITION (P). A promise problem A = (Aygg, Axo) is in P if and only
if there exists a deterministic polynomial-time Turing machine M, which takes
as input a string = € {0, 1}*, such that:

o if v € Ay then M accepts .

o if x € Ay, then M rejects x.

A.1.2. DEFINITION (NP). A promise problem A = (Aygg, Axo) is in NP if and
only if there exists a deterministic polynomial-time Turing machine M and a
polynomial p, where M takes as input a string € {0,1}* and a p(|z|)-bit witness
Yy, such that:

e if 7 € Ayg then there exists a y € {0,1}2(2) such that M accepts (x,y).

e if € Ay, then for every y € {0,1}702) we have that M rejects ().

A.1.3. DEFINITION (NgP). The class NgP is defined analogously to NP, but
where the Turing machine is allowed to run in quasi-polynomial time (i.e., 2P°V1os(m)),

A.1.4. DEFINITION (PSPACE). A promise problem A = (Ayyg, Axo) is in PSPACE
if and only if there exists a deterministic polynomial-space Turing machine M,
which takes as input a string = € {0, 1}*, such that:

o if v € Ay, then M accepts z.

o if x € Ay, then M rejects x.

263
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A.2 Randomized classes

A.2.1. DEFINITION (BPP). A promise problem A = (Aygs, Ayo) is in BPP if and
only if there exists a probabilistic polynomial-time Turing machine M, which
takes as input a string z € {0, 1}*, such that:

o If © € Ay, then M accepts x with probability at least 2/3.

o If x € Ay, then M accepts x with probability at most 1/3.

A.2.2. DEFINITION (PCP[r,q]). A promise problem A = (Ayg, Axo) has a (r, q)-
PCP verifier if there exists a polynomial-time probabilistic Turing machine M,
which takes an input x € {0,1}*, has random access to a string 7 € {0,1}* of
length at most ¢(|z])2"0*D, uses at most 7(|z|) random coins and makes at most
q(]z|) non-adaptive queries to locations of 7, such that:

o If z € Ay, then there is a proof 7 such that M™(z) accepts with certainty.

o If x € Ay, then for all proofs m we have that M™(z) accepts with probability
at most 1/2.

A promise problem A = (Aygs, Axo) belongs to PCP[r, ¢] if and only if it has a
(r,q)-PCP verifier.

A.2.3. DEFINITION (MA). A promise problem A = (Aygg, Ayo) is in MA if and
only if there exists a probabilistic polynomial-time Turing machine M and a
polynomial p, such that M takes as input a string z € {0,1}* and a p(|z|)-bit
witness y and satisfies:

o if x € Ayg, there exists a y € {0,1}70#) such that M accepts (x,y) with
probability at least 2/3.

o if 2 € Ay, then for every y € {0,1}702) M accepts (z,y) with probability
at most 1/3.

A.2.4. DEFINITION (IP[k] and IP). A promise problem A = (Aygg, Axo) is in
IP[k] if and only if there exists a polynomial p and interactive proof system,
involving a probabilistic polynomial-time Turing machine M that is allowed to
exchange k messages of length at most p(|z|) with a computationally unbounded
prover P :{0,1}* — {0,1}*, such that on input x € {0,1}* the following condi-
tions hold:

o If x € Ay, there exists a prover P that causes M to accept with probability
at least 2/3.

o If x € Ay, then for every prover P, M accepts with probability at most
1/3.
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We define IP =, IP[n?].

A.2.5. DEFINITION (AM[k] and AM). For every k, the complexity class AM[k] is
defined as the subset of IP[k] (Definition A.2.4), where the verifier’s message to
the prover consists only of its random coin tosses, and it does not use any further
randomness during the protocol.

A.2.6. DEFINITION (PP). A promise problem A = (Aygg, Axo) is in PP if and
only if there exists a probabilistic polynomial-time Turing machine M, which
takes as input a string x € {0, 1}*, such that:

o If x € Ayys, then M accepts z with probability greater than 1/2.

o If z € Ay, then M accepts = with probability at most 1/2.

A.2.7. REMARK. PP can also be defined as a non-deterministic complexity class
where if x € Ayus, then at least half of the witnesses must be accepted and if
x € Ayo, then strictly fewer than half of the witnesses are accepted.

A.3 Quantum classes

We adopt the convention that, given a circuit U, and an input = € {0,1}", the
statement “U,, accepts z” means that the basis state |z) forms part of a larger
initial state to which U, is applied, and that a single designated output qubit
is measured in the computational basis. The circuit U, is said to accept x if
and only if the measurement outcome is |1). The same convention applies when
other strings y are part of the input to U,. All circuits have access to ancilla
registers initialised to |0™) for some m = poly(n), and the output qubit may
depend arbitrarily on both the input and ancillas.

A.3.1. DEFINITION (BQP). A promise problem A = (Aygs, Avo) is in BQP if
and only if there exists a polynomial ¢ and P-uniform family of quantum circuits
U = {U, : n € N}, where each circuit U, takes as input a string x € {0,1}" and
uses ¢(n) ancilla qubits initialised in [09(™), such that:

o If © € Ay, then U, accepts x with probability at least 2/3.

o If z € Ayo, then U, accepts x with probability at most 1/3.

A.3.2. DEFINITION (QMA). A promise problem A = (Aygs, Axo) is in QMA if
and only if there exist polynomials p, ¢ and P-uniform family of quantum circuits
U = {U, : n € N}, where each circuit U, takes as input a string z € {0,1}", a
p(n)-qubit quantum witness state [), and ¢(n) ancilla qubits initialised in [09()),
such that:
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o If z € Ay, then there exists a quantum witness [¢)) such that U, accepts
(x, 1)) with probability at least 2/3.

o If z € Ay, then for all quantum witnesses |¢), U, accepts (z,|¢)) with
probability at most 1/3.

A.3.3. DEFINITION (QMA(k)). A promise problem A = (Aygs, Ayo) is in QMA(k)
if and only if there exist polynomials p, ¢, a P-uniform family of quantum circuits
U = {U, : n € N} such that each circuit U, takes as input a string x € {0,1}",
k quantum witnesses {|1;) : i € [k]}, each of p(n) qubits, and ¢(n) ancilla qubits
initialised in |07™), such that:

o If x € Ayys, then there exist quantum witnesses [¢1) , ..., [¢x) such that U,
accepts (x, |11) ..., |[¢)) with probability at least 2/3.

o If © € Ay, then for all quantum witnesses [i1),...,|g), U, accepts
(x,|11), ..., |[¢)) with probability at most 1/3.

A.3.4. DEFINITION (QCMA). A promise problem A = (Aygs, Axo) is in QCMA if
and only if there exist polynomials p, ¢ and a P-uniform family of quantum circuits
U = {U, : n € N}, where each circuit U, takes as input a string x € {0,1}",
a classical witness string y of length p(n), and ¢(n) ancilla qubits initialised in
|09 such that:

o if ¥ € Ay, then there exists a classical witness y € {0, 1}p(") such that U,
accepts (z,y) with probability at least 2/3.

e if 7 € Ay, then for all classical witnesses y € {0,1}*™ U, accepts (z,y)
with probability at most 1/3.

A.3.5. DEFINITION (PostBQP). Let G be the universal gate set consisting of
the generators of the Clifford group and the T-gate. A promise problem A =
(Ayes, Axo) is in PostBQP if and only if there exists a polynomial ¢, and a P-
uniform family of polynomial-size quantum circuits U = {U, : n € N}, where
each U, uses only gates from G and takes as input a string = € {0, 1}", such that
the following conditions hold:

e After U, is applied to the initial state [09™) @ |z), the first qubit has a
nonzero probability of being measured as |1).

o If x € Ay, then conditioned on the first qubit being measured as |1), the
second qubit is |1) with probability at least 2/3.

o If x € Ayo, then conditioned on the first qubit being measured as |1), the
second qubit is |1) with probability at most 1/3.
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A.3.6. DEFINITION (SBQP). A promise problem A = (Aygs, Axo) is in SBQP if
and only if there exist polynomials p, ¢ and a P-uniform family of quantum circuits
U = {U, : n € N}, where each circuit U, takes as input a string z € {0,1}", ¢(n)
ancilla qubits initialised in |09™), such that:

o If z € Ay, then U, accepts & with probability at least 272",

o If x € Ay, then U, accepts x with probability at most 27P()~1,






Appendix B

Omitted classification proofs

As all the examples of families of states in Section 3.4 have a classical description
in standard English text from which it can be verified that they indeed belong
to the correct class, we can simply take the function rep(-) to be any standard
text-to-binary converter, e.g., ASCII.

B.1 Clustered product states

We only consider the case where k = O(logn). Being classically evaluatable
directly follows, as commuting expectation values of O(logn)-local observables
only involves matrix-vector products of dimensions poly(n).

We will reduce the question of all the remaining properties for k-clustered
product states to the MPS setting. For k = max;cpm) |Vi| = O(logn), let H4 be
the Hilbert space such that |u) € H 4. We define an extended k-clustered product
state |Uext) € Ha @ Hp as

|Uext> = ® (|UZ>\4 ® |O>®qi) )

1€[m]

where ¢; = 2871Vil | such that tr[|tiexi (Uexs|] = [u)u|. Since k = O(logn), we have
that |uey ) can be viewed as an MPS with local dimension d = 2¥ = poly(n). Being
perfectly samplable and uniformly quantumly preparable then follows directly
from the MPS case.

B.2 Bounded MPS

Perfectly samplable. Let u be an N = 2"-dimensional vector described by an
MPS of n particles, with bounded bond dimension D and local particle dimension
d. We will see that matrix product states are even samplable for any 1 < d <

269
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poly(n), which is crucial to make our reduction from clustered product states
in Appendix B.1.

(i) Let i be the bit representation of i. The algorithm QI simply evaluates
Tr[APV AP A,(f")] for s = 4, which can be done via naive matrix mul-

tiplication in time O(nD?), and thus clearly runs in time O (poly(log N))
when D = O(poly(n)).

(ii) Expectation values of tensor products of 1-local observables can be com-
puted efficiently for an MPS in time O(nd?D?) [VMCO08]. Assuming m is al-
ready known (see item (iii)) and that the MPS is normalized, the algorithm
Q%P works as follows: for each j € {0,1,...,d — 1}, compute the proba-
bility p; that the first qudit is in state j by evaluating the expectation value
of the 1-local projector I1; = |7)(j|,. The algorithm then samples a number
by € {0,1,...,d — 1} according to the distribution {p,}, and computes the
expectation values of the 2-local projectors Iy, ; = |by (b1 |, ®|7)(j|, to obtain
the distribution {py,;}, from which the next bit is sampled. This process is
repeated for all n — 2 remaining sites, yielding a sample b with probability
lup|?. The total time complexity is O(n?*d*D?) = O(poly(log N)), when
d = O(poly(n)) and D = O(poly(n)), as desired.

(iii) The value of m can be computed by evaluating the overlap of the MPS with
itself, which is equivalent to computing the expectation value of a 0-local
observable. This can be done in time O(ndD?).

Classically evaluatable. One can compute the inner product (u|O|u) in time
at most n(2D3yd+ D?*x?d?) for any (even n-local) operator O that admits a matrix
product operator (MPO) decomposition with bond dimension y [Sch11, Oril4].
Since O is k-local, it can be represented by an MPO with bond dimension at
most d¥, so (u|O|u) can be computed in time at most n(2D3d*™ + D2d**2) =
poly(n, D, 2F) when d is constant.

Uniformly quantumly preparable. An MPS on n qubits with bond dimen-
sion D can be prepared efficiently when d = O(1) and D = poly(n) using the
techniques from [SSV*105].

B.3 Constant depth quantum circuits

Approximately samplable. In [TDO04], it was shown that the ability to per-
form approximate weak sampling from the output of a constant-depth quantum
circuit up to relative error 0 < £ < 1/3 implies that BQP € AM. This means that,
under the same condition, constant-depth quantum circuits are not -samplable
for any £ < 1/3.
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Classically evaluatable. We have that (u|O |u) = (0| UTOU |0), where UTOU
is a k2'-local observable (via a light-cone argument). Hence, we can compute
(0| UTOU |0) in time O (ZO(W) - poly(n)), which is poly(2¥) if ¢t = O(1).

Uniformly quantumly preparable. This holds by definition.

B.4 2D isoTNS

Samplable. This follows from the next argument for approximately classically
evaluatable states and Proposition 3.5.10.

Approximately classically evaluatable. It is shown in [MT25] that comput-
ing expectation values of a 2D isoTNS up to constant additive error is BQP-hard,
so this would not be possible under the assumption that BPP # BQP.

Uniformly quantumly preparable. This is shown in [SC21] and [MT25].

B.5 PEPS

It is known that computing the expectation values of local observables given the
description of a PEPS is #P-hard, and that preparing PEPS as a quantum state is
PostBQP-hard [SWVCO07], which means that under the assumption #P # FBPP,
PEPS are not samplable or approximately classically evaluatable. Additionally,
under the assumption that PP ¢ BQP (noting that PP = PostBQP [Aar05]),
PEPS are not uniformly quantumly preparable.






Appendix C

Classical energy estimation with
classically evaluatable states

In this appendix, we present an alternative algorithm to the one proposed in [GL22]
for GLH(k, a,b, () and GaLH(k, a,b, (), in the setting where the guiding state is
classically evaluatable rather than samplable. Besides the assumed access model,
our algorithm also differs from the one proposed in [GL22] in two additional ways:

e We focus on local Hamiltonians rather than arbitrary sparse complex ma-
trices. This simplifies the algorithm, as functions applied to such Hamil-
tonians can be interpreted directly in terms of their spectrum, rather than
their singular values.

e We further simplify the algorithm by tailoring it to ground state decision
problems, as opposed to estimation problems.

We introduce and analyse the complexity of the spectral amplification algo-

rithm in Appendix C.1, and discuss how, together with the results in Chapter 4,
it has certain implications for the quantum PCP conjecture (see Chapter 6).

C.1 Low-energy projectors via spectral amplifi-
cation
Let H = Zie[m} H; be a Hamiltonian on n qubits, where each H; is an at most k-

local Hermitian operator, and assume ||H|| < 1. Since H is Hermitian, it admits
a spectral decomposition:

H = Z Ai [l

273



274 Appendiz C. Classical energy estimation with classically evaluatable states

where \; € [—1,1] are the eigenvalues, and [¢);) the corresponding eigenvectors.
Let P € R[z] be a polynomial of degree d, written as

P(x) = ag + a1z + - - - + aqz’.
We define the polynomial spectral amplification of H with respect to P as
PH)=ayl +a H + -+ agH*

—ZP ) [iXeil

where we used that H* = >". A¥|y;)¢y;] for all k > 0. For any a € [—1,1], we
define the low-energy projector of H as

o, = Z WZXTM (C-l)

{’L)\,L SCM}

Note that for any a > Ao, we have Il Il, = II1,Il,s = I, where Il denotes the
projection onto the ground space of H. The operator I, can in pr1n01ple be used
to solve CGaLH(k,a,b, () by computing ||IL, \u>|]2 for a = a, given a classically

evaluatable state |u):

e In the YES-case, there exists a classically evaluatable state |u) such that
2 2
Mo fu)]|” > [T [} [~ = €.

e In the NO-case, by the promise, all eigenvalues of H are greater than a,
hence II, = 0, and so ||TI, [u)|* = 0 for any state |u).

Thus, the two cases are separated by a gap of at least (.

However, there are two complications: (1) an efficient classical description of
I1, is unlikely to exist, and (2) even if it did, II, is generally not k-local, meaning
the quantity ||II, |u)||* may not be efficiently computable.

The idea is now to approximate the low-energy projector II, by a polynomial
in H. Observe that 11, can be written exactly as

1
II, = 5 (I —sgn(H — al)),

where sgn(z) is the sign function, defined for x € R as

1 if x >0,
sgn(z) =¢0 ifz=0,
-1 ifzx<0.

Thus, I, acts as a step function that projects onto the eigenspaces with eigen-
values at most . The sign function is discontinuous, so it cannot be represented
exactly by a polynomial. However, we can approximate it pointwise using tech-
niques from [HC17], where polynomial approximations to sgn(z) on a bounded
domain are constructed with a small error outside a small transition region, as
indicated by the following lemma:
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C.1.1. LEmMA ([HC17)). For all &' > 0 and € € (0,1/2), there exists an ef-
ficiently computable odd polynomial P € Rlx] of degree d = O (bg(&;,/el)» such
that:

o forallx €[—2,2], |P(x)| <1, and

o forallx € [—2,2]\ (=¢,0"), |P(x) —sgn(z)| < €.

It is known that Lemma C.1.1 is optimal in its parameters ¢ and ¢ for the
required conditions [HC17].

Since Lemma C.1.1 holds over the entire interval [—2, 2], choosing any « €
[—1, 1] and scaling the sgn(x) function by a factor of 1/2 ensures that the approxi-
mation error is at most €/2. Define g,(z) : R — [0,1] as go(z) = (1 —sgn(z—a)),
and let @, € R[z] be a degree-d polynomial approximating it. Note that @, can
be written as a shifted version of the polynomial P from Lemma C.1.1, i.e.,
Qao(z) = 3(1 — P(z — a)). We define I, = Q.(H) as the polynomial approxi-
mation to the low-energy projector II,. Although II, is Hermitian (since it is a
polynomial in the Hermitian operator H), it is not a true projector; generally,
we would have I12 # II,. Replacing II, by I, in the expression |[II, |u) ||, we
obtain

= \/ (u| TIMLs u) = (u| II3 |u) = (ul (Qa(H))? [u) -

This implies that we must compute expectation values of H up to degree 2d.
The next lemma will provide an upper bound on the number of such evaluations
needed to compute this expression.

C.1.2. LEMMA. Letu € C*', and let H = Zie[m] H; be an n-qubit Hamiltonian,
where each H; is k-local and m > 2. Let P(z) be a polynomial of degree d.
Then, the expectation value {(u| P(H) |u) can be written as a sum of O(m?) terms
(u] Oj |uy, where each observable O; is at most kd-local.

Proof:
We begin by expanding the polynomial:

d

(ul P(H) [u) =) ay (ul H' |u) .

=0

Each power H! is given by
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which expands into at most m! terms. Each such term is a product of [ k-local
operators, and so acts non-trivially on at most kil qubits. To ensure Hermiticity
of the expectation values, observe that for every non-Hermitian monomial ) =

H;, - -+ H,,, its Hermitian conjugate Q' = H;, - - - H;, also appears in the expansion.
Hence, we can group each such pair and consider the Hermitian observable:

A 1

0=5@Q+Q, (€2

which remains kl-local and has operator norm at most 1. The terms where all
H;, commute trivially are already Hermitian. Therefore, each (u| H' |u) can be
written as a weighted sum of at most m! expectation values of Hermitian kl-local
observables O;, where we multiply the computed expectation value by a factor
of 2 when it is of the form of Eq. (C.2). The total number of such expectation
values across all powers [ is bounded by

d d d
l_m(m—l)_m—l_ J
;m_ i e v e LR

assuming m > 2. O

All that remains to show is that, for a constant promise gap ¢, a sufficiently
good approximation II, with an appropriate choice of o ensures that we can still
distinguish between the two cases in the CGaLH(H, a, () problem in polynomial
(resp. quasi-polynomial) time in m, when ¢ = Q(1) (resp. ¢ = 1/poly(n)).

C.1.3. THEOREM. Let H = Zie[m]

and let desc(u) be a description of a classically evaluatable state |u) € C*". Let
a,b € [—1,1] such that b—a > § for some § > 0, and let ¢ € (0,1]. Consider the
following two cases, with the promise that one holds:

(i) H has an eigenvalue < a, and ||l W) |* > ¢;

H; be a Hamiltonian on n qubits, m > 2,

(i1) all eigenvalues of H are > b.

Then there exists a classical algorithm that distinguishes between cases (1) and (ii)

usIng
O (mC(log(l/C)/ﬁ))

computations of local expectation values, for some universal constant ¢ > 0.

Proof: 3
Set a := 2 ¢ :=§/2, € := (/10, and d := O(log(1/€')/¢"). Let I, := Qqa(H),
where @), is the polynomial of degree d approximating the low-energy projector

I, = (1 —sgn(H — al)), where sgn(-) is approximated as per Lemma C.1.1.

2
, which requires computing expectation values of

We want to evaluate Hfla \u>’

(Qua(H))?, which is a degree-2d polynomial in H. We proceed as follows:
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1. Compute ||Qq(H) |u)]|.
2. If |Qu(H) [u)||” > ¢, output (i); otherwise, output (ii).

By Lemma C.1.2, this requires at most O (m®°s(1/9)/9)) computations of expec-
tation values of local observables, for some universal constant ¢ > 0. Since |u) is
classically evaluatable and the observables are at most kd-local Hermitian opera-
tors with efficiently computable matrix elements, each expectation value (u| O; |u)
can be computed efficiently.

We now prove correctness. Since Q,(H) is a real polynomial in the Hermitian
operator H, it is Hermitian and has the same eigenvectors as H, with eigenvalues
given by Q. (\;) for each eigenvalue \; of H. Hence, we can write

ZQa ) Wil

which means that

1Qa(H) [u)|* = (ul (Qa(H ZQa D] (Wilu) 2.

Case (i): Since [Tl |u)]|> > ¢, and for each i such that \; < a, we have
that Lemma C.1.1 guarantees Q,()\;)* > (1 — ¢/20)?. Hence,

1Qa (H) [u)]* —ZQaz (Wilu) |*

(1——) S| (il

X <a

C 2
<1—%) ¢

Since ¢ € (0, 1], this can lower bounded further as

¢ _ ¢ ¢ ¢ 9
<1——)C <—E+E>C2(1—E><21—OC-

Case (ii): All eigenvalues satisfy \; > b, so Q. ()% < (¢/20)?. Hence,

2
2= IS
Therefore, the gap between the two cases is at least
9 ¢?
D s 319

400 — 10 400
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which is inverse polynomial in n whenever ( > 1/poly(n), concluding the proof.
O

The following corollary follows straightforwardly from Theorem C.1.3:

C.1.4. COROLLARY. For any k = O(logn), any constant § € (0,1] such that
b—a =24, and any constant ¢ € (0,1], we have that CGaLH(k,a,b,() is in NP.
If instead ¢ > 1/poly(n) holds, then CGaLH(k,a,b,() is in NqP.

C.2 Implications to the quantum PCP conjec-
ture

For readers unfamiliar with the quantum PCP conjecture, we recommend first
reviewing Section 1.2.1 or Section 6.1.

C.2.1 Gap amplification

We consider the implications of the above sections on the possibility of gap ampli-
fication for local Hamiltonian problems. The following corollary follows from The-
orem C.1.3 and Theorem 4.4.4.

C.2.1. COROLLARY (No-go results for gap amplification). There cannot exist:

1. A polynomial-time reduction which maps any instance of CGaLH(k,a,b, ()
with k > 2, some constant ¢ > 0, and b — a = 1/poly(n) to an instance of
CGaLH(K',a', b, (") with k' > 2, some constant (' >0, and V/ —a’ = (1),

unless QCMA = NP, and

2. A quasi-polynomial-time reduction which maps any instance of CGaLH(k, a, b, ()
with k > 2, ¢ = 1/poly(n), and b — a = 1/poly(n) to an instance of
CGaLH(K',a’, b, (") with k' > 2, (' = 1/poly(n), and b’ —a’ = Q(1),

unless QCMA C NgP.

One can also interpret the no-go results for gap amplification (Points 1 and 2
in the above corollary) in a more general setting: if one seeks to prove the QPCP
conjecture through a gap amplification procedure a la Dinur’s [Din07], the pro-
cedure must necessarily fail to preserve classically evaluatability—it cannot even
maintain inverse-polynomial fidelity with such states—unless it simultaneously
shows that QCMA = NP (or QCMA C NgP, which is also very unlikely). Hence,
this result can be viewed as a QCMA-analogue of the result from Aharonov and
Grilo [ABG19], who showed that the existence of quantum gap amplification
procedures that preserve stoquasticity would imply NP = MA. We believe this



C.2. Implications to the quantum PCP conjecture 279

constitutes a significant obstacle to constructing a quantum gap amplification
procedure, as many of the existing Hamiltonian gadget constructions do indeed
preserve classical evaluatability—this was precisely what we exploited in Sec-
tion 4.6.3 to extend the hardness results to a large number of different families of
Hamiltonians.

C.2.2 No low-energy classically evaluatable states

We close by formulating a new conjecture, which we call the no low-energy
classically-evaluatable states (NLCES) conjecture. This can be viewed as a strength-
ening of the NLTS theorem, or as an alternative to the NLSS conjecture of [GL22]
in light of our results. It must hold if the quantum PCP conjecture is true and
QMA £ NP.

C.2.2. CONJECTURE (NLCES). There ezists a family of local Hamiltonians { H,, :
n € Z.}, where each H, acts on n qubits, and a constant > 0, such that

for sufficiently large integer n, for all classically evaluatable states |u) € C*" as
per Definition 3.5.5, it holds that

(u| Hy, Ju) > Xo(H,) + B.

Taking into account our results on the containment of the constant-gapped clas-
sically guidable local Hamiltonian problem in NP—in particular the insight that
what really matters is the fidelity of a classically evaluatable state with the low-
energy subspace of the Hamiltonian, rather than its energy expectation—we pro-
pose a stronger variant of the NLCES conjecture, which must also hold if the
quantum PCP conjecture is true.

C.2.3. CONJECTURE (Strong-NLCES). There ezists a family of local Hamiltoni-
ans {H, : n € Z,}, where each H, acts on n qubits, and a constant > 0, such
that for sufficiently large integer n, for all classically evaluatable states |u) € C*"
as per Definition 3.5.5, we have

M 1,45 ) [I* = o(1/poly(n)),

where Iy (x,)+3 denotes the projector onto the subspace spanned by eigenvectors
of H, with energy less than A\o(H,) + 3.

Note that the NLCES conjecture is strictly weaker than the Strong-NLCES con-
jecture, and that neither necessarily implies the QPCP conjecture.
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Samenvatting

Deze dissertatie onderzoekt de wisselwerking tussen kwantum- en klassieke com-
putationele middelen vanuit het perspectief van de computationele complexiteit-
stheorie. De tekst is opgebouwd uit drie delen, die elk een ander aspect van dit
onderwerp behandelen.

Deel I richt zich op laag-energetische toestanden van kwantumsystemen, die
een belangrijke rol spelen in kwantumveeldeeltjessystemen en kwantumchemie.
We bestuderen de complexiteit van het schatten van grondtoestands- en aanges-
lagen energieniveaus van lokale Hamiltonianen, gegeven toegang tot een zoge-
naamde hulptoestand met niet-verwaarloosbare overlap met de relevante eigen-
subruimte. In Hoofdstuk 3 formaliseren we verschillende toegangstypen tot zulke
hulptoestanden en onderzoeken we hun eigenschappen en onderlinge relaties. In
Hoofdstuk 4 tonen we aan dat deze taak voor bepaalde fysisch gemotiveerde 2-
lokale Hamiltonianen BQP-compleet is voor een breed scala aan parameters. We
laten ook zien dat, wanneer we slechts het bestaan van de hulptoestand veronder-
stellen (zonder expliciete toegang ertoe), het probleem QCMA-compleet wordt.
Onder gebruikelijke aannames in de computationele complexiteitstheorie laten
deze resultaten zien dat er een praktisch gemotiveerde setting bestaat, in de con-
text van het berekenen van grondtoestandsenergieniveaus, waarin kwantumcom-
puters aantoonbaar superpolynomiaal efficiénter zijn dan klassieke computers. In
Hoofdstuk 5 onderzoeken we of beschrijvingen van grondtoestanden kunnen wor-
den verkregen met toegang tot een QMA-orakel. In de meest algemene vorm komt
dit neer op het vinden van een kwantumbewijs voor een willekeurig probleem in
QMA. Hoewel bekend is dat dit niet mogelijk is ten opzichte van een orakel,
tonen we aan dat het wel mogelijk is om klassieke benaderingen van alle lokale
gereduceerde dichtheidsmatrices van een bijna-optimaal bewijs te berekenen met
een efficiént klassiek algoritme dat toegang heeft tot een QMA-orakel.

Deel II richt zich op kwantum-probabilistisch verifieerbare bewijssystemen
(QPCP-systemen). In Hoofdstuk 6 definiéren we een algemene klasse van QPCP’s
waarin adaptiviteit en meerdere niet-verstrengelde bewijzen zijn toegestaan. Via
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kwantumreducties tonen we aan dat deze systemen equivalent zijn aan lokale
Hamiltoniaanproblemen met een constante beloftescheiding. Hieruit volgt onder
meer dat adaptiviteit geen extra kracht toevoegt in dit model, en dat constante-
query QPCP’s voor QMA(2) impliceren dat QMA = QMA(2). In Hoofdstuk 7
bestuderen we kwantum-klassicke PCP’s (QCPCP’s), waarin een kwantumver-
ificerder ofwel klassieke ofwel kwantumqueries mag uitvoeren naar een klassiek
bewijs. We tonen aan dat elke constante kwantum-query QCPCP met inverse-
polynoom beloftescheiding kan worden gesimuleerd door een klassieke constante-
query QCPCP met constante beloftescheiding. De corresponderende klasse van
problemen ligt in BQ - NP, de klasse van belofteproblemen die via een kwantum-
reductie herleidbaar zijn tot 3-SAT. Deze resultaten geven sterke aanwijzingen
dat het onwaarschijnlijk is dat alle problemen in QCMA kunnen worden opgelost
met behulp van kwantum-klassieke PCP’s.

Deel III onderzoekt alternatieve complexiteitsmaten, in het bijzonder unitaire
querycomplexiteit en samplecomplexiteit. In Hoofdstuk 8 introduceren we een
algemene techniek om ondergrenzen te bewijzen voor unitaire querycomplexiteit
via reducties naar unitaire kanaaldiscriminatie. Deze techniek blijft geldig in
de aanwezigheid van kwantumadvies of -bewijzen. Als direct gevolg tonen we
het bestaan aan van kwantumorakels ten opzichte waarvan QMA(2) 7 SBQP en
QMA /qpoly 7 SBQP. In Hoofdstuk 9 introduceren en analyseren we een zo-
genaamde complement sampling-taak, waarvoor we aantonen dat een klassieke
computer een exponentieel aantal samples nodig heeft, terwijl een kwantumcom-
puter de taak kan oplossen met slechts één kwantumsample. Dit resulteert in
de maximaal mogelijke scheiding tussen klassieke en kwantum samplecomplex-
iteit. Daarnaast laten we zien dat, onder standaard cryptografische aannames, de
taak efficiént verifieerbaar is, klassiek moeilijk is en uitvoerbaar is op relatief een-
voudige kwantumapparatuur. Hiermee bieden we een nieuw scenario waarin quan-
tumtechnologie taken kan uitvoeren die klassiek praktisch onuitvoerbaar zijn.



Abstract

This dissertation studies the interplay between quantum and classical compu-
tational resources through the lens of computational complexity theory. It is
structured in three parts, each addressing a different aspect of this topic.

Part I considers low-energy states of quantum systems, which play an im-
portant role in quantum many-body physics and quantum chemistry. We study
the complexity of estimating ground and excited state energies of local Hamil-
tonians, given access to a guiding state promised to have non-negligible overlap
with the relevant eigenspace. In Chapter 3, we formalize access models for such
guiding states and study some of their properties and relations. In Chapter 4, we
show that, for certain physically motivated 2-local Hamiltonians, this task is BQP-
complete for a large range of input parameter settings. If the guiding state is only
promised to exist, we show that the problem becomes QCMA-complete. Under
standard complexity-theoretic assumptions, these results establish a well-defined,
practically motivated setting in which quantum computers are provably super-
polynomially more efficient than classical ones. In Chapter 5, we ask whether
approximate descriptions of ground states can be obtained given QMA oracle ac-
cess. In the fully general setting, this would correspond to finding a near-optimal
quantum witness for any problem in QMA. Whilst this is known not to be possible
relative to an oracle, we prove that it is possible to compute classical approxima-
tions of all low-locality reduced density matrices of a near-optimal witness, using
a classical polynomial-time algorithm with such oracle access.

Part II focuses on quantum probabilistically checkable proof (QPCP) systems.
In Chapter 6, we define a general class of QPCPs, allowing adaptivity and multiple
unentangled provers. We show, via quantum reductions, that they are equivalent
to constant-gap local Hamiltonian problems. As a consequence, we prove that
adaptivity does not increase verifier power in this model, and that constant-
query multi-prover QPCPs for QMA(2) imply QMA = QMA(2). In Chapter 7, we
study quantum-—classical PCPs (QCPCPs), where a quantum verifier has either
classical or quantum query access to a classical proof. We prove that any constant
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quantum-query QCPCP with inverse-polynomial promise gap can be simulated
by a constant-classical-query QCPCP with constant promise gap, and that the
corresponding class of problems lies in BQ - NP, the class of all promise problems
that have a quantum reduction to 3-SAT. This gives strong evidence that the
power of QCMA cannot be captured by a quantum-—classical PCP.

Part IIT explores alternative complexity measures, namely unitary query com-
plexity and sample complexity. In Chapter 8, we develop a general technique for
proving lower bounds on unitary query complexity using reductions to unitary
channel discrimination, which also apply in the presence of quantum advice or
proofs. As a direct corollary of our technique, we show that there exist quantum
oracles relative to which QMA(2) 2 SBQP and QMA/gpoly » SBQP. In Chap-
ter 9, we introduce and study a sample-to-sample task called complement sam-
pling. We show that classically, this task requires an exponential number of
classical samples, whilst a quantum computer can solve it using only a single
quantum sample—resulting in the largest possible separation between classical
and quantum sample complexity. We also argue that, under standard crypto-
graphic assumptions, the task is efficiently verifiable, classically hard, and feasi-
ble on near-term quantum devices, providing a new path to “quantum resource
advantage”.
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