MOREA: a GPU-accelerated Evolutionary Algorithm for
Multi-Objective Deformable Registration of 3D Medical Images

Georgios Andreadis
Leiden University Medical Center
Leiden, The Netherlands
G.Andreadis@lumc.nl

ABSTRACT

Finding a realistic deformation that transforms one image into
another, in case large deformations are required, is considered
a key challenge in medical image analysis. Having a proper im-
age registration approach to achieve this could unleash a number
of applications requiring information to be transferred between
images. Clinical adoption is currently hampered by many exist-
ing methods requiring extensive configuration effort before each
use, or not being able to (realistically) capture large deformations.
A recent multi-objective approach that uses the Multi-Objective
Real-Valued Gene-pool Optimal Mixing Evolutionary Algorithm
(MO-RV-GOMEA) and a dual-dynamic mesh transformation model
has shown promise, exposing the trade-offs inherent to image reg-
istration problems and modeling large deformations in 2D. This
work builds on this promise and introduces MOREA: the first evo-
lutionary algorithm-based multi-objective approach to deformable
registration of 3D images capable of tackling large deformations.
MOREA includes a 3D biomechanical mesh model for physical plau-
sibility and is fully GPU-accelerated. We compare MOREA to two
state-of-the-art approaches on abdominal CT scans of 4 cervical
cancer patients, with the latter two approaches configured for the
best results per patient. Without requiring per-patient configura-
tion, MOREA significantly outperforms these approaches on 3 of
the 4 patients that represent the most difficult cases.
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1 INTRODUCTION

In recent decades, the field of radiation oncology has experienced
rapid developments. Key to its modern practice are medical images
acquired before, during, and after treatment. Although these im-
ages are already guiding clinical decision-making in many ways,
the transfer of information between multiple images that feature
large deformations or content mismatches has proven to be a hard
challenge and has eluded widespread clinical adoption. In general,
the challenge of Deformable Image Registration (DIR) is to find a
realistic transformation that matches two or more image spaces
to each other, as illustrated in Figure 1. Given this transformation,
other metadata could be transferred between images, such as anno-
tated contours [26] or 3D radiation dose distributions [28], opening
up opportunities to make radiation treatment more precise [15].

The DIR problem consists of three main objectives: an image-
based objective (for a visual comparison), a contour-based objective
(for an assessment of object contour overlap), and a realism-based
objective (to measure the energy required to perform the defor-
mation). These objectives are conflicting, especially when large
deformations and content mismatches are at play [1]. DIR is there-
fore an inherently multi-objective problem, making Evolutionary
Algorithms (EAs) well-suited for its optimization [18].

A diverse set of approaches to DIR has emerged [5, 16, 40]. These
all take a single-objective approach, requiring the user to choose
the weights associated with the optimization objectives for each
use, a priori. This can however hinder clinical adoption, since it has
been shown that choosing good weights (and other parameters) for
specific patients is difficult in general and can strongly influence
registration quality [31]. Even when configured for the best results,
many existing approaches struggle with large deformations and
content mismatches between images because of limitations of their
underlying transformation models and (often gradient-descent-
based) optimization techniques. This shortcoming forms a second
obstacle to their translation into clinical workflows. Therefore, there
still is a need for a DIR approach that does not require a priori
objective weight configuration and can tackle large deformations.

(a) Source image (b) Target image  (c) Example registration

Figure 1: Illustration of two images with large deformations
and an example of a deformable image registration with
MOREA’s dual-dynamic mesh transformation model.
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The need to configure objective weights a priori has previously
been addressed by taking a multi-objective approach [2]. This re-
moves the need to select weights for the optimization objectives in a
scalarized problem formulation a priori, since a set of solutions can
be produced that appropriately represents the trade-off between
different conflicting objectives, allowing the user to select a solu-
tion from this set, a posteriori. To overcome the second obstacle, a
flexible dual-dynamic triangular mesh transformation model that
allows for inverse-consistent, biomechanical registration has been
introduced [3]. This model can match structures on both images to
capture large deformations. The Multi-Objective Real-Valued Gene-
pool Optimal Mixing Evolutionary Algorithm (MO-RV-GOMEA)
has proven to be effective at performing DIR with this model for
2D images by decomposing the problem into local, partial evalu-
ations [9]. The Graphics Processing Unit (GPU) is exceptionally
well-suited to execute these partial evaluations in parallel, yielding
significant speed-ups [11]. Recently, first steps have been taken to
extend this GPU-accelerated approach to 3D images [4], for which
the benefits of partial evaluations may be even greater due to the
increase in the amount of image information, leading to more, but
also costlier partial evaluations. While this extended approach has
been shown to be capable of solving simple registration problems
of single objects, it misses several crucial components required to
tackle clinical problems that feature multiple interacting objects.

In this work, we therefore introduce MOREA, the first EA-based
Multi-Objective Registration approach capable of registering 3D im-
ages with large deformations using a biomechanical model, without
requiring a priori configuration of objective weights. We summarize
the motivation for our approach and its main contributions, below:

o One needs complex, biomechanical models to solve im-
portant, but difficult, problems in deformable medical im-
age registration, especially for 3D medical imaging scans
including multiple organs;

o As this induces complex, non-convex, multi-objective
optimization problems, one needs modern, GPU-
parallelizable EAs to do this at a clinically relevant scale;

o This work achieves all this for the first time—prior work

does not scale due to several missing components;

Our approach outperforms state-of-the-art alternative

approaches on real-world complex clinical cases.

DEFORMABLE IMAGE REGISTRATION FOR
LARGE DEFORMATIONS

In this section, we define the DIR optimization problem (Section 2.1)
and examine existing approaches (Section 2.2).

2.1 Problem Definition

The problem of DIR for a pair of 2 images is to find a non-rigid
transformation T that deforms a source image I; to match a tar-
get image I; as closely as possible [35]. We distinguish between
unidirectional and symmetric registration: in unidirectional registra-
tion, only T(I5) ~ I; is optimized, while in symmetric registration,
T’ (Iy) = I is also optimized [35]. This can improve the physical
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viability of the registration. Another desirable distinction for reg-
istrations is inverse-consistency [35], guaranteeing a one-to-one
correspondence between any point in the source image and its
corresponding point in the target image.

Registrations can generally be evaluated according to three
classes of quality metrics. Image intensity metrics compare the pre-
dicted voxel intensity values of T(I) to the voxel intensity values
of I;, using metrics such as cross-correlation or mutual informa-
tion [23]. Contour metrics judge registration accuracy by applying
T to pairs of sets of points, representing contours (Cs and C;), and
computing the distances between those point sets. One example is
the Chamfer distance [19]: for each pair (Cs, C;), the longest mini-
mum distance is calculated between points in T(Cs) and any point
in C;. DIR approaches can also use these contours at initialization
time, to build transformation models for use during optimization.
Finally, deformation magnitude metrics express registration realism
by measuring the force needed to apply the deformation, using a
physical model of the image space [20]. This can serve as a regular-
ization mechanism, discouraging the registration to overfit.

2.2 Related Work

These three quality metrics are conflicting objectives that form a
trade-off [1]. A number of single-objective registration approaches
have emerged in recent years, typically attempting to deal with this
trade-off by exploring different objective scalarizations. This how-
ever has the downside of having to set objective weights, a priori.
We categorize these existing approaches broadly according to the
above defined classes of quality metrics, into classes of approaches
mainly optimizing for (1) intensity match, (2) contour match, and
(3) both matches simultaneously. These and other features are com-
pared for selected prominent approaches in Table 1.

An example of the first class, optimizing for intensity match, is
the Elastix toolbox [24]. It uses a B-spline based transformation
model, which uses Bézier curves to model physical space. With this
model, Elastix optimizes for intensity, regularized by deformation
magnitude metrics. While this is a good fit for many applications,
we observe that registering more complex, large deformations with
local discontinuities (such as studied in this work) can be difficult.
The ANTSs SyN registration approach [5] was conceived to model
such large deformations, featuring symmetric, inverse-consistent,
and intensity-based registration using time-varying velocity fields.
A third intensity-based approach is the Demons algorithm [37], us-
ing principles from optical flow and Maxwell’s Demons for inverse-
consistent registration. A more recent version of this approach also
has a mechanism to handle content mismatch between images [29].
Both the ANTs and Demons approach can in theory flexibly model
large deformations, but lack biomechanical modeling capabilities
and only operate on image intensity. This can hamper reliably
producing anatomically valid registrations [26].

This is one reason to consider the second class of approaches.
One of these approaches is the Thin-Plate Splines Robust Point
Matching approach (TPS-RPM), which deforms contours using a
thin-plate spline model [17]. Subsequent work validated this on
an abdominal test case, registering a deforming bladder and two
surrounding organs [39]. There is also a symmetric version of TPS-
RPM, which improves robustness on large deformations [7]. Work
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Elastix [24] ANTs SyN [5] Demons [37] TPS-RPM [17] ANACONDA [40] MORFEUS [16] MOREA (this work)

Feature

Image-based v v 4
Contour-based X X X
Biomechanical X X X
Multi-objective X X X

X v X 4
v v v 4
X X 4 v
X X X 4

Table 1: Comparison of selected prominent existing DIR approaches by supported registration features.

conducted in parallel also applies a similar model to contours for ab-
dominal registration problems [34]. While large deformations can
be modeled, the biomechanical plausibility of the transformation is
not guaranteed, and objective weights still require configuration.
Another contour-based approach is MORFEUS [16], which registers
a mesh representation of imaged objects using a Finite Element
Method (FEM) solver. It has shown promising results on brachyther-
apy applications in the abdomen [32]. Although MORFEUS uses
a biomechanical model, which improves realism, it does not take
image intensities into account, thus losing detail between object
surfaces and relying too heavily on (user-supplied) contours.

Recent work has targeted this shortcoming by proposing a com-
bined contour-based and image-based approach: the ANAtomically
CONstrained Deformation Algorithm (ANACONDA) [40] optimizes
a fixed scalarization of image and contour terms by using the quasi-
Newton algorithm. This approach however lacks biomechanical
modeling, and also introduces yet another parameter to configure.
Other hybrid attempts have also emerged, such as a combination
of the Demons approach with local FEM meshes [42], or the use
of an image-based registration step to derive tissue elasticities that
are later used in an FEM-based registration approach [25].

In general, we see a gap: an approach that includes all registra-
tion aspects in one model. As Table 1 shows, we target this gap
with MOREA by being both image-based and contour-based, fea-
turing biomechanical modeling, and exploiting the multi-objective
nature of the DIR problem. These novelties are made possible by
the flexibility and robustness of EAs, which are well-suited to opti-
mize non-differentiable, multi-objective problems. Additionally, the
objective functions include millions of image voxel values and are
therefore expensive to compute, calling for hardware acceleration.
Modern model-based EAs such as MO-RV-GOMEA feature excel-
lent GPU compatibility, making them a good fit for this problem.

3 MO-RV-GOMEA

The structure of Black-Box Optimization (BBO) problems only gets
revealed through repeated function evaluations. Gray-Box Opti-
mization (GBO) problems, on the other hand, have a (partly) known
problem structure, which can be exploited during optimization. The
GOMEA suite of EAs has proven to be exceptionally well suited
for efficiently solving both benchmark and real-world GBO prob-
lems [36]. Its extension to multi-objective, real-valued problems,
MO-RV-GOMEA [10], has even found real-world adoption in clini-
cal practice for prostate brachytherapy treatment planning [6, 12].
We give an overview of the key working principles of MO-RV-
GOMEA here. A detailed description may be found in literature [13].

Non-dominated solutions are preserved across generations in an
elitist archive with a pre-specified capacity [27]. Each generation
starts with the selection of a subset of non-dominated solutions from
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the current population. This selection is clustered into k equally
sized clusters. For each cluster, MO-RV-GOMEA employs a linkage
model that describes dependence relations between variables using
a set of dependent variable sets, called Family of Subset (FOS) ele-
ments. This linkage model can be learned during optimization in a
BBO setting, but in MOREA, we employ a static linkage model based
on topological proximity of variables (see Section 4.2.1). Variation
then proceeds by considering variables in FOS elements jointly in
a procedure called optimal mixing. In this step, distributions are
estimated for each FOS element in each cluster, and new, partial
solutions are sampled from these distributions. Newly sampled
partial solutions are evaluated and accepted if their insertion into
the parent solution results in a solution that dominates the parent
solution or that is non-dominated in the elitist archive.

4 APPROACH

The approach outlined in this work builds on the recently pro-
posed multi-objective approach for 3D images [4]. In this section,
we present the new techniques we have added, in modeling the
problem (Section 4.1), initializing the population of solutions (Sec-
tion 4.2), and optimizing the deformations (Section 4.3).

4.1 Modeling

4.1.1 Enhancing realism with tissue-specific elasticities. Adjacent
work has indicated that using tissue-specific elasticities, instead of
assuming one homogeneous elasticity for the entire image region,
can enhance the realism of resulting deformations [32, 41]. Follow-
ing this insight, we extend the deformation magnitude objective
used in existing work [4] by computing an elasticity factor for each
tetrahedron, based on its underlying image region. Implementation
details for this computation are provided in Appendix A of the
supplementary material. We observe in exploratory experiments
that this leads to better registration outcomes (see Appendix C.3.1).

To compute the deformation magnitude objective, we consider
all corresponding edges es and e; of each tetrahedron § € A, be-
longing to the mesh on the source image and the mesh on the target
image, respectively. This includes 4 spoke edges that better capture
flattening motion, giving a total of 10 edges per tetrahedron [4].
Given the tetrahedron-specific elasticity constant cg, the objective
is computed as follows:

1 2
Fragnitade = o7 2| 25 eollesl = lletl)

S€A | (es,er)€Es

4.1.2  Robustly estimating image similarity. The intensity objective
we use is defined as a voxel-to-voxel comparison by taking the sum
of squared intensity differences, with special handling for compar-
isons of foreground (i.e., non-zero intensity) and background (i.e.,
zero intensity) voxels. We use a random sampling technique that is
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well-suited for GPU acceleration (defined in detail in Appendix A).
Using the set of all sampled image points on both images, Ps and
Py, and image intensities of source image I and target image I, the
objective is defined as follows:

1
ﬁntensity = m Z h(ps,T(Ps)) + Z h(Pt,T/(pt))
S | pseps prEP,
(ps = pt)? ps>O0Ap; >0
h(ps, pt) =40 ps=0Apr =0
1 otherwise

4.1.3 Approximating the guidance error. In contrast to previous
work where an exact guidance measure was used as one of the ob-
jectives [4], in this work we have opted to introduce a measure that
is an approximation thereof that can be much more efficiently com-
puted using the GPU-accelerated sampling method that we already
use for the calculation of the values for the image similarity objec-
tive. Preliminary experiments showed very similar results (when
looking at the voxel displacement fields), also because a perfect
guidance error is not necessarily the best solution. In Appendix A,
we provide details regarding the implementation.

MOREA’s guidance objective is computed at positions Ps and
Py, using the set G of all point set pairs (Cs, C;); and the minimal
point-to-point-set distance d(p, C). The total number of guidance
points is indicated as |Gs| and |G|, and a truncation radius as r.
The guidance objective is now defined as follows:

1
feuidance “B 1P

(Cs,Cr)eG

ICs| ICe| y

—g(Ps, T —qg(P;, T

|GS|9( s, T,Cs, Ct) + |Gt|g( t, T, Ct, Cs)
r—d(p,C

grecc)= 3 [ﬁw(p, 0) - d(@(p).C))?
peP r
d(p,C)<r

4.1.4  Rapidly computing constraints. MOREA’s solutions represent
meshes with hundreds of points, which can easily get entangled
into folded configurations. Such constraint violations should be
prevented, to uphold the guarantee of inverse-consistency. Prior
work [4] used a strategy that proved error-prone in more complex
meshes. MOREA includes a novel fold detection method that is
based on an observed phenomenon: a mesh fold will cause the sign
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(a) The initial configura- (b) The fold, detected (c) The repair method,
tion, with positive area by a sign change in the resolving the fold by
signs for each triangle. folded (red) triangle. moving the red point.

Figure 2: 2D illustration of a mesh configuration with and
without a constraint violation (fold). One of the triangles is
folded, due to the red point having moved outside the central
triangle, colored yellow. The folded area is colored red.

of at least one tetrahedron’s volume to change, as illustrated in
Figure 2 (the figure is in 2D, but this also holds in 3D). Our method
uses this phenomenon to detect folds and to measure their severity,
opening up repair opportunities (see Section 4.3.1). Implementation
details for our method are provided in Appendix A.

4.2 Initialization of Registration Solutions

Significant performance gains can be obtained if the initial guesses
given to the optimizer are closer to desirable objective space regions
than a random guess or grid-like initializations [8]. We introduce
two techniques that provide such initial guesses.

4.2.1 Exploiting problem structures with mesh initialization. We
initialize the meshes to align with objects in the image, adapting
an existing method for 2D images [8] and expanding it to facilitate
parallelization on the GPU. First, we place points on the contours
of objects in the source image to capture their shape (see Fig. 3a).
We choose these points by greedily taking a spread-out subset from
the contour annotations also used for the guidance objective, as
well as a small fraction of randomly chosen points across the image.
Then, we perform a Delaunay tetrahedralization on these points,
using the TetGen suite [22] (see Fig. 3b). This yields a mesh that we
duplicate to the target image space to complete the dual-dynamic
transformation model.

As laid out in Section 3, MO-RV-GOMEA evaluates groups of
variables (i.e., FOS elements) jointly during variation. Exploratory
experiments have shown that using edges as FOS elements (i.e.,
groups of two connected points, with the variables encoding their
coordinates), is beneficial for this problem. If two FOS elements

(b) Custom mesh derived
from these points.

(a) Points placed on poten-
tially interesting positions.

(c) Edges selected for varia-
tion through set cover.

(d) Interaction graph (blue)
built between selected edges.

(e) Graph coloring computed
on interaction graph.

Figure 3: 2D illustration of the mesh initialization process, which produces a custom mesh and determines which groups of
edges (i.e., FOS elements) can be optimized in parallel. Selected edges are highlighted in red, interaction edges in blue.
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are completely independent because their variables are not needed
for the partial evaluation of each set, variation and evaluation for
these FOS elements can be done in parallel. We conduct two further
steps to facilitate parallel evaluation and optimization on the GPU.
First, we execute a greedy set cover algorithm! to find a subset
of edges that covers all points (see Fig. 3c), so that each variable
(point coordinate) undergoes variation. We could alternatively use
all edges, but this would lead to points being included in several
FOS sets and thus undergoing variation multiple times per genera-
tion. For parallelization purposes, it is more efficient to select an
(approximately) minimal set of edges.

Given the edge subset found by the set cover, we now determine
which FOS elements can be safely optimized in parallel. For this,
we build an interaction graph based on topological proximity [11],
where two elements are connected if their sets of dependent tetra-
hedra overlap, i.e., the tetrahedra that are reevaluated when an
element is changed (see Fig. 3d). Given this graph, parallel groups
are created with the DSATUR graph coloring algorithm [14] (see
Fig. 3e). The dependent tetrahedra of each parallel group can be
evaluated in parallel on the GPU, which has been proven to lead to
speed-ups of more than 100x on 2D images [11].

Tetrahedral mesh quality can further be improved by specifying
surfaces that should be included in the generated mesh. We apply
this principle to the bladder by generating a surface mesh using the
Marching Cubes algorithm. We then specify its triangular surfaces
as constraints to the mesh generation algorithm, ensuring that
bladder surface triangles are included in the mesh. Exploratory
experiments show superior performance when using this step (see
Section B.3.1 of the supplementary material).

4.2.2  Ensuring diversity in initial population. To promote diversity
in the initial population, prior work generates random deviations
for each point in the mesh, starting at a grid-initialized solution [4].
We observe that this method can produce many folded mesh con-
figurations in generated solutions, which get discarded and thus
hamper convergence speed. In this work, we use a radial-basis-
function approach to introduce large deformations free of mesh
folds. Implementation details on how these fields are generated and
applied to solution meshes are provided in Appendix A.

4.3 Repairing and Steering

During optimization, we apply two techniques to improve the qual-
ity of solutions obtained, and the time needed to reach them.

4.3.1 Repairing infeasible solutions. By default, infeasible solutions
(i.e., solutions with either of the two meshes having one or more
folds) are discarded. This, however, can hamper the creation of
high-quality offspring, as infeasible solutions may still provide
useful information for higher-quality search space regions. We
therefore devise a repair method that attempts to reverse folds
on a point-by-point basis. For each point in a folded tetrahedron,
the method mutates the point using a Gaussian distribution scaled
by its estimated distance to the surrounding 3D polygon. After
64 samples, the change with the best constraint improvement is
selected, if present. If all samples result in a deterioration, repair is
aborted. The repair process for one point is illustrated in Figure 2c.

1Source: https://github.com/martin- steinegger/setcover
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4.3.2  Applying pressure with adaptive steering. In general, an ap-
proximation set should be as diverse as possible while resembling
the Pareto set as closely as possible. In practice, however, not all
regions of the Pareto front are of equal interest to users. A user con-
ducting medical DIR for images with large deformations is typically
not interested in solutions with a small deformation magnitude.
The user is actually most interested in solutions with good guid-
ance objective values, and we would like the algorithm to steer its
search towards that region in the objective space. Following earlier
work [1], we implement an adaptive steering strategy, which steers
the front towards high-quality guidance solutions after an explo-
ration period of 100 generations. Given the best guidance objective
value sg of any solution in the elitist archive, we only preserve
solutions with guidance objective values between [sg; 1.5sG], i.e.,
this becomes a hard constraint.

5 EXPERIMENTS

We compare MOREA to existing state-of-the-art registration ap-
proaches. Due to the complexity of the problem, we do not impose
one time limit on all approaches, but rather ensure that they have
(reasonably) converged. We repeat all approaches with all configu-
rations 5 times, seeded reproducibly. All MOREA registration runs
are run on Dell Precision 7920R machines with NVIDIA RTX A5000
GPUs. Additional information on experimental setup and results is
provided in supplementary material.

5.1 Registration Problems

We test all approaches on 4 clinical registration problems with large
deformations (see Table 2). We retrospectively select two successive
Computerized Tomography (CT) scans of the abdominal area of
cervical cancer patients, acquired for radiation treatment planning
purposes, with a Philips Brilliance Big Bore scanner. On the first CT
scan, the bladder of the patient is filled, and on the second scan, the
bladder is empty and thus has shrunken significantly. This large
deformation is challenging to register correctly while respecting
the surrounding organs (e.g., rectum and bowel) and bony anatomy.
Patients 1-3 represent common cases in clinical practice, exhibiting
large deformations and little to no margin between bladder and
bowel in the full-bladder scan. The bladder of Patient 4 largely
preserves its shape and exhibits a wide margin between bladder
and bowel, making registration easier. This case, however, is also
rarer in practice, and therefore less representative.

The axial slices of the CT scans have a thickness of 3mm,
with in-slice resolutions ranging between (0.86,0.86)mm and
(1.07,1.07)mm. Each scan is resampled to (1.5,1.5,1.5)mm for
consistency. Afterward, each scan pair is rigidly registered (i.e.,
translated, rotated, or scaled linearly) to align the bony anatomies
of both scans, using bone contours delineated by a radiation
therapy technologist (RTT). Each pair is cropped to an axis-aligned
bounding box surrounding the bladder with a 30mm margin,
taking the maximal bounds from both images. This restricts the
registration to the region where treatment was delivered, including
the surrounding organs at risk.

Contours of key organs in each scan have been annotated by
an RTT and verified by a radiation oncologist. The sets of points
defining these contours serve as input to the guidance objective
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Instance Source

== Bones
= Bladder
1 Bowel
= Sigmoid

Patient 1

Patient 2

Patient 3

Patient 4

Table 2: Sagittal slices of all registration problems, with or-
gans contoured in different colors.

of MOREA. We also use these clinical contours to generate binary
masks for each organ and the bones by filling 2D polygonal esti-
mates formed by contours on each slice. As is common in practice,
these contours can overlap, since organs are delineated indepen-
dently and are often surrounded by a small safety margin. Registra-
tion approaches therefore need to be robust enough to handle this
overlap. Several anatomically relevant corresponding landmarks
have been annotated by an RTT and verified by a radiation oncolo-
gist on both scans, for evaluation purposes (see Appendix D).

5.2 Registration Approaches

We consider a number of existing, popular registration approaches
for which executable code is available. For these approaches, we
follow a two-phase configuration process. First, we explore relevant
coarse-grained settings for a single patient scan pair (of Patient 1),
to find a suitable configuration for the imaging modality and prob-
lem difficulty. Then, we conduct fine-grained configuration on the
remaining settings (e.g., objective scalarization weights) for each
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patient scan pair. We describe the resulting configuration for each
approach below, including the general coarse-grained configuration
of MOREA. A detailed overview of how we reached these configu-
rations, with additional configuration experiments, can be found in
Appendix C of the supplementary material.

5.2.1 Elastix. We configure Elastix to conduct a regularized, multi-
resolution [38] image registration. Recommended settings? did not
yield satisfactory results on our scans, therefore we first register
composite mask images onto each other for each patient. This
is used as starting point for optimization on the original image
intensities. As a fine-grained configuration step for each patient,
we configure the weight assigned to the deformation magnitude
objective in a fixed sweep of exponentially increasing weights of
[0,0.001,0.01,...,10.0], as is done in related work [7].

5.2.2  ANTs SyN. For the ANTs SyN algorithm, the recommended
settings® for multi-resolution registration also were not satisfactory,
which led us to conduct initial configuration experiments with
several key parameters, listed in the supplementary material. We
also add a composite mask in an additional image channel that is
registered alongside the image. For each patient, we test the same
regularization weight of the overall deformation by testing the same
weights as for Elastix.

5.2.3 This work: MOREA. MOREA uses a single-resolution ap-
proach and is configured to generate a mesh of 600 points (i.e., the
problem is 3600-dimensional), using the strategies for mesh gen-
eration described in Section 4.2. We set the elitist archive capacity
to 2000 and use 10 clusters during optimization, with a runtime
budget of 500 generations, during which the EA converges (see
Appendix D). As MOREA is a multi-objective approach returning
an approximation set of registrations, we do not need to configure
it further for each patient.

5.3 Evaluation of Registrations

Solutions to complex registration problems, such as the problems
in this study, require a multi-faceted evaluation. Below, we outline
two main methods for evaluating registrations: surface-based ac-
curacy and visual inspection. Additional methods are described in
Appendix Section B.2 and applied in Appendices C and D.

5.3.1 Surface-based registration accuracy. A key part of evaluating
registration accuracy is to assess how well the surfaces (contours) of
objects align [15]. We use the Hausdorff distance, which represents
the largest minimal distance between any two points on two object
surfaces. This can be interpreted as the severity of the worst surface
match. To account for potential deformation inaccuracies at the
border regions of the image, we discard a margin of 15mm on each
side for the computation of this metric. Since this is smaller than the
earlier cropping margin of 30mm, the bladder and regions around
it are left untouched by this second crop.

5.3.2  Visual inspection. Surface-based accuracy analysis is com-
plemented by a visual inspection, since a registration with a good
contour match can still have undesirable deformations in regions

?Based on an official parameter settings database: https://elastix.lumc.nl/modelzoo/
3Based on technical documentation: https://github.com/ANTsX/ANTs/wiki/Anatomy-
of-an-antsRegistration-call
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Figure 4: A selection of the best predicted deformations for each patient, represented by deformed contours rendered onto the
target image with its reference contours (i.e., target in blue). Annotated slices showing all organs are provided in Table 2.

(a) Elastix

(b) ANTs

15.0

(c) MOREA

Figure 5: Forward deformation vector fields and deformed contours of selected predicted deformations on Patient 1, for all 3
approaches (down-sampled for visibility). Arrow colors represent deformation magnitudes, in voxels (1 voxel = 1.5mm).

between contours. This inspection includes viewing slices of the
target image overlaid with the source contours transformed using
the computed forward DVF of the registration. To also inspect the
deformation between contours, we also visualize the full deforma-
tion: First, we render the DVF itself with a quiver plot. Second,
we overlay a regular grid onto a slice and deform it with the DVF,
which gives a different perspective.

5.4 Comparison of Registrations

All registration solutions from all approaches are compared using
the same evaluation pipeline, to ensure a fair comparison. Each
approach is configured to output its registrations in the form of a
forward and an inverse DVF, which define the deformation on the
source and the target image, respectively. Existing approaches either
directly or indirectly can be configured to output such DVFs. For
MOREA, we rasterize the deformation encoded by the two deformed
meshes of a solution, using an existing rasterization method [21].
Since we are comparing single-objective approaches to a multi-
objective approach (MOREA), we need to select solutions from
MOREA’s approximation set. We conduct this a posteriori selection
by starting at the solution with the best guidance objective value
and manually navigating through the approximation front to find a
solution with a good trade-off between contour quality and realism.

We also conduct statistical testing using the two-sided Mann-
Whitney U test (a standard non-parametric test) to compare MOREA
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Problem MOREA vs. Elastix MOREA vs. ANTs
Patient 1 0.011 (+) 0.007 (+)
Patient 2 0.007 (+) 0.007 (+)
Patient 3 0.012 (+) 0.007 (+)
Patient 4 0.007 (+) 0.195 (-)

Table 3: p-values of pair-wise comparisons of Hausdorff dis-
tances for the bladder between approaches. A plus (+) indi-
cates a better mean with MOREA, a minus (-) the opposite.
Significant results are highlighted.

to ANTs and Elastix. The Hausdorff distance of the bladder contour
is used as the test metric, as it describes the largest deforming organ.
To correct for multiple tests in the pair-wise comparisons, we apply
Bonferroni correction to the a-level and reduce it from 0.05 to 0.025.

6 RESULTS AND DISCUSSION

Figure 4 shows selected outcomes from each per-patient fine-
grained configuration experiment, along with a solution from
MOREA’s approximation front for each patient. For Elastix, we
select the runs with regularization weights 1.0, 1.0, 10.0, and 10.0
on Patients 1-4, respectively, and for ANTs, we select all runs
with weight 0. The full results of our configuration experiments
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Contour Match (mean voxel error)

Figure 6: Approximation front produced by MOREA on Pa-
tient 1. We render 3 zoomed-in registration solutions.

for both existing approaches can be inspected in Sections B.1.2
and B.2.2 of the supplementary material. Convergence plots for
Patient 1, which show how all approaches have converged to the
results presented here, can be found in Appendix D. As described
in Section 5.1, there is an intrinsic difference in difficulty between
the scans. In general, we observe MOREA generally outperforming
other approaches on the more difficult patients (1-3), as can be
seen visually in the deformed contours shown in Figure 4 and in
the additional renders and analyses provided in Appendix D.

For Patient 1, we also render DVF slices in Figure 5, showing the
transformation computed for each region of one slice. We observe
that the deformations returned by Elastix and ANTs only deform
the top region of the bladder. MOREA is the only approach which
distributes this deformation across the entire bladder, which is a
more realistic deformation in this flexible volume. Figure 6 plots
the approximation set that is produced by MOREA on Patient 1,
highlighting 3 solutions with slightly different deformations. This
illustrates the range of solutions presented to the user for selection,
all of which spread the deformation across the bladder.

Patient 2, which features the largest volume change in the
bladder, seems to prove the most difficult: MOREA comes closest
to modeling its deformation (see Fig. 4), although this comes at the
cost of the bowel also being moved downwards. A probable cause
is the little space (i.e., margin) left between the two organs in the
source image. Here, MOREA’s result exposes a more fundamental
problem that affects all approaches: structures separated by little to
no margin in one image cannot be separated in the other image with
a transformation model consisting of a single mesh. The change of
bladder shape in Patient 3 is less severe than for Patient 2, but still
proves challenging for Elastix and ANTs (see Fig. 4). Especially the
back region (located left of the image center) does not match the
target. Patient 4 represents a relatively easy registration problem,
with little change in the shape of the bladder and a clear margin
between bladder and bowel (see Fig. 2). On this problem, visual
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inspection shows that ANTs and MOREA both find a good bladder
contour fit, while Elastix struggles with both bladder and bowel.

Examining these results quantitatively, we conduct significance
tests on the Hausdorff distance of the bladder, listed in Table 3.
In all patients, the contour match of the bladder as deformed by
MOREA is significantly superior to Elastix’s contour match. ANTs
models the contour of the bladder significantly less accurately than
MOREA in 3 out of 4 cases, with the fourth case (Patient 4) not
having a significantly different result. Appendix D lists significance
test results for all organs, which confirm these trends, but also show
that MOREA’s Hausdorff distance can sometimes be significantly
higher than that of ANTs or Elastix. This does not however need
to imply worse registration performance, as a qualitative analysis
shows. For example, the deformed shape of the sigmoid of Patient 2
found by ANTs is strongly off (see Figure 4). However, its metric
value is deemed significantly better than MOREA’s, even though
MOREA is closer to the target in terms of general shape.

7 CONCLUSIONS

This work uniquely brings multiple lines of research in the field of
deformable image registration together. We have introduced a reg-
istration approach, MOREA, that is both contour-based and image-
based, uses a biomechanical model, and performs multi-objective op-
timization. This combination uniquely positions MOREA to tackle
challenging 3D image registration problems with large deforma-
tions and content mismatches. MOREA was built on the MO-RV-
GOMEA model-based evolutionary algorithm with several problem-
specific extensions, such as GPU acceleration, solution repair, and
object-aligned mesh initialization. Our experiments have shown
promising results on 4 cervical cancer patient scans, reaching higher
contour registration accuracy than two state-of-the-art approaches
on 3 of the 4 patients, representing the most difficult cases. Impor-
tantly, the deformation produced by MOREA seems to be more
uniformly spread across objects than the deformations produced
by existing approaches, which is deemed to be more realistic.
Solutions obtained by MOREA still contain local inaccuracies
which does leave room for improvement, in particular in regions
where organs interface. In fact, the results of this study expose a
more fundamental problem in DIR, which is the inability of typical
DIR models to capture local discontinuities and content mismatches.
This motivates future research into the modeling of independent or-
gan motion, following recent work on this topic [30, 33]. MOREA’s
extensible, biomechanical model could be well-positioned for ex-
pansions to capture these phenomena. Given such an expanded
approach, a larger validation study, with more patients and involv-
ing domain experts, could help close the gap to clinical practice.
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